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Résumé

Ce mémoire propose d’utiliser des optimiseurs appris, soit une approche tirée du méta-
apprentissage, pour améliorer l’optimisation distribuée. Nous présentons deux architectures
d’optimiseurs appris et nous montrons qu’elles sont plus performantes que les référentiels
de l’état de l’art tout en généralisant aux ensembles de données et aux architectures incon-
nues. Nous établissons ainsi l’optimisation apprise comme une direction prometteuse pour
l’apprentissage distribué efficace en termes de communication. Nous explorons également
l’application des optimiseurs appris à l’apprentissage fédéré, une technique visant à la vie
privée où les données restent sur les appareils individuels. Nos résultats démontrent que les
optimiseurs appris obtiennent de bonnes performances dans des contextes d’apprentissage
fédéré, entre autres avec une distribution hétérogène des données entre les clients. Enfin,
ce mémoire étudie la combinaison des optimiseurs appris avec la parcimonification des gra-
dients, une technique qui réduit la communication en ne transmettant qu’un sous-ensemble
de gradients. Nos résultats montrent que les optimiseurs appris peuvent effectivement tirer
parti de la parcimonie pour améliorer l’efficacité de la communication. Dans l’ensemble, ce
mémoire démontre l’efficacité des optimiseurs appris pour l’apprentissage distribué efficace
en termes de communication. Nous ouvrons également la voie à une exploration plus pous-
sée de la combinaison des optimiseurs appris avec d’autres techniques visant l’efficacité en
termes de communication.

Mots-clés : Optimisation apprise, apprentissage distribué efficace en termes de communi-
cation, apprentissage fédéré, méta-apprentissage
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Abstract

This thesis proposes the use of learned optimizers, a meta-learning approach, to improve dis-
tributed optimization. We present two learned optimizer architectures and show that they
outperform state-of-the-art baselines while generalizing to unknown datasets and architec-
tures. We thus establish learned optimization as a promising direction for communication-
efficient distributed learning. We also explore the application of learned optimizers to fed-
erated learning, a privacy-oriented setting where data remains on individual devices. Our
results show that learned optimizers perform well in federated learning contexts, includ-
ing for setups with heterogeneous data distribution among clients. Finally, this thesis in-
vestigates the combination of learned optimizers with gradient sparsification, a technique
that reduces communication by transmitting only a subset of gradients. Our results show
that learned optimizers can indeed take advantage of sparsification to improve communica-
tion efficiency. Overall, this thesis demonstrates the effectiveness of learned optimizers for
communication-efficient distributed learning. We also pave the way for further exploration
of learned optimizers combined with other techniques targeting communication efficiency.

Keywords: Learned Optimization, Communication-efficient Distributed Learning, Feder-
ated Learning, Meta-learning
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Introduction

Motivation

With the ever-growing availability of data and compute, rapidly training large-scale deep

learning models became a growing research direction in the deep learning community. Ef-

�ciently using computing resources has also been an important goal to achieve. However,

while scaling the resources can lead to an acceleration in training, distributed learning still

su�ers from a communication overhead that can undermine its capabilities. This is why

research about communication-e�cient distributed learning algorithms is important. For

example, distributed stochastic gradient descent (SGD), a well-known algorithm for training

deep learning models across multiple machines, su�ers from this communication overhead.

This can lead to increased wall clock times, which is counter-productive considering the ini-

tial goal of having a faster training, and is particularly problematic when training large-scale

deep learning models.

Local SGD, where each worker independently computes multiple gradient steps before

synchronizing with others, has emerged as a promising approach to reduce communication

costs. However, local SGD faces several practical challenges. As the number of local steps

increases, the local models may diverge, leading to performance degradation. Local SGD

can also be di�cult to integrate with adaptive optimization strategies. Furthermore, the

interaction between local and global updates introduces complex dynamics that can also

complicate hyperparameter tuning.

The communication overhead can also be addressed by reducing the amount of data that

is communicated. For example, gradient compression techniques such as gradient sparsi�ca-

tion are well-known methods that can reduce the costs of communication without severely

impacting the model performance. This technique choose a fraction of the gradients to

communicate, signi�cantly reducing the number of gradients exchanged. Another technique

called quantization reduces the number of bits used to represent �oating point numbers,

e�ectively reducing the number of bits that have to be communicated. These techniques



can be integrated with local SGD to try to maintain model performance while minimizing

communication costs.

Another scenario where communication e�ciency is important is federated learning (FL).

FL allows models to be collaboratively trained by numerous devices without sharing client

data. However, this setup presents signi�cant di�culties when trying to achieve performance

levels comparable to centrally trained models. Federated algorithms, such as FedSGD, face

high communication costs due to gradient synchronization among all workers, similarly to

their distributed learning counterparts. Algorithms like FedAvg, which is similar to local

SGD, also allow clients to take multiple local steps before averaging weights and updating

the global model, e�ectively reducing communication costs and speeding up convergence per

communication round. Despite these improvements, FedAvg can su�er from convergence

issues due to client drift, where local models diverge from each other, especially when the

number of local steps before averaging is high. This client drift can also be exacerbated by

heterogeneity, such as label-based data heterogeneity, which is innate to the FL setting.

Motivated by recent advancements in learned optimization through meta-learning, we

explore learned optimizers as a potential replacement solution to hand-designed optimi-

zers in a communication-e�cient setting, a setup in which learned optimizers have never

been studied despite their promising results. Learned optimizers also provide a pathway

to hyperparameter-tuning free optimization of deep learning models, which is especially in-

teresting for both large-scale models and local SGD like settings which can complicate the

hyperparameter tuning.

In summary, this thesis sits at the intersection of learned optimization and

communication-e�cient distributed learning. We aim to advance the state-of-the-art

in distributed training of deep learning model and provide practical solutions for e�ciently

using compute resources. We explore learned optimizers in a local SGD setting and evaluate

their performances compared to state-of-the-art baselines. We expand this study in the

FL setting, focusing on client drift and label-based data heterogeneity. We also integrate

gradient sparsi�cation with our learned optimizers. We aim to lay the groundwork for the

use of learned optimizers in communication-e�cient settings.

Outline

This thesis is comprised of multiple chapters, each with its own subject. The following

is an itemized list of every chapter summarized:

� Chapter 1 presents background and related work. It contains prior knowledge that

is necessary to the understanding of the following chapters, ranging from distributed

learning to learned optimization.
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� Chapter 2 is derived from a paper currently under review at theConference on

Neural Information Processing Systems (NeurIPS) 2024titled Can We Learned

Communication-E�cient Optimizer [67]. This paper demonstrate the usefulness

of learned optimizers in a distributed learning scenario. A previous version of this

paper that has been published to theWorkshop on Federated Learning in the Age

of Foundation Models in Conjunction with NeurIPS 2023titled Learning Optimizers

for Local SGD [22].

� Chapter 3 is derived from a term project in the courseRobust and Federated Learning

given at Concordia University titled Learning Communication-E�cient Optimizers

for Federated Learning. It expands chapter 2 by applying communication-e�cient

learned optimizers to a federated learning setting, a setting with its own challenges,

such as label-based heterogeneity, and for which communication e�ciency is critical.

� Chapter 4 contains early results for a new direction of research regarding

communication-e�cient learned optimizers. It expands chapter 2 by combining

gradient sparsi�cation with learned optimization in a communication-e�cient

setting.
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Chapter 1

Background and Related Work

1.1. Optimization in Deep Learning

SGD is a cornerstone of modern deep learning systems [25, 48]. Its most used variant,

mini-batch SGD, is a compromise between taking a single example at a time and taking

the full dataset. It uses a mini-batch comprised of multiple samples(X; Y ) to compute an

estimate of the gradient of the loss functionL and then performs descent with a factor
 ,

called the learning rate, as presented in eq. (1.1.1).

w t+1 = w t � 
 r w L (X;Y ; w t ) (1.1.1)

1.2. Distributed Deep Learning

With the increase data volume and the availability of compute and memory resources, mo-

dern deep learning uses distributed compute. Parallelization of mini-batch SGD on multiple

workers where every worker takes a subset of the mini-batch, also known as data paralle-

lism, is one such idea that aims to make training of large-scale deep learning models faster.

However, depending on the implementation and the network topology, the communication

incurred between workers can undermine the acceleration provided by multiple compute

nodes.

1.2.1. Centralized and Decentralized Distributed Learning

Centralized learning uses a network topology where all workers communicate back to

a central server (�g. 1.1a), while decentralized learning have machines arranged without a

speci�c role, as depicted in �g. 1.1b. This e�ectively decentralizes the communication and

computation and no machine acts as a central coordinator. Centralized and decentralized

algorithms have been studied extensively [9, 31, 32, 42, 43 ].



(a) Centralized Learning (b) Decentralized Learning

Fig. 1.1. Centralized vs decentralized learning. Figure 1.1a shows a parameter server

topology, while �g. 1.1b shows a ring topology.

1.2.2. Synchronous and Asynchronous Distributed Learning

In context of distributed deep learning models training, asynchronicity refers to opera-

tions, such as computations or communications, happening neither simultaneously nor in a

speci�c order.

Synchronous algorithms, independently of the topology, depend on synchronous steps like

waits. One approach to synchronous distributed learning is to aggregate exactly all informa-

tion among workers usingAllReduce [2, 15]. However, methods based onAllReduce

are not robust to set-ups where the network bandwidth can be a bottleneck. Another way

to get synchronous updates is to rely on gossip algorithms [24]. Instead of aggregating

the information exactly asAllReduce does, gossip-based methods compute approximates

between adjacent workers under the assumption that all workers will converge towards the

truth.

On the other hand, asynchronous algorithms do not depend on such synchronous steps to

share the information among workers. Many works have studied asynchronous algorithms [6,

32, 42, 43].

1.2.3. Local SGD

Local SGD is an algorithm that aims to overcome the communication bottleneck associa-

ted with distributed learning by reducing the communication frequency by allowing worker

6



Algorithm 1: SlowMo vs Local SGD. Shared steps are not colored.
Data: Number of iterations T; Number of workersK ; Number of local stepsH ;

Local learning rate
 ; Initial weights w0;0; Dataset D; Loss functionL ; Slow

learning rate � ; Slow momentum factor� ; Initial slow momentum bu�er u 0

1 for t 2 f 0; 1; : : : ; T � 1g do

2 for k 2 f 0; 1; : : : ; K � 1g in paral lel do

3 for h 2 f 0; 1; : : : ; H � 1g do

4 X (k)
h ;Y (k)

h  get_minibatch (D)

5 w (k)
t;h +1  w (k)

t;h � 
 r w L
�

X (k)
h ;Y (k)

h ; w (k)
t;h

�

6 Di�erence in weights after H local steps:� (k)
t  w (k)

t;0 � w (k)
t;H

7 Averaging: � t  1
K

P
� (k)

t

8 Compute slow momentum update: u t+1  � u t + � t



9 Compute global update: SlowMo [61] w t+1 ;0  w t;0 � �
 u t+1

Local SGD [55]: w t+1 ;0  w t;0 � � t

to take multiple local steps before while only synchronizing form time to time (algorithm 1).

Local SGD has been analyzed in a number of works [33, 55] which demonstrated that it

both theoretically and empirically can lead to communication savings. It has also been shown

that local SGD, particularly when combined with phases of regular SGD, can lead to better

generalization [33] depending on the task scale [45].

1.2.4. SlowMo

Wang et al. [61] introduced SlowMo (algorithm 1), which uses global or server-side mo-

mentum, and showed that it can accelerate local SGD as well as a number of decentralized

and asynchronous stochastic algorithms.

1.3. Cost of Communication

As described in section 1.2, distributed learning can su�er from a communication bot-

tleneck. While strategies like local SGD can help mitigate this issue, another approach to

communication-e�cient learning is to compress the gradients or parameters. These strategies

have also been combined by Wanget al. [62].

7



1.3.1. Sparsi�cation

Sparsi�cation is the action of compressing the gradients by only communicating the most

signi�cant ones [53, 56]. Speci�cally, only the k most meaningful entries are communicated,

reducing the number of gradients that are exchanged through the communication process.

This is known as k-sparsi�cation and can take di�erent forms. For instance, top-k sparsi-

�cation will only communicate the largest (in absolute value)k gradients, while random-k

will choosek gradients at random.

1.3.2. Quantization

Quantization refers to a lossy compression of the gradients, for example by reducing

the precision of the representation (e.g. 16 bits �oating-point numbers instead of 32

bits). This e�ectively reduces the number of bits that have to be communicated. Quan-

tized SGD (QSGD) [3] allows to trade o� communication bandwith with variance in the

optimization process, while still ensuring convergence.

1.4. Federated Learning

In response to escalating privacy concerns, the concept of federated learning [36] emer-

ged, aiming to enhance privacy by having each client send its model to a central server for

averaging without disclosing raw data. FL proves e�ective for tasks involving real-world,

privacy-sensitive data and drawing conclusions from user interactions on devices, particu-

larly in empowering intelligent behavior on mobile platforms while prioritizing user privacy.

By incorporating noise in individual updates, FL prevents the central server from making

de�nitive inferences about a client, strengthening security against potential attackers [21].

Federated learning also addresses the challenges of handling large datasets by minimizing

network tra�c. The optimization problem in FL deals with non-IID and unbalanced data,

utilizing controlled environments for experiments while tackling key concerns related to client

availability and data characteristics. The speed of convergence, measured in rounds, is cru-

cial in evaluating FL methods, considering the communication costs between the server and

clients in navigating network dynamics.

1.4.1. Federated Averaging and Adaptive Variants

Federated averaging [30, 35, 36], or FedAvg, introduces strategies to optimize model

training with an emphasis on reducing communication rounds (algorithm 2). FedAvg aim

for the addition of computations to minimize the required rounds of communication for model

training. This is achieved through increased parallelism, encouraging more clients to work

8



independently between communication rounds, and increased computation on each client.

Rather than relying solely on simple gradient calculations, clients engage in more complex

computations between rounds, signi�cantly enhancing e�ciency. A computationally e�cient

approach requires a substantial number of training rounds for optimal model outcomes. The

algorithm allows for �exible control over computation parameters, including the fraction of

clients performing computation, the number of training passes, and the minibatch size. To

comprehensively study federated optimization, considerations extend to data distribution

among clients, exploring both IID (shu�ed and partitioned) and non-IID (sorted by label)

scenarios, providing insights into algorithm performance under various data distributions.

However, the research did not explore the possibility of having variation in data nature or

any other aspect of data heterogeneity. Variants of FedAvg, namely FedAdagrad, FedYogi,

and FedAdam [47], are federated variants of adaptive optimizers aiming to improve over the

performance of vanilla FedAvg (algorithm 2).

Many works have explored the e�ects of statistical data heterogeneity of clients in the

federated learning setting [12, 13, 28, 29 ]. FedProx [29] adds a regularizing term to the loss

function to keep local and global models close. Sca�old [23] tries to correct for this client

drift by estimating the update direction for the server model and the update direction for

each client. Other methods do not directly address heterogeneity but have still been shown

to improve on FedAvg in this setting [7, 41, 44, 66 ].

1.5. Meta-learning

The idea of learning to learn and meta-learning has a long history [51, 57]. Many early

works in this area focused on learning to e�ciently acquire general knowledge or inductive

bias.

1.5.1. Learning to Optimize

The idea of learning optimization algorithms has been around for a while. Hochreiteret

al. [18] proposed to use meta-learning in direct combination with gradient-based optimi-

zation to learn a separate network, which can be seen as a learned optimizer (LO), which

performs updates on another network. Andrychowiczet al. [5] extended these ideas to a

more scalable Long Short Term Memory (LSTM) based per-parameter architecture that can

operate on any neural network since it operates on each parameter individually and demons-

trated that the learned optimizer can generalize to new combinations of neural architectures

and datasets. This method showed better results in the experiments compared to other

state-of-art methods. A large number of follow up works have improved learning to opti-

mize (L2O) methods [11, 16, 34, 39, 40, 63 ] (see Chenet al. and Amoset al. [4, 10] for

9



Algorithm 2: Federated Adaptive and FedAvg. Shared steps are not colored.
Data: Number of training roundsT; Number of workersK ; Number of local steps

H ; Local learning rate
 ; Initial weights w0;0; Loss functionL ; Global

learning rate � ; Initial �rst momentum bu�er m 0; Initial second momentum

bu�er v0; Decay parameters� 1 and � 2; Degree of adaptivity �

1 for t 2 f 0; 1; : : : ; T � 1g do

2 Sample subsetK of K clients

3 for k 2 K in paral lel do

4 for h 2 f 0; 1; : : : ; H � 1g do

5 X (k)
h ;Y (k)

h  get_minibatch (D)

6 w (k)
t;h +1  w (k)

t;h � 
 r w L
�

X (k)
h ;Y (k)

h ; w (k)
t;h

�

7 Di�erence in weights after H local steps:� (k)
t  w (k)

t;0 � w (k)
t;H

8 Averaging: � t  1
K

P
� (k)

t

9 First momentum: m t+1  � 1m t � (1 � � 1) � t

10 FedAdagrad second momentum:v t+1  v t + � 2
t

FedYogi second momentum:v t+1  v t � (1 � � 2) � 2
t sign(v t � � 2

t )

FedAdam second momentum:v t+1  � 2v t + (1 � � 2) � 2
t

11 Compute global update: Federated Adaptive [47]: w t+1 ;0  w t;0 � � m t +1p
v t +1 + �

FedAvg [36]: w t+1 ;0  w t;0 � � t

surveys). These methods introduced di�erent types of hierarchy into the learnable optimi-

zer while simplifying its architecture in favor of stronger prede�ned features to improve its

e�ciency.

Metz et al. [37] presents the limitations, characterizes the trade-o�s, and compares lear-

ned optimizer architectures with the hand-designed versions. Based on its results, it presents

a new optimizer combining the architectural features of per-parameter and factorized opti-

mizers, striking a better balance between memory usage, compute, and performance. This

architecture, which is a very simple and small MLP with 2 hidden layers and 4 nodes per

layer, outperformed both per-parameter and factorized optimizers. It makes use of hand-

designed features representing di�erent moments or combinations of these moments, similarly

to Adam [26] and Adafactor [52]. It also includes various meta-learned coe�cients for those

features. More recently, VeLO [38] was proposed as a versatile learned optimizer at a bigger

scale.

Ji et al. [20] proposed to learn the aggregation of gradients from workers in a distributed

learning framework with a recurrent network. The aggregation process is approached as

10



a learning problem, employing a recurrent neural network to optimize the modeling. A

preprocessing and postprocessing methodology is created to improve the stability of the

optimization process. To address the fault tolerance issues they use a Recurrent Neural

Network (RNN) aggregator with additional information loss. This study shows positive

advances by a large margin of the proposed RNN aggregator over the classical averaging

aggregator.

1.5.2. Meta-training of Learned Optimizers

Meta-training a learned optimizer can be described as solving the following optimization

problem, where our learned optimizer is represented byF� and is parametrized by� (for

simplicity, we remove the subscripts inside the sum term):

min
�

E(D ;w )�T E(X;Y )�D

 
1
T

T � 1X

t=0

L (X;Y ; F� (�))

!

(1.5.1)

whereT is a distribution over optimization tasks (i.e. optimizees) de�ned as pairs of dataset

D and initial weights w0 associated with a particular neural architecture,� represents the

weights of the learned optimizer,T is the length of the unroll which we write as a �xed

quantity for simplicity and L is the loss function of the inner problem. Note that this

equation uses as a meta-objective the average loss overT iterations. It would be possible to

use a di�erent meta-objective, for example the �nal loss afterT iterations.

A major problem hindering the adoption of learned optimziers is the fact that they are

di�cult to meta-train [ 40]. When using gradient based methods to solve this optimization

problem, there's the need to backpropagate trough the unrolls of the inner problem [40],

which is a very costly operation. To circumvent this problem, many works that have the

need for unrolled optimization, like the training of RNNs or, in our case, learned optimizers,

use truncated backpropagation through time (TBPTT) [19]. This technique separates long

unrolls into distinct, shorter unrolls, but failed to e�ectively train learned optimizers. If the

unrolls are too long, it can still lead to exploding or vanishing gradients. If the unrolls are

too short, the computed gradients will be biased since truncations don't allow the gradients

to �ow through long time dependencies and the overall performance will be degraded. Tech-

niques like Evolution Strategies (ES) [14, 46] and Persistent Evolution Strategies (PES) [60]

can alleviate these problems. While, ES provides a useful gradient estimator for meta-

training of learned optimizers, PES computes unbiaised gradient estimates by accumulating

correction terms. Both methods are detailed in algorithm 3 in their truncated form.
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Algorithm 3: Truncated ES and Truncated PES. Shared steps are not colored.
Data: Initial state sinit Truncation lenght J ; Number of particlesN ; Variance of

perturbations � 2; Learning rate 
 ; Parameters�

1 Initialize state: s  sinit

si  sinit for i 2 f 0; 1; : : : ; N � 1g

2 Initialize accumulator: � i  0 for i 2 f 0; 1; : : : ; N � 1g

3 while true do

4 Initialize gradient estimates: ĝES  0

ĝPES  0

5 for i 2 f 0; 1; : : : ; N � 1g do

6 Sample antithetic perturbations: ei  

8
<

:
sample fromN (0; � 2I ) i is even

� ei � 1 i is odd

7 Unroll step: L̂ i  unroll (s; � + ei ; J ) si ; L̂ i  unroll (si ; � + ei ; J )

8 � i  � i + ei

9 Sum current estimate:ĝES  ĝES + ei L̂ i

ĝPES  ĝPES + � i L̂ i

10 Set estimate to use for optimization step:̂g  1
� 2N ĝES

ĝ  1
� 2N ĝPES

11 s  unroll (s; � ; J )

12 �  � � 
 ĝ

1.5.2.1. Evolution Strategies. ES is a zeroth-order optimization technique, since it

doesn't rely on derivation. The gradient estimator in traditional ES is expressed by the

following equation:

ĝES =
1

N� 2

N � 1X

i =0

ei L (� + ei ) (1.5.2)

where ei � N (0; � 2I ) and represent perturbations sampled to evaluate the function using

stochastic �nite di�erences. L, in this case, represents the meta-objective. Since the esti-

mator in eq. (1.5.2) has high variance, we can employ variance reduction techniques such as

antithetic sampling, which sample pairs of positive and negative perturbations as presented

by the estimator in eq. (1.5.3).

ĝES-A =
1

N� 2

N � 1
2X

i =0

ei (L (� + ei ) � L (� � ei )) (1.5.3)
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1.5.2.2. Persistent Evolution Strategies. Expanding on ES, PES o�ers unbiased gra-

dient estimates, even when the truncations are short. The PES estimator can be decomposed

in a sum of sequential gradient estimates:

ĝPES
t;e =

1
� 2

� tL t (� 1 + e1; : : : ; � t + et )

=
1
� 2

� tL t (� + e)
(1.5.4)

which, when added together, give:

ĝPES =
1
N

N � 1X

i =0

T � 1X

t=0

ĝPES
t;ei

(1.5.5)

and where� t =
P t � 1

� =0 e� is an accumulated correction term. Similarly to ES, we can use

antithetic sampling to reduce the variance of the estimator as in eq. (1.5.6).

ĝPES-A =
1

2� 2N

N � 1X

i =0

T � 1X

t=0

� t;i (L t (� + ei ) � L t (� � ei )) (1.5.6)
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Chapter 2

Learning Optimizers for Multiple Local-Steps

Communication-e�cient variants of SGD, speci�cally local SGD, have received a great deal of

interest in recent years. These approaches compute multiple gradient steps locally, that is on

each worker, before averaging model parameters, helping relieve the critical communication

bottleneck in distributed deep learning training. Although many variants of these approaches

have been proposed, they can sometimes lag behind state-of-the-art adaptive optimizers for

deep learning. In this work, we investigate if the recent progress in the emerging area of

learned optimizers can potentially close this gap while remaining communication-e�cient.

Speci�cally, we meta-learn how to perform global updates given an update from local SGD

iterations. Our results demonstrate that learned optimizers can substantially outperform

local SGD and its sophisticated variants while maintaining their communication e�ciency.

Learned optimizers can even generalize to unseen and much larger datasets and architec-

tures, including ImageNet and Vision Transformers (ViTs), and to unseen modalities such

as language modeling. We therefore show the potential of learned optimizers for improving

communication-e�cient distributed learning.

2.1. Introduction

Rapidly training large-scale deep learning models is a problem of continued interest in

the community. It requires a great deal of distributed computing resources that are often

challenging to e�ciently utilize. In many distributed learning settings, the communication

overhead associated with distributed SGD can lead to ine�cient use of computing resources

and increased wall clock times [33]. This reliance on frequent communication is especially

impractical for training large models over heterogeneous hardware [65]. Moreover, it can

increase the cost and complexity of designing data centers and other infrastructure to support

the heavy communication constraints.



Fig. 2.1. Our setup. In local SGD, workers takeH local update steps (i.e., without

communicating gradients) of SGD before communicating local parameter deltas (� k). This

e�ectively reduces the required communication by a factorH relative to standard gradient-

based optimizers. Standard local SGD averages deltas at communications steps to obtain the

updated model. Instead, we meta-train a global learned optimizer to aggregate the deltas

into a more e�ective update. Our experiments demonstrate the superiority of this approach

when compared to heavily tuned baselines.

The primary communication overhead of distributed SGD comes from the synchroniza-

tion of gradients computed by di�erent workers. A recently popular direction to alleviate

this overhead is local SGD [55], where each worker computes multiple (H ) gradient steps

independently before aggregating the weights (or deltas� k) of their local models (�g. 2.1).

This reduces the communication costs.

Local SGD, however, has a number of challenges limiting its practical use. Firstly, as the

number of local stepsH increases the local models may diverge from each other leading to

a degradation of performance [61]. Secondly, local SGD can also be challenging to combine

with state-of-the-art adaptive optimization strategies that are needed to e�ectively train

many model classes such as transformers [59]. Finally, local SGD introduces a complex

dynamic between the local and global updates, which can for example lead to complex

interactions between hyperparameters such as global and local learning rates [47].

Learned optimization through meta-learning has been an increasingly important topic

of research interest [5]. Advances have been made in scalable architectures [37, 63], meta-

learning strategies [60] and the diversity and scale of meta-learning tasks [38]. Notably,

Metz et al. [37] analyzed di�erent learned optimizers in a large-scale study and introduced a

highly e�cient and simple per-parameter multilayer perceptron (MLP) optimizer and strong
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gradient-based features. However, these recent learned optimizers have not been studied in

a communication-e�cient distributed setup.

In this work, we propose learned optimization as an approach to alleviate the chal-

lenges of communication-e�cient distributed learning. Speci�cally, we follow a standard

communication-e�cient distributed setup employed by local SGD and its stronger va-

riants [61] and improve it be introducing a global learned optimizer (�g. 2.1) based on

Metz et al. [37]. Our main contributions are:

� We demonstrate, for the �rst time, that learned optimizers can be used to augment

local SGD for communication-e�cient distributed learning, outperforming strong ba-

selines and maintaining bene�ts even for a high number of local steps.

� We propose and evaluate two architectures for the learned optimization of local SGD,

a worker-aware optimizer (LAgg-A) and a worker-invariant optimizer (LOpt-A), from

which one can choose depending on the use-case.

� We demonstrate that our learned optimizers, even when meta-learned on a single or

few architecture and dataset combinations, can generalize to new and much larger

datasets and architectures, including ImageNet, Residual Neural Networks (ResNets),

ViTs, and new modalities such as language modeling, obtaining competitive results

in communication-e�cient distributed settings.

2.2. Methodology

Our method builds upon local SGD. AfterH local steps, we employ a per-parameter

learned optimizerF� based on [37] to compute the updated centralized weights (algorithm 4).

By computing the centralized update using an expressive neural netF� , our method can be

seen as a generalization of existing update methods such as taking the average iterate [55]

or computing server-side momentum updates [61].

2.2.1. Local SGD

We consider a distributed training setup withK clients (workers). In local SGD [55], at

each communication roundt, on all K clients, local SGD takesH local steps of SGD using

a local minibatch of sizeB loc for each local steph. A global update is then computed based

on the average of local weight deltas. That is, the updated weights are computed by using

� t on line 9 of algorithm 4.

2.2.2. Ada Features

In the learning-to-optimize literature, it is common to augment gradient features with

other handcrafted features. In particular, given gradients it is possible to compute a diverse
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Algorithm 4: Learned optimizers vs Local SGD. Shared steps are not colored.
Data: Number of iterations T; Number of workersK ; Number of local stepsH ;

Local learning rate
 ; Initial weights w0;0; Dataset D; Loss functionL ;

Learned optimizerF� ; Initial accumulators state u 0

1 for t 2 f 0; 1; : : : ; T � 1g do

2 for k 2 f 0; 1; : : : ; K � 1g in paral lel do

3 for h 2 f 0; 1; : : : ; H � 1g do

4 X (k)
h ;Y (k)

h  get_minibatch (D)

5 w (k)
t;h +1  w (k)

t;h � 
 r w L
�

X (k)
h ;Y (k)

h ; w (k)
t;h

�

6 Di�erence in weights after H local steps:� (k)
t  w (k)

t;0 � w (k)
t;H

7 Averaging: � t  1
K

P
� (k)

t

8 Compute Ada features (Ÿ2.2.2) and update state:A t ; u t+1  Ada (w t;0;u t ;� t )

9 Compute global update: LAgg-A (Ÿ2.2.3.1):w t+1 ;0  F�

�
A t ; � (0;1;:::;K � 1)

t

�

LOpt-A (Ÿ2.2.3.2): w t+1 ;0  F� (A t ; � t )

Local SGD [55]: w t+1 ;0  w t;0 � � t

set of features such as the per-parameter lower-order moments or column-wise and row-wise

sums of these moments, as done in Adam [26] and Adafactor [52] respectively. Recent

work [37] develops a similar set of features for training learned optimizers, but does not give

them a speci�c name. Drawing inspiration from their predecessors, we henceforth refer to

them as �Ada features�. However, unlike prior work, whose Ada features are based on the

average gradient, all our features are based on the average delta,� t (see table 2.1 for details).

To compute these features, it is also necessary to track a set of non-learnable variables (u t )

representing accumulators state of the learned optimizer (�g. 2.1). The accumulators state

tracked by the learned optimizer include the following values:

u t = f mt;1;mt;2;mt;3; vt ; r t;1; r t;2; r t;3;ct;1; ct;2; ct;3; tg

Note that the Adafactor row (r ) and column (c) features are computed on a per-tensor

basis. Speci�cally, therow_mean and col_mean operations are applied on a per tensor

basis. For each tensor, the corresponding components of� 2
t are reshaped and their row and

column means are computed. We refer the avid reader to Shazeeret al. [52] for more details.

We also augment our input features with11 timestep featurestanh
�

t
x

�
computed from

the current timestep t with:

x 2 f 1; 3; 10; 30; 100; 300; 1000; 3000; 10k; 30k; 100kg
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These features allow for the optimizer to be aware of the training process. These timestep

features also follow prior work [37].

Tableau 2.1. Ada features used with our global learned optimizers. All the coe�-

cients, � i , are learnable parameters adjusted during meta-optimization.

Description

parameter value wt

3 momentum values with coe�cients � 1;� 2;� 3 mt;i = � i mt � 1;i + (1 � � i )� t

second moment value computed from� t with decay

� 4
vt = � 4vt � 1 + (1 � � 4)� 2

t

3 values consisting of the three momentum values nor-

malized by the square root of the second moment
m t;ip

v

the reciprocal square root of the second moment value 1p
v

3 � t Adafactor normalized values � t � row factor � column factor

3 tiled Adafactor row features with coe�cients

� 5;� 6;� 7, computed from � t
r t;i = � i r t � 1;i + (1 � � i )row_mean (� 2

t )

3 tiled Adafactor column feature with coe�cients

� 5;� 6;� 7 computed from � t
ct;i = � i ct � 1;i + (1 � � i )col_mean (� 2

t )

the reciprocal square root of the previous 6 features 1p
r t;i or ct;i

3 m Adafactor normalized values mt;i � row factor � column factor

2.2.3. Learned Optimizer Training and Architectures

We consider the meta-learning framework with a learned optimizerF� parameterized

by � used to optimize a model with parametersw . In our meta-learning formulation, � is

obtained by solving the following optimization problem (removing the subscripts inside the

sum term for simplicity).

min
�

E(D ;w )�T E(X;Y )�D

 
1

TK

T � 1X

t=0

K � 1X

k=0

L (X;Y ; F� (�))

!

(2.2.1)

This equation is similar to eq. (1.5.1), with the di�erence that we also average the loss

over all workers. Moreover, in practice, during meta-optimization,T is varied according to

a truncation schedule [37].
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In our experiments,F� is an MLP with 2 hidden layers and 32 hidden nodes per layer. We

propose two variants of learned optimizers, LAgg-A and LOpt-A (algorithm 4). LAgg-A takes

advantage of individual deltas from all the workers and so can learn better optimizers when

the number of workers is known and �xed beforehand. LOpt-A operates on the averaged

delta, thus it is more versatile as it can be applied to the setting with an arbitrary number of

workers, however, it can be less powerful than LAgg-A in certain cases as we show empirically.

2.2.3.1. Worker-aware Optimizer (LAgg-A). Our �rst learned optimizer takes ad-

vantage of pre-aggregated information from each worker. Speci�cally, it takes as input

� (1)
t ; : : : ;� (k)

t along with the Ada features computed from� t (the average of� (1)
t ; : : : ;� (k)

t ).

We refer to it as alearned aggregator(LAgg-A) as it learns to aggregate the workers' weight

updates. With its access to pre-aggregated information, LAgg-A can learn complex inter-

actions between workers potentially making more powerful weight updates. However, it

requires �xing the number of workersK before training, which in our experience is not an

essential problem because oftentimes the distributed training assumes some standard �xed

budget of workers. By worker-aware, we do not mean adapting for the capabilities of each

worker (e.g.: speed). While being an interesting research question, this is di�erent from our

original goal and outside of the scope of this study.

2.2.3.2. Worker-invariant Optimizer (LOpt-A). Our second proposed learned optimi-

zer directly takes� t , the average of the updates from all workers, as an input feature along

with the Ada features computed from it. This process is analogous to existing learned op-

timization proposed by Metzet al. [37] where the role of the gradient is replaced with� t .

The advantage of LOpt-A versus LAgg-A is that it has the same number of parameters (j� j)

regardless of the number of workersK (appendix A). This can be useful when the same

learned optimizer is applied for settings with variableK . However, this approach is less

powerful as it cannot take advantage of individual deltas from all the workers.

2.2.4. Practical Considerations

2.2.4.1. Learned Optimizer Overhead. As discussed by Reddiet al. [47] the class of

local algorithms can be described with a server-side optimizer and worker-side optimizer. For

example, SlowMo [61] can be interpreted as adding momentum to the server optimization.

Our design of algorithm 4 is such that the learned optimizer lives entirely on the server-side

optimization, making its use more practical and scalable than in non-communication-e�cient

settings.

Speci�cally, standard learned optimizers have an overhead of memory and compute. The

memory must store state information and intermediate activations of the learned optimizer.

In the case of our learned optimizer, this overhead [37] is only incurred at the aggregation
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stage and can therefore live entirely on the server if one is available. Similarly, while the

computational cost of the forward pass of learned optimizers provides a substantial overhead

compared to simple add and multiply operations of SGD and Adam, in the case of our

global learned optimizers this cost becomes small with respect to the large amount of data

processed on workers during local updates.

2.2.4.2. Meta-training Time. Meta-training training a learned optimizer can be a lenghty

process [38]. However, once a learned optimizer is meta-trained, it can be used o�-the-shelf

and be compared to other optimziers. Therefore, the o�ine computations made prior to use

to meta-train the learned optimizer need not to be taken into account evaluating the said

learned optimizer, just like the time to develop a normal optimizer is not taken into account

in it's evaluation.

2.3. Experiments

Learned optimizers are a relatively recent area and the experiments are usually run on

small-scale datasets due to the challenges of meta-training and applying learned optimi-

zers [37]. However, local SGD and its variants are typically studied in a large-scale distri-

buted setup [61]. Therefore, compared to the previous learned optimizers literature, we not

only perform small-scale experiments but also experiment with larger and stronger archi-

tectures such as ViTs, including larger datasets such as ImageNet [50] and more modalities

such as language modeling (LM1B [8]).

2.3.1. Experimental Details

In the following two sections, we detail the training and evaluation tasks (optimizees) and

the optimizers that we compare. We note that our experiments use standard datasets and

evaluation protocols in learned optimization [37], such as using train loss as an evaluation

metric for the convergence of our learned optimizers. Our method is currently implemented

in simulation. We meta-train and evaluate using 1 NVIDIA A100. For the presented results,

each curve is an average over10 trials with di�erent seeds. Shaded regions represent one

standard error from the mean. Our implementation can be found online1.

2.3.1.1. Datasets. We use the Fashion MNIST (FMNIST) dataset [64] (10 classes) with

28 � 28 images. We also use the CIFAR-10 dataset [27] (10 classes) with32 � 32 images.

Finally, we scale our setup to the ImageNet dataset [50] (1000 classes) with downsampled

32� 32 and 64� 64 images. We designate the dataset as ImageNet+ when the larger images

are used. For the language modeling task, we use LM1B [8].

1https://github.com/lefameuxbeding/learned_aggregation
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2.3.1.2. Neural Architectures. As for neural network architectures that our learned op-

timizers are going to optimize, we use two di�erent sizes MLPs, both with Recti�ed Linear

Unit (ReLU) activations. The �rst has two layers of 128 hidden nodes each and we refer

to it as 2-Layer MLP. The second has three hidden layers of 128 hidden nodes each and we

refer to it as 3-Layer MLP. We also use a Convolutional Neural Network (CNN) of 3 layers

with ReLU activations. All 3 layers have convolution kernels of size3 � 3 and use �same�

padding. The �rst layer has 32 units and stride 2, while the two other layers have 64 units

and stride 1. We refer to this architecture as CNN. We also use standard architectures such

as ResNet50 [17], a ViT equivalent in size to DeiT tiny [58], and for the language task a

decoder-only transformer with hidden size192, 12 heads, and12 layers.

2.3.1.3. Meta-training LOpt-A and LAgg-A. As stated in eq. (2.2.1), our meta-

learning objective is the average loss overT iterations. This optimization problem usually

requires long unrolls of the compute graph. We alleviate problems that can arise from long

unrolls by using Persistent Evolution Strategies (PES) [60] to compute estimates of the

gradients and take gradient descent steps using AdamW and a linear warmup plus cosine

decay schedule. In our study, we use a truncation schedule that samples unroll lenghtsN

from a log-uniform distribution with a minimal value of N = 100 and a maximum value of

N = 1000 (the maximum number of communication steps for which we evaluate our learned

optimizers). The only exception to this are the optimizers trained in �g. 2.5 for which we

found using a truncation schedule leads to over�tting later in optimizee training. Therefore,

we opted to train these optmizers with full-length unrolls. Each gradient is estimated from a

batch of 8 tasks2. In our experiments, gradients are estimated with respect to the optimizee's

training loss, except for the curves in �g. 2.5 whose gradients were estimated with respect to

the optimizee's validation loss. During meta-training, the learning rate is warmed up for100

steps to a maximum learning rate before being decayed (following a cosine decay schedule) to

1=3 of the maximum value. For most of the learned optimizers in our study, we meta-trained

for 5 000 steps. The only exceptions are the learned optimizers used in section 2.3.3 that

were meta-trained for 10 000 steps. During meta-training, we used AdamW as our optimizer

with a warmup cosine decay schedule. The learning rate starts at3e� 10 and warms up

linearly to the peak value of3e� 3 after the �rst 100 iterations. It then decays to the �nal

value of 1e� 3 until the end of meta-training.

2.3.1.4. Non-local SGD Baselines. We follow the setup of SlowMo [61] and provide a

comparison to non-local algorithms. To do so, we train models using SGD [49] and Adam [26]

for a number of steps equivalent to the total number of communication rounds used for the

2Note that unless otherwise stated in our experiments all the tasks in a batch correspond to the same

dataset and architecture, but di�erent initial weights (see section 2.2.3 for details).
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(a) 3-Layer MLP ImageNet (b) ResNet50, ImageNet+

(c) ViT, ImageNet + (d) Decoder-only, LM1B

Fig. 2.2. Meta-Generalization to ResNet50 (25M), ViT (5M), and a Decoder-

only Language Model (LM) (19M). Our LAgg-A and LOpt-A optimizers trained on the

3-layer MLP (0.5M params)32� 32 ImageNet task outperforms extensively tuned baselines

on the in-distribution task (�g. 2.2a). Moreover, these optimizers generalize to ImageNet

with 64� 64 image size on ResNet50 (�g. 2.2b) (50� larger) and ViT (�g. 2.2c) ( 10� larger).

Finally, we also show (�g. 2.2d) that the optimizers are useful for training a Decoder-only

LM ( 38� larger). We observe a slightly stronger performance of LOpt-A when generalizing

to ImageNet tasks (�gs. 2.2b and 2.2c), while both optimizers enjoy strong generalization to

language modelling.

local methods. At each step, these baselines compute updates using the same e�ective batch

sizeK � H � B loc as the local optimizers they are compared to. The hyperparameters for

SGD and Adam are provided in appendix B.
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2.3.1.5. Local SGD-based Baselines. Since our method focuses on improving server

side optimization and client improving methods are orthogonal to our work, we provide

two communication e�cient distributed baselines: local SGD [55] and SlowMo [61]. An

extensive hyper-parameter search is conducted for each baseline in every con�guration. We

detail the search process and report the best hyperparameters in appendix B. For each task,

we use a local batch sizeB loc of 128.

2.3.2. Evaluating LAgg-A and LOpt-A in-distribution

In this section, we evaluate our proposed optimizers on FMNIST, CIFAR-10, and Image-

Net usingH = 4 iterations and K = 8 workers. Following the evaluation protocol of Metzet

al. [37], in each case, we meta-train on a task (dataset and architecture pair) and perform

evaluation on a new seed. That is, in distribution evaluations test the generalization of the

optimizer to a new initialization of the model and new ordering of the data. Results reported

in table 2.2 show that our learned optimizers, when evaluated in-distribution, enjoy faster

convergence than local SGD and consistently outperform SlowMo. Figure 2.2a presents the

training curves for ImageNet 3-Layer MLP. Figure C.1, in appendix C, shows the training

curves for FMNIST 2-Layer MLP (�g. C.1a) and CIFAR-10 CNN (�g. C.1b). We observe

that LAgg-A and LOpt-A consistently converge faster than all other baselines from the start

of training. Note that SlowMo is well-tuned and represents a very competitive approach in

the class of methods that perform local updates [61].

Tableau 2.2. Speedup with respect to local SGD ; reported as the ratio of the number

of communications required by local SGD to the number of communications required by

the other optimizer to achieve local SGD's minimum training loss (higher is better). In-

distribution denotes that LOpt-A/LAgg-A are trained on the same task as the evaluation

task. For meta-generalization, LOpt-A/LAgg-A are trained on ImageNet 3-layer MLP. A

hyphen (�) indicates that the local SGD's minimum loss value was not achieved in the

training run (1000 communication steps). When taking averages, hyphens are ignored.

Optimizer In-distribution Meta-generalization AVG

FMNIST CIFAR10 ImageNet ImageNet ImageNet LM1B

MLP MLP MLP ResNet50 ViT Transformer

Local SGD 1.00 1.00 1.00 1.00 1.00 1.00 1.00

Adam 3:11� 0:42 1:69� 0:16 2:00� 0:15 2:10� 0:06 2:18� 0:04 3:56� 0:09 2.44

SlowMo 4:10� 0:38 4:81� 0:74 2:48� 0:09 1:99� 0:08 � 1:26� 0:02 2.93

LOpt-A 8:47� 0:72 9:62 � 0:36 4:26� 0:41 2:56 � 0:12 2:31 � 0:12 6:76 � 0:43 5:66

LAgg-A 9:80 � 0:54 7:69� 0:70 4:63 � 0:26 2:48� 0:09 1:88� 0:08 6:02� 0:56 5:42
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(a) H = 4 (b) H = 8 (c) H = 16

Fig. 2.3. LAgg-A outperforms all optimizers for H 2 f 4;8;16g local steps . All

training curves are for FMNIST 2-Layer MLP.

2.3.3. E�ect of Local Iterations ( H )

We now analyze our learned optimizers' capability to scale to a larger number of local

iterations (H ). Speci�cally, we vary H 2 f 4; 8; 16g and meta-train our learned optimizers

on the FMNIST 2-Layer MLP task for each case (note that generalization to di�erentH is

possible as we show in �g. 2.7). We report the performance of corresponding tuned baselines

with the equivalent batch size (�g. 2.3). We also show the communication e�ciency compared

to local SGD and SlowMo in table 2.3. We observe that even for relatively highH [33] there

is an improvement over the strong communication-e�cient baselines. As expected, table 2.3

illustrates higherH yields more rapid convergence on a per communication step basis (due to

more samples being processed). We also observe that LAgg-A begins to show a substantial

advantage compared to LOpt-A at this higherH value. We believe that using information

from all the � (k)
t allows for LAgg-A to learn a non-trivial aggregation scheme (compared to

averaging), meaning it outperforms LOpt-A when the local models drift asH gets higher.

Tableau 2.3. Communication rounds until achieving 0.2 loss value for di�erent

optimizers at di�erent H values. Lower is better.

Optimizer H=4 H=8 H=16

Local SGD � 721 625

SlowMo 311 182 121

LOpt-A 119 121 89

LAgg-A 122 81 55

2.3.4. Ablating Ada Features

Our learned optimizers leverage powerful per-parameter optimization features proposed

in Metz et al. [37]. Here we investigate how important these are to the performance of the
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Fig. 2.4. E�ect of Ada features on optimizer performance. Each learned optimizer

is trained and tested on FMNIST 2-Layer MLP atH = 4 and K = 8.

optimizers. Speci�cally, we consider directly feeding the� t only or each� (k)
t to the learned

optimization MLP network without adding any of the Ada features described in section 2.2.2.

We denote these baselines as LOpt and LAgg, respectively (excluding the -A). We observe

that a large improvement in convergence and training stability is obtained by using Ada

features in both cases (�g. 2.4). However, we note that the performance of LOpt and LAgg

alone still experiences improved convergence early in training with respect to local SGD.

These baselines have no momentum calculations and the optimizer is an MLP (as opposed

to a recurrent model) thus there is no way to maintain history information (unlike SlowMo's

momentum). It is therefore notable that LAgg can achieve similar, albeit slower, convergence

to SlowMo during the �rst 600 iterations. However, LAgg does seem to cause training

instability from iteration 800 onwards. Interestingly, the models trained with Ada features

do not su�er from such instabilities, despite being trained with the same schedule as LAgg,

further demonstrating their bene�t.

2.3.5. Outer Loop Generalization

Following conventions in the learned optimization literature [37, 38] our focus in this

work has been demonstrating the e�cient convergence of the learned optimizer. Thus in

our experiments, the outer loop of the meta-learning problem (see equation in section 2.2.3)

evaluates the training data. In this section, we demonstrate that we can also obtain strong

performance on the validation data using our learned optimizer. Figure 2.5 reports the

test loss of learned optimizers meta-trained using the validation loss objective and baselines
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tuned using validation loss on 3-Layer MLP ImageNet (�g. 2.5a) and 2-Layer MLP FMNIST

(�g. 2.5b). We observe similar trends to our training loss plots (�gs. 2.2, 2.3 and C.3).

In �g. 2.5a, we observe that both LAgg-A and LOpt-A converge signi�cantly faster and

obtain lower �nal test loss than the baselines. In �g. 2.5b, LAgg-A and LOpt-A converge

faster than other baselines reaching a test loss around iteration200 that baselines only

reach after600iterations of training. While both plots show similar relative trends between

our learned optimizers and the baselines, we note that they represent distinct scenarios:

in ref�g:valid-exp-a the model is far from convergence, while in �g. 2.5a the model converges

and is close to over�tting. Our learned optimizer handle both situations gracefully.

(a) 3-Layer MLP ImageNet (b) 2-Layer MLP FMNIST

Fig. 2.5. Directly targeting validation loss during meta-training obtains strong

performance on the test set. Hand-designed optimizers were hyper-parameter-tuned to

the validation set, while LAgg-A and LOpt-A were meta-trained to optimize validation loss

on their respective tasks. We observe that learned optimizers trained to optimize validation

loss during meta-training generalize seamlessly to the test set in our communication-e�cient

setting.

2.3.6. Meta-generalization

The results are reported in �gs. 2.2, 2.6 and 2.7. In �g. 2.6, we evaluate generalization

in three progressively more di�cult settings: new architectures same dataset (�gs. 2.6b

and 2.6c), new dataset same architecture (�g. 2.6d), and new dataset and new architecture

(�gs. 2.6e and 2.6f). In �g. 2.7, we evaluate the capability of our learned optimizers trained

at one H value to generalize to another. Both these �gures report results from optimizers

meta-trained and hyperparameter tuned on FMNIST and are therefore of smaller scale. In

contrast, �g. 2.2 reports larger scale experiments showing the generalization performance

27




	Couverture
	Résumé
	Abstract
	Contents
	List of Tables
	List of Figures
	List of Acronyms and Abbreviations
	Remerciements – Acknowledgements
	Introduction
	Motivation
	Outline

	Chapter 1. Background and Related Work
	1.1. Optimization in Deep Learning
	1.2. Distributed Deep Learning
	1.2.1. Centralized and Decentralized Distributed Learning
	1.2.2. Synchronous and Asynchronous Distributed Learning
	1.2.3. Local SGD
	1.2.4. SlowMo

	1.3. Cost of Communication
	1.3.1. Sparsification
	1.3.2. Quantization

	1.4. Federated Learning
	1.4.1. Federated Averaging and Adaptive Variants

	1.5. Meta-learning
	1.5.1. Learning to Optimize
	1.5.2. Meta-training of Learned Optimizers
	1.5.2.1. Evolution Strategies
	1.5.2.2. Persistent Evolution Strategies



	Chapter 2. Learning Optimizers for Multiple Local-Steps
	2.1. Introduction
	2.2. Methodology
	2.2.1. Local SGD
	2.2.2. Ada Features
	2.2.3. Learned Optimizer Training and Architectures
	2.2.3.1. Worker-aware Optimizer (LAgg-A)
	2.2.3.2. Worker-invariant Optimizer (LOpt-A)

	2.2.4. Practical Considerations
	2.2.4.1. Learned Optimizer Overhead
	2.2.4.2. Meta-training Time


	2.3. Experiments
	2.3.1. Experimental Details
	2.3.1.1. Datasets
	2.3.1.2. Neural Architectures
	2.3.1.3. Meta-training LOpt-A and LAgg-A
	2.3.1.4. Non-local SGD Baselines
	2.3.1.5. Local SGD-based Baselines

	2.3.2. Evaluating LAgg-A and LOpt-A in-distribution
	2.3.3. Effect of Local Iterations (H)
	2.3.4. Ablating Ada Features
	2.3.5. Outer Loop Generalization
	2.3.6. Meta-generalization
	2.3.6.1. Meta-trained on FMNIST and CIFAR-10
	2.3.6.2. Generalization to unseen Architectures
	2.3.6.3. Generalization to Unseen Datasets
	2.3.6.4. Generalization to Unseen Datasets and Architectures
	2.3.6.5. L-Agg-A Trained for More Local Updates Can Generalize
	2.3.6.6. Scaling up: Meta-trained on ImageNet


	2.4. Limitations
	2.5. Conclusion

	Chapter 3. Learning Optimizers for Federated Learning
	3.1. Introduction
	3.2. Methodology
	3.2.1. Algorithm
	3.2.2. Learned Optimizers
	3.2.2.1. Architectures
	3.2.2.2. Meta-learning Formulation

	3.2.3. Dirichlet Partitioning

	3.3. Experiments
	3.3.1. Tasks
	3.3.1.1. Datasets
	3.3.1.2. Neural architectures

	3.3.2. Implementation
	3.3.3. Optimizers
	3.3.4. Meta-training Process

	3.4. Results
	3.4.1. Learned Optimization in Federated Learning
	3.4.2. From Homogeneous to Heterogeneous
	3.4.3. Augmenting the Number of Local Epochs

	3.5. Conclusion

	Chapter 4. Learning Optimizers for Compressed Updates
	4.1. Introduction
	4.2. Methodology
	4.2.1. Algorithm
	4.2.2. Learned Optimizers
	4.2.2.1. Architectures
	4.2.2.2. Meta-learning Formulation


	4.3. Experiments
	4.3.1. Task
	4.3.2. Implementation
	4.3.3. Meta-training Process
	4.3.4. Baselines

	4.4. Results
	4.4.1. Learned Optimization with Compressed Updates
	4.4.2. Effect of different top-k values

	4.5. Conclusion

	Conclusion
	Concluding Remarks
	Future Work
	Meta-generalization Improvements
	Client Side Components
	Asynchronous and Decentralized Learning
	Communication-efficient Techniques Combination


	References
	Appendix A. Learned Optimizers Number of Parameters
	Appendix B. Hyperparameters for chap2
	Appendix C. Extended Results for chap2
	C.1. Evaluating LAgg-A and LOpt-A in-distribution
	C.2. Meta-generalization
	C.3. Effect of the Number of Workers (K)

	Appendix D. Hyperparameters for chap3
	Appendix E. Hyperparameters for chap4

