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Résumé

La modélisation générative est un domaine en pleine expansion dans l’apprentissage auto-
matique, avec des modèles démontrant des capacités impressionnantes pour la synthèse de
données en haute dimension à travers diverses modalités, y compris les images, le texte et
l’audio. Cependant, des défis significatifs subsistent pour améliorer la qualité des échantillons
et la contrôlabilité des modèles, ainsi que pour développer des méthodes plus principiées et
e!caces pour apprendre des représentations de caractéristiques structurées avec des modèles
génératifs. Cette thèse conduit une enquête complète en deux parties sur les frontières de la
modélisation générative, en mettant l’accent sur l’amélioration de la qualité des échantillons
et la manœuvrabilité, ainsi que sur l’apprentissage de représentations latentes de haute qua-
lité.

La première partie de la thèse propose de nouvelles techniques pour améliorer la qua-
lité des échantillons et permettre un contrôle fin des modèles génératifs. Premièrement,
une nouvelle perspective est introduite pour reformuler les réseaux antagonistes génératifs
pré-entraînés comme des modèles basés sur l’énergie, permettant un échantillonnage plus
e!cace en exploitant à la fois le générateur et le discriminateur. Deuxièmement, un cadre
théorique basé sur l’information est développé pour incorporer des biais inductifs explicites
dans les modèles à variables latentes grâce aux réseaux bayésiens et à la théorie du goulot
d’étranglement multivarié. Cela fournit une vision unifiée pour l’apprentissage de représen-
tations structurées adaptées à di"érentes applications comme la modélisation multi-modale
et l’équité algorithmique.

La deuxième partie de la thèse se concentre sur l’apprentissage et l’extraction de carac-
téristiques de haute qualité des modèles génératifs de manière entièrement non supervisée.
Premièrement, une approche basée sur l’énergie est présentée pour l’apprentissage non super-
visé de représentations de scènes centrées sur l’objet avec une invariance de permutation. La
compositionnalité de la fonction d’énergie permet également une manipulation contrôlable
de la scène. Deuxièmement, des noyaux de Fisher neuronaux sont proposés pour extraire des
représentations compactes et utiles des modèles génératifs pré-entraînés. Il est démontré que
les approximations de rang faible du noyau de Fisher fournissent une technique d’extraction
de représentation unifiée compétitive par rapport aux références courantes.
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Ensemble, ces contributions font progresser la modélisation générative et l’apprentissage
de représentations sur des fronts complémentaires. Elles améliorent la qualité des échan-
tillons et la manœuvrabilité grâce à de nouveaux objectifs d’entraînement et des techniques
d’inférence. Elles permettent également d’extraire des caractéristiques latentes structurées
des modèles génératifs en utilisant des perspectives théoriques basées sur l’information et
le noyau neuronal. La thèse o"re une enquête complète sur les défis interconnectés de la
synthèse de données et de l’apprentissage de représentation pour les modèles génératifs mo-
dernes.

Mots-clés. Modèles génératifs, Apprentissage de représentation, Modèles basés sur
l’énergie, Réseaux antagonistes génératifs, Auto-encodeurs variationnels, Apprentissage
non supervisé, Apprentissage centré sur l’objet, Compréhension de scène, Échantillonnage
MCMC, Réseaux bayésiens, Inférence variationnelle, Noyau de Fisher
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Abstract

Generative modeling is a rapidly advancing field in machine learning, with models demon-
strating impressive capabilities for high-dimensional data synthesis across modalities includ-
ing images, text, and audio. However, significant challenges remain in enhancing sample
quality and model controllability, as well as developing more principled and e"ective meth-
ods for learning structured feature representations with generative models. This dissertation
conducts a comprehensive two-part investigation into pushing the frontiers of generative
modeling, with a focus on improving sample quality and steerability, as well as enabling
learning high-quality latent representations.

The first part of the dissertation proposes novel techniques to boost sample quality and
enable fine-grained control for generative models. First, a new perspective is introduced to re-
formulate pretrained generative adversarial networks as energy-based models, enabling more
e"ective sampling leveraging both the generator and discriminator. Second, an information-
theoretic framework is developed to incorporate explicit inductive biases into latent variable
models through Bayesian networks and multivariate information bottleneck theory. This pro-
vides a unified view for learning structured representations catered to di"erent applications
like multi-modal modeling and algorithmic fairness.

The second part of the dissertation focuses on learning and extracting high-quality fea-
tures from generative models in a fully unsupervised manner. First, an energy-based ap-
proach is presented for unsupervised learning of object-centric scene representations with
permutation invariance. Compositionality of the energy function also enables controllable
scene manipulation. Second, neural fisher kernels are proposed to extract compact and useful
representations from pretrained generative models. It is shown that low-rank approximations
of the Fisher Kernel provide a unified representation extraction technique competitive with
common baselines.

Together, the contributions advance generative modeling and representation learning
along complementary fronts. They improve sample quality and steerability through new
training objectives and inference techniques. They also enable extracting structured latent
features from generative models using information-theoretic and neural kernel perspectives.
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The thesis provides a comprehensive investigation into the interconnected challenges of data
synthesis and representation learning for modern generative models.

Keywords. Generative models, Representation learning, Energy-based models, Genera-
tive adversarial networks, Variational auto-encoders, Unsupervised learning, Object-centric
learning, Scene-understanding, MCMC sampling, Bayesian networks, Variational inference,
Fisher kernel
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Chapter 1

Introduction

1.1. Overview
Generative models have witnessed significant evolution over the past few years, emerging

as one of the most promising frontiers in the domain of machine learning. They present
powerful tools capable of generating complex and high-dimensional data, mimicking distri-
butions found in the real world. By using flexible deep neural networks, generative models
can represent complex probability distributions that estimate the true data distribution for
a given dataset. By modeling these distributions, generative models enable key unsuper-
vised learning tasks like data synthesis and representation learning. We can evaluate the
likelihood of data points under the modeled distribution, and sample new points according
to the estimated distribution. Through these capabilities of distribution modeling and sam-
pling, generative models open up many applications, from aiding researchers in simulating
complex systems to artists in crafting virtual worlds, including image generation, language
generation, code completion.

Contemporary generative models, particularly those based on deep learning architectures
such as generative adversarial networks (GANs), variational autoencoders (VAEs), autore-
gressive models, and di"usion models, have set new benchmarks in generating near-realistic
data samples across various domains from images to text. However, it’s essential to un-
derstand that these significant strides don’t overshadow the intricacies and obstacles that
still confront us. While the generated data can often be visually or contextually impressive,
discerning experts and specific quantitative metrics sometimes reveal subtle yet persistent
flaws in their quality. This underscores the ever-present need to enhance the sample quality
further. Similarly, despite their ability to simulate real-world data distributions, the control
and steerability of these models remain subjects of ongoing debate. To generate data under
specific constraints or with desired properties is not a straightforward task with existing
architectures, reflecting a clear need for better controllability and steerability. This leads
us to the first pertinent question this dissertation aims to address: how can we



improve the sample quality, controllability, and steerability of current genera-
tive models? While a high-resolution image or coherent text generated by a model is a
marvel, its utility is limited if it can’t be conditioned or steered in a direction that the user
desires. Achieving this might necessitate a rethinking of current model architectures or the
development of new training strategies.

Beyond the challenge of generation, there’s an equally, if nore more, compelling question
arising about unsupervised representation learning. Generative models, by virtue of their de-
sign, are champions of unsupervised learning. By modeling complex data distributions, they
can discern intricate structures and patterns without reliance on labels. However, some piv-
otal question arise: how do these models internalize and represent this knowledge? Are the
latent spaces formed by these models truly capturing meaningful and structured representa-
tions of the data? Or are they, more often than not, entangled and hard to interpret? And
how can we improve and enforce the models to learn more structured and meaningful repre-
sentations? Motivated by these questions, the second focal point of this dissertation,
therefore, is to understand and enhance the capabilities of generative models for
learning structured and meaningful representations in an unsupervised manner.
If we can elevate generative models to produce interpretable, structured, and meaningful rep-
resentations of data, the implications would be profound. Such representations could make
models more explainable while also enabling a lot of downstream applications in transfer
learning, few-shot learning, and other areas predicated on high-quality feature extraction,
making subsequent tasks more data-e!cient and robust. This would propel generative mod-
els from their already impressive synthesis abilities to a new level of understanding and
utility.

1.2. Dissertation Structure
This dissertation presents a two-pronged investigation into advancing the frontiers of

generative modeling, through four interrelated research articles focused on the interplay
between data generation and representation learning.

Part I of this dissertation focuses on addressing the first research question of improving
the sample quality and controllability of generative models.

• In Chapter 3, we present novel techniques for improving the sample quality of gener-
ative adversarial networks (GANs) without retraining the models. The core idea is
to view pre-trained GANs as energy-based models and leverage both the generator
and the discriminator for more e"ective sampling. We show that any pre-trained
GAN can be reformulated into an equivalent energy-based model defined on the la-
tent space. This allows running e!cient Markov chain Monte Carlo sampling in
the latent space to generate new samples that minimize the energy, which leads to
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significantly improved sample quality without any retraining. The energy-based per-
spective opens up new possibilities for controlling GAN samples by leveraging the
compositional structure of the energy function.

• In Chapter 4, we propose an information-theoretic framework for learning genera-
tive models with structured and controllable latent variables from multivariate data.
The key idea is to represent desired inductive biases and dependencies in the form
of Bayesian networks, and impose them on the joint distribution of observations and
latents as structural regularizations. An information-bottleneck style objective is de-
rived to trade o" between compactness of the representation and enforcing the desired
structures. The framework provides a unified view for connecting many existing mod-
els across domains like variational auto-encoders, generative adversarial networks,
disentangled representation learning, and out-of-distribution generalization. It of-
fers the flexibility to incorporate prior knowledge through explicit graphical model
based inductive biases. Novel objectives are derived for tasks like multi-modal mod-
eling, algorithmic fairness and invariant representations. The framework also enables
gradient-based structure learning of dependencies. Overall, we introduce a princi-
pled and unified approach for learning structured latent spaces catered to di"erent
applications.

Part II of this dissertation focuses on addressing the second research question of un-
supervised learning and extraction of high-quality feature representations with generative
models.

• In Chapter 5, we present a flexible and general approach for unsupervised learning of
object-centric representations from visual scenes, with energy-based models. The key
idea is to learn an energy-based model that measures the consistency between an input
image and a set of object-centric latent variables. Permutation invariance among
objects is enforced by using attention mechanisms. E!cient gradient-based MCMC
inference is used to optimize the energy function and produce robust probabilistic
object representations, capturing inherent uncertainty. A key contribution is the
simplicity and generality of the energy-based formulation, without relying on strong
generative assumptions or tailored neural architectures. The learned representations
also enable controllable scene manipulation by re-composing energy functions. The
simplicity, flexibility, and robustness to distribution shifts make our proposed method
a promising approach for scaling object-centric learning to complex real-world data.

• In Chapter 6, we propose Neural Fisher Kernels (NFK) to extract compact and mean-
ingful representations from pretrained generative models in fully unsupervised set-
tings. NFK extends the Fisher Kernel framework to neural networks by viewing them
as energy-based models. We show NFK can be computed for various neural network
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architectures. However, NFK features are high-dimensional like model parameters.
We hypothesize and empirically verify that NFKs exhibit low-rank structure, and
then propose an e!cient algorithm to compute a low-rank approximation of NFK to
obtain a compact feature embedding for data. We show that low-rank NFK embed-
dings competitive for unsupervised, semi-supervised, and supervised representation
learning tasks compared to baselines, thus can be viewed as a unified representation
extraction approach for neural networks.

We conclude this dissertation in Chapter 7 with a summary of the key contributions and
a discussion of future research directions.

While the dissertation is structured into two main parts, it’s important to note that this
division is more of a guiding framework than a rigid separation. The first two articles delve
deeper into the native mechanics of generative models, while the latter two focus on repre-
sentation learning with generative models. However, each article, regardless of its primary
focus, contributes to both areas of study, reflecting the intertwined nature of generative
models and representation learning.
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Chapter 2

Background

In this background chapter, we explore the core concepts of generative models, aiming to
build a foundational understanding of their statistical underpinnings and the challenges in
training them, particularly with high-dimensional data. We begin by explaining the statis-
tical foundations, o"ering a clear perspective on how data generation is conceptualized. We
then spotlight some leading families within generative modeling. Chosen for their signifi-
cance, these families represent di"erent methodologies and o"er a glimpse into the breadth
of approaches available in this domain. We detail the unique attributes, strengths, and
limitations of each family, alongside their training approaches. Finally, we touch upon the
challenges of the evaluation for generative models, hinting at some common techniques used
in the industry. While a comprehensive survey of the vast literature on generative models
is beyond the scope of this chapter, our aim is to lay the groundwork for the topics that
follow. Additional technical backgrounds, tailored to the specifics of individual articles, will
be presented as needed in corresponding chapters. In essence, this section serves as a primer,
preparing readers for the more detailed explorations in the subsequent chapters.

2.1. Generative Models Overview
Having established the context in the previous section, let us now review some funda-

mentals of generative modeling in machine learning. Given a dataset of independent and
identically distributed (i.i.d.) samples {x1, x2, . . . , xN} ↑ pdata(x), the goal is to estimate the
unknown data distribution pdata(x) by fitting a statistical model pω(x), where ω ↓ ! is the
model parameters. By finding optimal parameters ω→ to make our model distribution close
to the true data distribution p→

ω(x) ↔ pdata(x), we can generate new samples by sampling
from p→

ω(x), and evaluate likelihoods of data points x↑ by computing p→

ω(x↑). The model pω(x)
is often called a generative model. By using flexible model families and optimizing model
parameters, we can make our generative model capture details of real data for high-fidelity
synthesis and evaluation. The model may sometimes be dependent on additional data c,



in which situation we denote the probability distribution as pω(x|c) and refer to it as a
conditional generative model that takes into account the supplementary information c.

To train a generative model to find optimal parameters ωω, we can optimize the param-
eters to minimize the di"erence between our model pω(x) and real data distribution pdata(x)

using some probability divergence such as f -divergences [Csiszár, 1964].

ω→ = arg min
ω↓!

D(pdata(x) ↗ pω(x)) (2.1.1)

One popular divergence measure is the Kullback-Leibler (KL) divergence [Kullback and
Leibler, 1951], which is defined as

DKL(pdata(x) ↗ pω(x)) =
∫

pdata(x) log pdata(x)
pω(x) dx (2.1.2)

Given the dataset {x1, x2, . . . , xN} ↑ pdata(x), we can estimate the KL divergence using
the empirical mean over samples in the training dataset. In this case, minimizing the KL
divergence is equivalent to maximizing the empirical log-likelihood of the data under our
model by ignoring the part that are not releveant to ω, often referred to as Maximum
Likelihood Estimation (MLE), shown as below:

ωω = arg max
ω

ω(ω) = arg max
ω

Ex↔pdata(x) [log pω(x)] (2.1.3)

Here is a draft of the remaining sections on existing generative models and evaluation:

2.2. Existing Generative Models
In the previous section, we introduced the general formulation and principles of generative

modeling. We saw that the key challenges are finding flexible model families to represent
complex data distributions, and developing e!cient training procedures to fit the models to
real data.

A myriad of approaches have been proposed to address these challenges, leading to an
extensive literature on generative modeling techniques. We focus our discussion on three
particularly prominent and impactful generative model families. These models have driven
recent advances in deep generative modeling and seen widespread adoption. They also
represent distinct modeling philosophies and learning paradigms, highlighting the diversity of
options for fitting generative models. In the following subsections, we provide mathematical
and conceptual details on how each of these models is constructed, trained, and applied for
generation.

2.2.1. Energy-Based Models

Energy-based models (EBMs) directly parameterize the data distribution pω(x) using an
energy function Eω(x) that assigns low energies to plausible data points and higher energies
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to unlikely points:
pω(x) = 1

Z(ω) exp(↘Eω(x)) (2.2.1)

where Eω(x) ≃ 0 is the energy function with parameters ω and Z(ω) =
∫

exp(↘Eω(x))dx is
the normalizing partition function. The model distribution is defined implicitly through the
energy function.

Unlike typical models that require a tractable normalization constant, EBMs specify only
an unnormalized density defined by an energy function. This key di"erence provides EBMs
greater representational capacity to model complex multi-modal distributions, but also makes
them more di!cult to train. The energy function in an EBM can take essentially any form,
parameterized by neural networks or other nonlinear functions. The energy function can
take any functional form that returns a non-negative scalar; it does not need to integrate to
1. This enables EBMs to leverage unrestricted architectures and inductive biases suitable
for the data domain, such as convolutional neural networks for images or graph networks
for molecules. In contrast, typical probabilistic models constrain the distribution to have a
tractable normalization, restricting model capacity.

However, the flexibility of EBMs comes at a cost. With intractable normalization, com-
puting the exact likelihood and generating exact samples are prohibitively expensive for
most EBMs. Thus training cannot rely on maximum likelihood as with typical probabilistic
models. EBM training requires more complex approximate methods to fit the flexible dis-
tribution while avoiding explicit normalization. Despite these disadvantages, EBMs remain
an active area of research because their representational capacity enables better modeling
of complex data like images, natural language, and molecules. With advances in training
techniques, EBMs have been successfully applied in density estimation, image generation,
reinforcement learning, and other domains. Their flexibility and power as generative models
make EBMs well worth the additional complexity.

Training energy-based models involves finding parameters ω that assign low energies to
training data points and higher energies elsewhere. This is typically achieved by gradient-
based optimization of the maximum likelihood objective, shown as Eq 2.1.3. Because the
normalization constant Z(ω) is intractable for EBMs, we cannot directly compute the model
likelihood. However, we can still estimate the likelihood gradient via Markov chain Monte
Carlo (MCMC) for maximum likelihood training. The log-likelihood gradient decomposes
into two terms: the tractable energy gradient, and the intractable gradient of the log nor-
malization.

⇐ω log pω(x) = ↘⇐ωEω(x) ↘ ⇐ω log Z(ω) (2.2.2)

This problematic term can be rewritten as an expectation over the model distribution, as
derived below:
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⇐ω log Z(ω) = ⇐ω log
∫

exp (↘Eω(x)) dx

= ⇐ω
∫

exp (↘Eω(x)) dx
∫

exp (↘Eω(x)) dx

=
∫

⇐ω exp (↘Eω(x)) dx
∫

exp (↘Eω(x)) dx

=
∫ exp (↘Eω(x)) (↘⇐ωEω(x))

∫
exp (↘Eω(x)) dx dx

=
∫ exp (↘Eω(x)) (↘⇐ωEω(x))

Z(ω) dx

=
∫

pω(x) (↘⇐ωEω(x)) dx

= Ex↔pω(x) [↘⇐ωEω(x)]

(2.2.3)

While we cannot compute this expectation exactly, we can approximate it by drawing
samples from the distribution pω(x) defined by EBM using MCMC. Specifically, we run a
Markov chain to approximately sample from the EBM distribution, then estimate the ex-
pected energy gradient on these samples. This provides a stochastic estimate of the full
log-likelihood gradient. By following this estimated gradient via stochastic gradient ascent,
we can thus train EBMs to maximize the data likelihood despite having an intractable nor-
malization constant. The key is using MCMC to generate model samples for approximating
the troublesome expected energy gradient term.

However, sampling from EBMs is intractable, e!cient MCMC algorithms are often used
to generate approximate samples. MCMC methods like Langevin dynamics [Parisi, 1981,
Grenander and Miller, 1994] and Hamiltonian Monte Carlo [Duane et al., 1987, Neal et al.,
2011] leverage the fact that the energy gradient equals the log-density gradient.

⇐x log pω(x) = ↘⇐xEω(x) ↘ ⇐x log Z(ω) = ↘⇐xEω(x) (2.2.4)

since ⇐x log Z(ω) = 0. Starting from a simple prior sample, they simulate a stochastic
di"usion process that converges to the target EBM distribution.

xk+1
⇒ xk + ε2

2 ⇐x log pω

(
xk

)
+ εzk

= xk
↘

ε2

2 ⇐xE
(
xk

)
+ εzk

(2.2.5)

where ε is the step size, and k = 0,1, . . . , K ↘ 1. When ε ⇑ 0 and K ⇑ ⇓, the di"u-
sion process converges to the target distribution under some regularity conditions. While
asymptotically exact, MCMC can be slow to mixing. Contrastive divergence [Hinton, 2002a]
speeds up training by initializing MCMC from data and running only a few steps. How-
ever, truncated MCMC introduces bias in the likelihood gradient estimate. More advanced
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MCMC techniques aim to remove this bias, such as coupled chains [Jacob et al., 2017, Qiu
et al., 2020], backprop through MCMC [Du et al., 2021b], and persistent chains with replay
bu"ers [Du and Mordatch, 2019]. Overall, MCMC provides a principled way to generate
approximate samples from EBMs for likelihood-based training. Ongoing research focuses on
improving mixing speed and reducing sampling bias to make MCMC methods more practical.

2.2.2. Generative Adversarial Networks

Generative adversarial networks (GANs) provide an alternative approach to fitting gen-
erative models that sidesteps explicit density estimation. Rather than specifying an explicit
likelihood function and parameters like most probabilistic models, GANs define an implicit
generative model using a deterministic function to transform latent variables into data. The
generator function, typically a neural network, procedurally maps the latent samples to the
complex data distribution. This procedural generation process defines the model without
needing an analytic inverse mapping from data to latents. Therefore, while the resulting
model expresses a data distribution, its likelihood is intractable to directly evaluate or op-
timize. GANs can thus be seen as a type of implicit probabilistic model that is defined
indirectly through the procedural generation process rather than through a prescribed den-
sity function. The advantage of this approach is that the generator neural network can learn
to produce complex distributions without needing to work with intractable or unknown
densities.

The key insight of GANs is that we can still optimize such an implicit model by framing
learning as a competitive game between the generator network and a second discriminator
network that tries to distinguish real data from generated samples. The generator model
Gω(z) transforms latent variables z into synthetic data points Gω(z).

x = Gω(z) z ↑ p(z) (2.2.6)

where p(z) is the prior distribution over latent variables z. In this way, the density of
the generated data pω(x) is defined implicitly by the generator network Gω and the prior
distribution p(z). The goal of the generator model is thus to make the generated data
distribution pω(x) match the true data distribution pdata(x) as closely as possible.

The discriminator network Dϑ(x), parameterized by ϑ, is a critic model trained to tell
apart true data distribution pdata(x) from the generator distribution pω(x) through samples
from each. The training objective for GANs can be written as a minmax game:

min
ϑ

max
ω

V (ϑ, ω) (2.2.7)

where the discriminator tries to maximize the objective V to correctly classify real vs. fake
data, while the generator minimizes it to fool the discriminator.
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In the original GAN [Goodfellow et al., 2014] formulation, the objective takes the form
of a binary cross-entropy loss:

2V (ϑ, ω) = Epdata(x) [log Dϑ(x)] + Epω(x) [log (1 ↘ Dϑ(x))]

= Epdata(x) [log Dϑ(x)] + Ep(z) [log (1 ↘ Dϑ(Gω(z)))]
(2.2.8)

In essence, the role of the discriminator model is to quantify the di"erence between the
model distribution pω(x) and the data distribution pdata(x). Importantly, the discriminator
model can only compare the two distributions via samples from each, since the true data
distribution is unknown and the model distribution is implicit. In the case of the original
GAN, the discriminator does this by estimating their density ratio,

r(x) = pdata(x)
pω(x) (2.2.9)

To see this, we can rewrite the density ratio estimation as a function of the binary
classifier’s output. Consider a binary classification problem in which samples from pdata(x)
have label y = 1 and samples from pω(x) have label y = 0, i.e., pdata(x) = Dϑ(x | y = 1) and
pω(x) = p(x | y = 0). Let Dϑ(y = 1) = ε be the class prior. Following the Bayes’ rule, we
can write the density ratio r(x) as

pdata(x)
pω(x) = Dϑ(x | y = 1)

Dϑ(x | y = 0)

= Dϑ(y = 1 | x)
Dϑ(y = 0 | x)

1 ↘ ε

ε

(2.2.10)

If we assume ε = 0.5, then we can estimate the ratio r(x) by fitting a binary classifier or
discriminator Dϑ(x) = Dϑ(y = 1 | x) and then computing density ratio as

r(x) = pdata(x)
pω(x) = Dϑ(x)

1 ↘ Dϑ(x) (2.2.11)

The above result also tells us that the optimal discriminator Dϑ(x) is given by

D→

ϑ(x) = pdata(x)
pdata(x) + pω(x) (2.2.12)

If we then substitute the optimal discriminator into the objective function 2.2.8, an in-
teresting observation is that the objective is equivalent to minimizing the Jensen-Shannon
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divergence between the data distribution and the model distribution, up to an additive con-
stant.

2V →(ϑ, ω) = Epdata(x)

[

log pdata(x)
pdata(x) + pω(x)

]

+ Epω(x)

[

log
(

1 ↘
pdata(x)

pdata(x) + pω(x)

)]

= DKL

(

pdata(x)
∥∥∥∥∥

pdata(x) + pω(x)
2

)

+ DKL

(

pω(x)
∥∥∥∥∥

pdata(x) + pω(x)
2

)

↘ 2 log 2

= 2DJS(pdata(x) ↗ pω(x)) ↘ 2 log 2
(2.2.13)

This shows that by optimizing the discriminator with binary cross-entropy classification loss,
it is learning to approximate the Jensen-Shannon divergence between the data distribution
and the model distribution by using only their samples. The generator model is then trained
to minimize the Jensen-Shannon divergence approximated by the discriminator, to bring the
model distribution closer to the data distribution.

f-GANs Besides the Jensen-Shannon divergence, other divergences can be used for
formulating the objective function of GANs. We can thus generalize the GAN objective to
any f -divergence [Csiszár, 1964]. By choosing di"erent f -divergences, we can obtain di"erent
distributional divergences including the Jensen-Shannon divergence and KL divergence. To
see this, we first derive the variational lower-bound of the f -divergence.

Df (pdata(x) ↗ pω(x)) =
∫

pω(x)f
(

pω(x)
pdata(x)

)

dx

=
∫

pω(x) sup
T :X ↗R

[

T (x)pdata(x)
pω(x) ↘ f †(T (x))

]

dx

≃ sup
T ↓T

Epdata(x)[T (x)] ↘ Epω(x)

[
f †(T (x))

]

(2.2.14)

where T : X ⇑ R can be any function, and f † is the convex conjugate of f . We make use of
the fact that f is a convex function and thus there exists a duality between f and f †.

To arrive the training objective of GANs, we view the discriminator Dϑ(x) as the
function T (x), which is optimized to estimate the variational bound of the f -divergence
Df (pdata(x) ↗ pω(x)),

Df (pdata(x) ↗ pω(x)) ≃ max
ϑ

Epdata(x)[Dϑ(x)] ↘ Epω(x)

[
f †(Dϑ(x))

]
(2.2.15)

where we simply substitute T (x) with Dϑ(x) in Eq 2.2.14. Then the generator is trained
to minimize the approximated f -divergence, estimated from the discriminator model. The
objective function for the GANs is thus given by

min
ω

max
ϑ

V (ϑ, ω) = min
ω

max
ϑ

Epdata(x)[Dϑ(x)] ↘ Ep(z)

[
f †(Dϑ(Gω(z)))

]
(2.2.16)
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To recover the original GAN objective, we can choose f to be the function f(u) =
u log u ↘ (u + 1) log u+1

2
, and the dual function f †(u) = ↘ log(2 ↘ eu), where we can obtain

the Jensen-Shannon divergence by substituting u = pdata(x)

pω(x)
.

Wasserstein GANs In contrast to the methods of comparing distributions by their
ratio introduced thus far, we can opt to analyze their di"erence instead. By computing
the divergence between two distribution via their di"erence, the integral probability metric
(IPM) [Sriperumbudur et al., 2009] is defined as

DF(P ↗ Q) = sup
f↓F

|Ex↔P [f(x)] ↘ Ex↔Q[f(x)]| (2.2.17)

where F is a class of functions. One way of defining F is to restrict it to the set of K-
Lipschitz functions, i.e., F = {f : |f(x) ↘ f(x↑)| ⇔ K |x ↘ x↑

|}. In the special case where F

is the set of 1-Lipschitz functions, the IPM is known as the Wasserstein distance W1(P,Q).
The Wasserstein distance is a metric that measures the minimum cost of transporting the
mass of one distribution to another.

Similar to the f -GANs, we can also employ the discriminator model to estimate the
Wasserstein distance between the data distribution and the model distribution, by restricting
the discriminator to be 1-Lipschitz.

W1(pdata(x), pω(x)) = sup
f :↘f↘L≃1

Epdata(x)f(x) ↘ Epω(x)f(x)

≃ max
ϑ:↗Dε↗

L
≃1

Epdata(x)Dϑ(x) ↘ Epω(x)Dϑ(x)
(2.2.18)

where the bound is obtained by substituting the discriminator Dϑ(x) for the function f(x).
Then the generator is trained to minimize the approximated Wasserstein distance provided
by the discriminator model. We can write the objective function for the GANs as

min
ω

max
ϑ

V (ϑ, ω) = min
ω

max
ϑ

Epdata(x)Dϑ(x) ↘ Epω(x)Dϑ(x)

= min
ω

max
ϑ

Epdata(x)Dϑ(x) ↘ Ep(z)Dϑ(G(z))
(2.2.19)

subject to ↗Dϑ↗L ⇔ 1. The model in this case is known as the Wasserstein GAN
(WGAN) [Arjovsky et al., 2017]. To enforce the Lipschitz constraint for the discriminator
model, various regularization methods have been proposed, such as weight clipping [Arjovsky
et al., 2017], gradient penalty [Gulrajani et al., 2017], spectral normalization [Miyato et al.,
2018].

Training GANs
We have introduced various training objective formulations for GANs, where an objec-

tive function V (ϑ, ω) defines a minmax game between the discriminator and the generator,
and can be motivated and interpreted by di"erent divergence measures between the data
distribution and the model distribution. These objectives take the form of a zero-sum game,
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GANs LD(ϑ, ω) LG(ϑ, ω)
Original GAN ↘Epdata(x) [log Dϑ(x)] ↘ Ep(z) [log (1 ↘ Dϑ(Gω(z)))] Ep(z) [log (1 ↘ Dϑ(Gω(z)))]

Non-saturating GAN ↘Epdata(x) [log Dϑ(x)] ↘ Ep(z) [↘ log Dϑ(Gω(z))] Ep(z) [↘ log Dϑ(Gω(z))]
f -GAN ↘Epdata(x)[Dϑ(x)] + Ep(z)

[
f †(Dϑ(Gω(z)))

]
↘Ep(z)

[
f †(Dϑ(Gω(z)))

]

Wasserstein GAN ↘Epdata(x)Dϑ(x) + Ep(z)Dϑ(G(z)) ↘Ep(z)Dϑ(G(z))

Table 1. Objectives of di"erent GANs.

where the discriminator tries to maximize the objective while the generator tries to minimize
it. Many research works on GANs take a step further to generalize the minmax game to
a not necessarily zero-sum game, where the discriminator and the generator are trained to
optimize di"erent objectives. We can thus write the objective function for GANs in a more
general way by separating the discriminator and the generator objectives.

min
ϑ

LD(ϑ, ω)

min
ω

LG(ϑ, ω)
(2.2.20)

In the zero-sum game formulation, the discriminator objective is given by LD(ϑ, ω) =
↘V (ϑ, ω), and the generator objective is given by LG(ϑ, ω) = V (ϑ, ω).

Another interesting case is that, though the original GAN objective with binary cross-
entropy loss in Eq 2.2.8 is well-defined from the f -divergence perspective, an alternative
objective called the non-saturating loss is more often used in practice, given by

2V (ϑ, ω) = Epdata(x) [log Dϑ(x)] + Ep(z) [↘ log Dϑ(Gω(z))] (2.2.21)

where we replace the original second term in Eq 2.2.8 with the negative log-likelihood of
the discriminator model on the generated samples. Previous works [Goodfellow et al., 2014,
Arjovsky and Bottou, 2017, Fedus et al., 2018] show that the non-saturating loss provides
stronger learning signal for the generator model in the early stage of training when the
generator is quite poor and the discriminator can easily distinguish the generated samples
from the real data.

To summarize the various GAN objectives we have introduced, we provide a table of
the objectives of di"erent GANs in Table 1. We only list some of the most popular GANs
which will be discussed in the following sections in this dissertation, and we refer the readers
to [Salakhutdinov, 2014b, Gui et al., 2023] for a more comprehensive review of GANs.

To train GANs, we can use stochastic gradient descent (SGD) to optimize the discrimi-
nator and the generator objectives alternatively. Since the discriminator is often introduced
to approximate the divergence between the data distribution and the model distribution,
a well-trained discriminator is needed to provide good learning signal for training the gen-
erator. Thus we often train the discriminator with more step towards convergence in each
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Algorithm 1 Training GANs with stochastic gradient descent.
Require: Trianing dataset, generator G, discriminator D, number of discriminator steps

per iteration k, batch size m, Adam hyperparameters ϑ, ϖ1, ϖ2

1: while not converged do
2: for i = 1 to k do
3: Sample {x(1),...,x(m)

} ↑ pdata a batch from the real data
4: Sample {z(1),...,z(m)

} ↑ p(z) a batch of prior samples
5: Update the discriminator by decending ⇐ϑ

1

m

∑m
i=1

LD(ϑ, ω)
6: end for
7: Sample {z(1),...,z(m)

} ↑ p(z) a batch of prior samples
8: Update the generator by descending ⇐ω

1

m

∑m
i=1

LG(ϑ, ω)
9: end while

iteration, and then train the generator for one step. In practice, we can also train the dis-
criminator and the generator with di"erent learning rates. The training procedure for GANs
is summarized in Algorithm 1.

2.2.3. Variational Autoencoders

Directed probabilistic graphical models, also known as deep latent variable models
(DLVMs), are powerful tools for modeling complex, high-dimensional data distribution.
However, performing e!cient inference and learning in DLVMs is challenging when there
are continuous latent variables with intractable posterior distributions. Variational autoen-
coders (VAEs) provide an elegant solution to this problem using variational inference.

The key idea behind VAEs is to introduce an inference model, also called the encoder,
that approximates the true posterior distribution over the latent variables. The encoder is
parameterized, allowing its approximation of the posterior to be optimized. Specifically, we
optimize the evidence lower bound (ELBO) with respect to both the encoder and generative
model parameters. Optimizing the ELBO serves a dual purpose: it improves the marginal
likelihood of the generative model while also minimizing the divergence between the approx-
imate and true posteriors. Critically, the ELBO can be optimized using stochastic gradient
methods, enabling VAEs to scale to large datasets.

In this section, we provide background on variational autoencoders. We first formalize
the variational inference problem in DLVMs. Next, we introduce the approximate posterior
encoder and its parameterization. We then derive the evidence lower bound (ELBO) objec-
tive function and discuss its theoretical properties. Finally, we explain how the ELBO can
be optimized using stochastic gradient estimates, enabling end-to-end learning of VAEs.

Variational Inference Consider a dataset of observations x along with continuous la-
tent variables z. We model the joint distribution pω(x, z) with a DLVM parameterized
by ω, which factorizes the joint distribution into a prior p(z) and a conditional likelihood
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pω(x | z). Inference involves computing the posterior distribution pω(z | x) which is gen-
erally intractable for continuous latent variable models. Variational inference sidesteps this
intractability by introducing an approximate posterior distribution qϑ(z | x) with its own
variational parameters ϑ. The goal is then to find the parameters ϑ that make qϑ(z | x)
closest to the true posterior pω(z | x) in KL divergence:

qϑ(z | x) ↔ pω(z | x) (2.2.22)

This allows e!cient approximate inference by using the tractable distribution qϑ(z | x) in
place of the true posterior. Critically, we can optimize ϑ to tighten this approximation.

The approximate posterior distribution qϑ(z | x), also called the encoder or recognition
model, can be parameterized using flexible function approximators. For VAEs, the encoder
is typically a neural network that outputs the parameters of a simple distribution. For
example, consider a Gaussian encoder:

[µ, log ϖ] = Encoderϑ(x)

qϑ(z | x) = N (z; µ, diag(ϖ))
(2.2.23)

Here, the neural network outputs the mean and log standard deviation vectors that define the
Gaussian distribution over the latent variables z. By optimizing ϑ, we can fit qϑ(z | x) to the
true posterior. A key advantage of VAEs is that they perform amortized variational inference.
Rather than optimizing separate variational parameters for each datapoint, the same encoder
network is shared across all datapoints. This allows e!cient stochastic optimization of ϑ as
we will see shortly.

The Evidence Lower Bound (ELBO) In VAEs, we optimize the evidence lower bound
(ELBO) objective with respect to both the generative model parameters ω and the encoder
parameters ϑ:

L(ω, ϑ) = Eqε(z|x)[log pω(x|z)] ↘ DKL(qϑ(z | x) ↗ p(z))

This objective function has several important properties: It lower bounds the log marginal
likelihood log pω(x), with equality when qϑ(z | x) = pω(z | x). It consists of two competing
terms: The expected log likelihood which encourages reconstruction of the data The KL
divergence which encourages qϑ(z | x) to match the prior p(z) As a single unified objective
function, it allows joint optimization of ω and ϑ using stochastic gradient descent. Maximiz-
ing the ELBO with respect to ω improves the marginal likelihood of the generative model.
Simultaneously, maximizing with respect to ϑ minimizes the KL divergence between the
approximate and true posteriors. VAE training therefore concurrently improves both the
encoder and decoder networks.

Stochastic Gradient Estimation A remaining challenge is that the expectations in the
ELBO are generally intractable to compute. However, we can obtain low-variance stochastic
gradients of the ELBO using the reparameterization trick. First, we reparameterize the
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encoder distribution in terms of a deterministic function of an auxiliary noise variable ε:

z = gϑ(ε, x) ε ↑ p(ε)

Typically, gϑ inverse-transforms samples from a simple noise distribution p(ε) such as a
multivariate Gaussian. We can now construct Monte Carlo gradient estimates with respect
to ω and ϑ:

⇐ωL(ω, ϑ; x) ↔ ⇐ω log pω(x|gϑ(ε, x))

⇐ϑL(ω, ϑ; x) ↔ ⇐ϑ log pω(x|gϑ(ε, x)) ↘ ⇐ϑDKL(qϑ(z | x)||p(z))

Where ε ↑ p(ε). The reparameterization trick lets us backpropagate through the sampling
process to obtain low-variance, unbiased gradient estimates. These can be used to optimize
VAEs with stochastic gradient descent. The encoder and decoder networks are trained end-
to-end on minibatches of data.

2.2.4. Di!usion-based Generative Models

Di"usion-based generative models, or simply di"usion models, were initially introduced
by [Sohl-Dickstein et al., 2015], and have experienced a resurgence in popularity with the
groundbreaking work of [Song and Ermon, 2019a] and [Ho et al., 2020]. These studies demon-
strated that through advancements in model architecture and objective functions, di"usion
models could achieve state-of-the-art performance in image generation. The framework has
since been successfully adopted in diverse applications, including text-to-image generation,
image-to-image translation, 3D synthesis, text-to-speech, and density estimation.

Fundamentally, di"usion models can be conceptualized as a specific type of deep vari-
ational autoencoder (VAE) characterized by a distinct choice of inference and generative
models. Similar to VAEs, the initial di"usion models were trained by maximizing the varia-
tional lower bound of the data log-likelihood.

Consider a dataset with data points sampled from a distribution q(x). Our objective is
to learn a generative model pε(x), denoted as p for brevity, that accurately approximates
q(x). Notably, the observed variable x may represent the output of a pre-trained encoder, as
employed in latent di"usion models [Vahdat et al., 2021, Rombach et al., 2022], which form
the basis of the widely-used Stable Di"usion model.

Beyond the observed variable x, we introduce a sequence of latent variables zt for
timesteps t ↓ [0, 1], represented as z0,...,1 := z0, ..., z1. The model comprises two key com-
ponents: a forward process that defines a conditional joint distribution q(z0,...,1|x), and a
generative model that specifies a joint distribution p(z0,...,1). The forward process is modeled
as a Gaussian di"usion process, resulting in a conditional distribution q(z0,...,1|x). For each
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timestep t ↓ [0, 1], the marginal distribution q(zt|x) is given by:

zt = ϑϱx + ςϑφ where φ ↑ N (0, I) (2.2.24)

In the frequently utilized variance preserving (VP) forward process, ϑ2

ϑ = sigmoid(ϱt) and
ς2

ϑ = sigmoid(↘ϱt). However, alternative formulations are possible, and our findings remain
independent of this specific choice. The log signal-to-noise ratio (log-SNR) for timestep t is
defined as ϱ = log(ϑ2

ϑ/ς2

ϑ). The noise schedule is a strictly monotonically decreasing function
fϑ that maps the time variable t ↓ [0, 1] to its corresponding log-SNR ϱ: ϱ = fϑ(t). We
occasionally denote the log-SNR as ϱt to highlight its dependence on t. The noise schedule’s
endpoints are defined as ϱmax := fϑ(0) and ϱmin := fϑ(1). Due to its monotonicity, fϑ

possesses an inverse function: t = f⇐1

ϑ (ϱ). This bijection enables a change of variables,
allowing functions of t to be equivalently expressed as functions of ϱ, and vice versa. During
model training, we sample time t uniformly: t ↑ U(0, 1), and subsequently compute ϱ =
fϑ(t). This induces a distribution over noise levels p(ϱ) = ↘dt/dϱ = ↘1/f ↑

ϑ(t).
The data x ↑ D, with density q(x), in conjunction with the forward model, defines a

joint distribution q(z0, ..., z1) =
∫

q(z0, ..., z1|x)q(x)dx, with marginals qt(zt) := q(zt). The
generative model, in turn, defines a corresponding joint distribution over the latent variables:
p(z0, ..., z1). For su!ciently large ϱmax, z0 closely approximates x, rendering the task of
learning a model p(z0) practically equivalent to learning p(x). Conversely, for su!ciently
small ϱmin, z1 retains minimal information about x, implying the existence of a distribution
p(z1) that satisfies DKL(q(z1|x)||p(z1)) ↔ 0. Typically, we can employ p(z1) = N (0, I).

Let sε(z; ϱ) represent a score model, which is a neural network trained to approximate
⇐z log qt(z) using methods described in subsequent sections. If sε(z; ϱ) perfectly matches
⇐z log qt(z), the forward process can be precisely reversed. If both DKL(q(z1)||p(z1)) ↔ 0
and s↼(z; ϱ) ↔ ⇐z log qt(z) hold, we obtain a robust generative model in the sense that
DKL(q(z0,...,1)||p(z0,...,1)) ↔ 0, which consequently implies DKL(q(z0)||p(z0)) ↔ 0. Therefore,
the generative modeling task reduces to learning a score network s↼(z; ϱ) that accurately
approximates ⇐z log qt(z).

Sampling from the generative model involves sampling z1 ↑ p(z1), followed by approxi-
mately solving the reverse SDE using the estimated s↼(z; ϱ). Recent di"usion models have
employed increasingly sophisticated techniques for approximating the reverse SDE. In our
experiments, we utilize the DDPM sampler from [Ho et al., 2020] and the stochastic sampler
with Heun’s second order method proposed by [Karras et al., 2022]. As discussed earlier,
we need to train a score network sε(z; ϱt) to approximate ⇐z log qt(z) across all noise levels
ϱt. [Vincent, 2011] demonstrated that this can be achieved by minimizing a denoising score
matching objective over all noise scales and datapoints x ↑ D:

LDSM(x) = Et↔U(0,1),ϖ↔N (0,I)

[
w̃(t) · |sε(zt, ϱt) ↘ ⇐zt log q(zt|x)|2

2

]
(2.2.25)
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where zt = ϑϑx + ςϑφ.
Most contemporary di"usion models are optimized using a noise-prediction loss intro-

duced by [Ho et al., 2020]. In this approach, the score network is typically parameterized
via a noise-prediction (or φ-prediction) model: sε(z; ϱ) = ↘φε(z; ϱ)/ςϑ. The noise-prediction
loss is defined as:

Lφ(x) = 1
2Et↔U(0,1),ϖ↔N (0,I)

[
|φε(zt; ϱt) ↘ φ|2

2

]
(2.2.26)

The objective functions employed in practice, including the ones mentioned above, can
be considered special cases of a weighted loss function with a specific choice of weighting
function w(ϱt), as shown below:

Lw(x) = 1
2Et↔U(0,1),ϖ↔N (0,I)

[

w(ϱt) ·
dϱ

dt
· |φ̂ε(zt; ϱt) ↘ φ|2

2

]

(2.2.27)

The ELBO objective corresponds to uniform weighting, i.e., w(ϱt) = 1. The noise-prediction
objective corresponds to Lw(x) with w(ϱt) = ↘1/(dϱ/dt). This can be more concisely
expressed as w(ϱt) = p(ϱt), representing the probability density function of the implied
distribution over noise levels ϱ during training. Typically, the noise-prediction objective is
utilized with the cosine schedule ϱt, which implies w(ϱt) ↖ sech(ϱt/2).

2.3. Evaluating Generative Models
Evaluating how well a generative model fits the true data distribution is an important

and challenging problem. Since the true data distribution is unknown, we require metrics
to assess model quality using only samples from the model and dataset. Useful evaluation
metrics should provide a quantitative measure of model strengths and weaknesses to guide
improvement. In this section, we introduce several commonly used evaluation approaches
for generative models, that focus on di"erent desirable criteria like sample quality, sample
diversity, and distributional similarity to the real data distribution.

Likelihood-based evaluation When possible to compute, the log-likelihood provides an
objective measure of how well the model density fits the data. We can use some distributional
divergence measures to quantify the di"erence between the model and data distributions,
such as the KL divergence where we can measure the negative log-likelihood (NLL) of the
data under the model.

NLL = ↘Ex↔pdata(x) log pω(x) (2.3.1)

We can evaluate the NLL on a held-out validation set to assess model quality. This straight-
forward approach encounters complications with continuous data, especially in domains like
images and audio. The fundamental challenge arises because, while the model might define
a continuous probability distribution, the data remains discrete. To reconcile this dispar-
ity, uniform dequantization [Theis et al., 2016] has been proposed. This approach involves
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adding random noise to discrete data, thereby treating it as continuous. As a result, it o"ers
a lower bound on the log-likelihood of the discrete model on the original data.

However, likelihood computation is intractable for many modern generative models like
GANs and EBMs. Though some approximation methods have been proposed, more critically,
likelihood does not necessarily correlate well with perceptions of sample quality. A model can
overfit the training data resulting in high likelihood but poor generalization. Conversely, a
mixture model that combines a high-quality generator with a poor one can still achieve high
likelihood while producing mostly bad samples. Therefore, we need evaluation methodologies
beyond raw likelihood estimates.

Sample quality Due to the issues of comparing high-dimensional distributions directly
and the lack of correlation between likelihood and human judgments of sample quality, an
e"ective approach is to measure distances or divergences between feature representations
derived from generative model samples and real data samples.

Two commonly used feature divergences are the Inception score and Fréchet Inception
distance (FID). The Inception score measures the Kullback-Leibler divergence between the
marginal class distribution and the conditional class distribution for samples classified by a
pretrained Inception network.

IS = exp
[
Epω(x)DKL (pClassifier (Y | x)↗pω(Y ))

]
(2.3.2)

Essentially, a high Inception score suggests that a model can generate diverse samples across
various classes while ensuring each sample is easily classifiable. Yet, the Inception score has
limitations. It primarily relies on class labels and may not detect overfitting or a lack of
diversity within class samples.

The FID compares multivariate Gaussians fitted on feature representations from the
Inception network.

FID = ↗µm ↘ µd↗
2

2
+ Trace

(
!d + !m ↘ 2 (!d!m)1/2

)
(2.3.3)

where µm and !m are the mean and covariance of the feature representations of model
samples, and µd and !d are the mean and covariance of the feature representations of real
data samples. A lower FID implies the model-generated samples are closer to the real data
in the feature space. The FID captures greater feature diversity than the Inception score
but can have high variance depending on the number of samples used.

Sample diversity To better isolate evaluation of sample quality and sample diversity,
precision and recall metrics have been proposed using nearest neighbors in the feature space
of a pretrained classifier network. Precision measures what fraction of model samples have a
close data sample based on the nearest neighbor distance. Recall measures what fraction of
data samples have a close model sample as their nearest neighbor. The neighborhood size k
provides a flexibility between precision and recall trade-o"s. These metrics aim to separately
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assess whether generated samples are realistic and high-quality (precision) and capture the
full diversity of the training data (recall). We refer the readers to [Kynkäänniemi et al., 2019]
for a more formal definition of these metrics. They provide more fine-grained diagnostics
beyond a single distance measure between distributions. However, they still rely on fixed
pretrained feature spaces that may not perfectly align with human perceptual judgments.

Posterior inference In latent variable models such as variational autoencoders (VAEs),
the encoder network aims to infer the posterior distribution over latent variables given an
input example. Evaluating how well the encoder’s inferred posterior captures information
about the input provides another avenue for assessing model performance. The posterior
distribution encodes what the model has learned about the salient factors of variation for
representing the data. Therefore, analyzing the encoder’s posterior inference reveals quali-
tative insights into what knowledge the model has acquired.

A simple evaluation approach is to sample latent codes from the inferred posterior, recon-
struct inputs using the decoder, and measure reconstruction error such as pixel-wise MSE for
images. Lower reconstruction error indicates the model has learned a better mapping from
the compressed latent space back to the data space. However, reconstruction error alone does
not fully characterize the posterior, since the same reconstruction could arise from a di"use,
uninformative posterior or a peaked, informative posterior concentrated around latent codes
explaining the input.

A more comprehensive metric is the Kullback-Leibler (KL) divergence between the data-
conditional posterior distribution and the prior distribution over latents. The KL divergence
quantifies how much information the posterior encodes about the input beyond the prior.
Lower divergence to the prior indicates the model is not learning useful representations in
the latent space. The KL divergence decomposes the overall reconstruction error into two
parts: the distortion error from compression into the latent bottleneck and the rate cost of
deviating from the prior to encode information. The trade-o" between distortion and rate is
a core aspect of variational autoencoders.

Analyzing posterior inference also enables detecting and diagnosing di"erent failure
modes:

• Underpowered posterior inference: If the posterior collapse to the prior, the model
cannot extract meaningful latent representations from data. This indicates the en-
coder network lacks the capacity to adequately infer posteriors.

• Information preference: The encoder may only capture certain types of information
while ignoring other factors. For example, on faces the encoder may focus on pose
while ignoring identity. Disentanglement metrics can quantify these biases.

• Stochasticity vs. determinism: The amount of variance in the posterior indicates
whether the model is learning stochastic or deterministic representations. Lower
variance may improve reconstruction but reduce diversity.
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• Overfitting: The encoder may overfit idiosyncrasies of the training data rather than
robust generative factors. Measuring cross-dataset generalization can identify over-
fitting.

The inferred posterior distribution can also be used to synthesize new samples by com-
bining latent codes from di"erent inputs. Manipulating the posterior provides a qualitative
view into the representations learned by the model. Interpolating between samples in la-
tent space reveals if the space is continuous vs discrete and semantically smooth vs jumbled.
Transposing salient attributes tests if independent generative factors have been disentangled.

Sample e"ciency and transfer learning Sample e!ciency refers to how much data
a model needs to learn e"ective representations or mappings. For generative models, sam-
ple e!ciency has two key aspects - e!cient use of labeled data and e!cient unsupervised
representation learning. In semi-supervised generative modeling, the goal is to learn from a
combination of a small labeled dataset and a larger unlabeled dataset. xamples include con-
ditional VAEs trained on limited labels for attributes like class or style. Metrics for sample
e!ciency measure model performance along a learning curve as the amount of labeled data
increases. A sample e!cient model quickly improves with a small number of labels before
plateauing, indicating it can e"ectively leverage both labeled and unlabeled data. Visualiza-
tions of the latent space can also show whether early labels are helping disentangle factors
of variation even without full supervision.

For fully unsupervised models, we care about sample complexity - the training set size
required to learn good representations of the data distribution. Measuring log-likelihood on
a test set as training data increases can determine if more data continues improving the
model. However, likelihood alone does not determine if additional data leads to better rep-
resentations. The optimal dataset size can also depend on complexity - simple datasets may
train e"ectively with fewer examples than complex real-world datasets. Model performance
as a function of dataset size also reveals if the model is overfitting or underfitting. Overfitting
models will show fast initial improvement on training data then plateau while continuing to
improve on the test set. Underfitting models fail to su!ciently improve given more data.
The ideal learning curve improves at similar rates on both training and test data as dataset
size increases.

Transfer learning provides another methodology for evaluating sample e!ciency of
learned representations. In transfer learning, we first pretrain a model on one dataset,
then fine-tune on a second dataset. E"ective general-purpose representations will transfer
broadly across di"erent datasets and tasks. For generative models, we can pretrain the
encoder and decoder modules on one unlabeled dataset, then retrain only the encoder on
new labeled data. Measuring how quickly performance improves on the new dataset tests if
the pretrained components provide a useful initialization. Fine-tuning only the top encoder
layers further isolates the transferability of the shared low-level representations.
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Zero-shot transfer performance is also highly informative - directly generating or clas-
sifying new datasets from the pretrained model without any fine-tuning. Strong zero-shot
performance indicates the model has learned meaningful representations of the underlying
data distribution shared across di"erent domains. Measuring zero-shot performance as pre-
training data increases can precisely quantify sample e!ciency. When transferring generative
models, both reconstruction quality and sample fidelity are important to measure. Recon-
structions evaluate if the pretrained generative factors and decoder distribution still align
well with new data. Sample quality measures if new data conditions lead to realistic samples
consistent with the target domain. Low distortion reconstructions but unrealistic samples
suggest the decoder distribution does not match the new data, requiring fine-tuning. Re-
alistic samples but poor reconstructions indicate mismatch between the latent space and
decoder, which fine-tuning the encoder can improve.
Robustness. Testing model performance under distributional shifts reveals robustness. Poor
performance on out-of-distribution or adversarial data indicates modeling shortcuts that
should be addressed. The field of adversarial machine learning has exposed how machine
learning models can exploit unintended shortcuts and spurious correlations in the training
data, resulting in a lack of robustness when evaluated on shifted distributions. Therefore,
rigorously testing generative models under distributional shifts is critical for assessing ro-
bustness and avoiding deception. A key methodology is to construct or collect challenging
out-of-distribution test datasets that violate the assumptions the generative model may be
making implicitly. For image models, common distribution shifts include additive noise, im-
age corruptions, and perturbed inputs. Natural distribution shifts also occur due to dataset
biases and domain gaps. Measuring performance degradation under these shifts reveals model
sensitivity. Significant drops indicate the model is relying on fragile features not stable under
realistic variations rather than robust representations.

Another approach is adversarial sample generation. Similar to adversarial attacks on
discriminative models, small perturbations to inputs can be optimized to cause large drops
in performance. For generative models, adversarial samples can aim to either increase re-
construction error or reduce sample quality. Models that are robust to these adversarial
manipulations better capture the core factors of variation rather than surface statistics.
Analyzing model attributions provides additional diagnostics on how perturbations lead to
performance degradation. Attribution methods highlight which input features influence the
model output most. Perturbations that alter highly attributed regions should significantly
impact the model if attributions align with human-perceived importance. Overly broad
attributions suggest the model lacks specificity.

Ethical and fair generation Ensuring fair and ethical generation also requires eval-
uating model biases. Generating text, images, or audio conditioned on protected attributes
can reveal encoded stereotypes. As generative models grow more capable of synthesizing
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realistic human content like images, video, and text, ensuring fair and ethical generation free
of biases becomes imperative. Rigorously evaluating model biases and represented identities
is a key step towards accountable and inclusive generative systems.

A starting point is auditing generative models conditioned on protected social attributes
such as gender, race, and age. Conditional generation reveals encoded biases and stereotypes
by examining what content the model produces for specific groups. Problematic biases
include over-representation of majority groups, caricatured depictions of minorities, and
reinforcing gender, racial, or cultural tropes.

Metrics of demographic impact and representation bias help quantify and mitigate harms.
Quantitative metrics of bias measure distortion or under-representation for di"erent social
groups. Population subgroup validity assesses fidelity of conditional generation to reference
data for a subgroup. Demographic parity metrics measure balanced coverage across groups.
Causal mediation analysis can trace biases to specific latent factors that over-determine
conditioned outputs.

In addition to studying conditional generation, properties of the latent space may also
reflect biases. Word embeddings notoriously exhibit gender biases when certain occupations
are more closely associated to male or female pronouns. Similar biases may become encoded
in generative latent spaces. Projection techniques can probe latent spaces for such biases.
Again, critical perspectives are needed to interpret problematic associations in context rather
than simplistically assigning blame.

In summary, rigorous bias detection, mitigation strategies, transparent documentation,
participatory design, and responsible publication together foster generative models that are
fair, ethical, and democratically accountable. Generative systems encoding or amplifying
societal biases and harms threaten their aspirations of broad accessibility. Realizing the
promise of generative models to expand creativity and expression requires centering the
interests of diverse communities. Ensuring generative technologies empower rather than
harm vulnerable populations remains both an ethical imperative and open research challenge.
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with Generative Models





Chapter 3

Article 1: Your GAN is Secretly an
Energy-based Model and You Should use

Discriminator Driven Latent Sampling

Prologue
This work was accepted for presentation at the 34th Conference on Neural Information

Processing Systems (NeurIPS 2022). As joint first author, I co-led the project with Tong Che,
originating from our ongoing conversations exploring connections between GANs and energy-
based models. My PhD supervisors Liam Paull and Yoshua Bengio, provided guidance
thoughout the whole process, and we collaborated with researchers including Jascha Sohl-
Dickstein, Hugo Larochelle, and Yuan Cao. The central idea stemmed from discussions
between myself and co-first author Tong Che on leveraging rejection sampling in latent space
to improve generative adversarial network (GAN) sample quality. We then realized we could
formulate an equivalent energy-based model for GANs in latent space, which led to the main
theorem and proof that Tong and I derived together. I took the lead on experiments and
drafting the manuscript, while Tong focused on the theoretical analysis and mathematical
proofs. Our collaborators provided valuable feedback on the manuscript and experiments.
Our research built upon and compared against the leading GAN models of the time, such
as SN-GAN Miyato et al. [2018] and BigGAN Brock et al. [2019]. Since then, the field has
progressed significantly, with models like the StyleGAN family Karras et al. [2019, 2020b,
2021] pushing the boundaries of image generation. However, our core approach of interpreting
and enhancing GANs through energy-based models and MCMC sampling remains relevant
and applicable to these newer architectures.



Abstract
The sum of the implicit generator log-density log pg of a GAN with the logit score of

the discriminator defines an energy function which yields the true data density when the
generator is imperfect but the discriminator is optimal. This makes it possible to improve
on the typical generator (with implicit density pg). We show that samples can be generated
from this modified density by sampling in latent space according to an energy-based model
induced by the sum of the latent prior log-density and the discriminator output score. We
call this process of running Markov Chain Monte Carlo in the latent space, and then applying
the generator function, Discriminator Driven Latent Sampling (DDLS). We show that DDLS
is highly e!cient compared to previous methods which work in the high-dimensional pixel
space, and can be applied to improve on previously trained GANs of many types. We
evaluate DDLS on both synthetic and real-world datasets qualitatively and quantitatively.
On CIFAR-10, DDLS substantially improves the Inception Score of an o"-the-shelf pre-
trained SN-GAN Miyato et al. [2018] from 8.22 to 9.09 which is comparable to the class-
conditional BigGAN [Brock et al., 2019] model. This achieves a new state-of-the-art in the
unconditional image synthesis setting without introducing extra parameters or additional
training.

3.1. Introduction
Generative Adversarial Networks (GANs) [Goodfellow et al., 2014] are state-of-the-art

models for a large variety of tasks such as image generation [Nguyen et al., 2017], semi-
supervised learning [Dai et al., 2017b], image editing Yi et al. [2017], image translation Zhu
et al. [2017], and imitation learning Ho and Ermon [2016]. The GAN framework consists of
two neural networks, the generator G and the discriminator D. The optimization process is
formulated as an adversarial game, with the generator trying to fool the discriminator and
the discriminator trying to better classify samples as real or fake.

Despite the ability of GANs to generate high-resolution, sharp samples, the samples of
GAN models sometimes contain bad artifacts or are even not recognizable [Karras et al.,
2020a]. It is conjectured that this is due to the inherent di!culty of generating high dimen-
sional complex data, such as natural images, and the optimization challenge of the adversarial
formulation. In order to improve sample quality, conventional sampling techniques, such as
increasing the temperature, are commonly adopted for GAN models Brock et al. [2019]. Re-
cently, new sampling methods such as Discriminator Rejection Sampling (DRS) [Azadi et al.,
2019], Metropolis-Hastings Generative Adversarial Network (MH-GAN) [Turner et al., 2019],
and Discriminator Optimal Transport (DOT) [Tanaka, 2019] have shown promising results
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by utilizing the information provided by both the generator and the discriminator. How-
ever, these sampling techniques are either ine!cient or lack theoretical guarantees, possibly
reducing the sample diversity and making the mode dropping problem more severe.

In this paper, we show that GANs can be better understood through the lens of Energy-
Based Models (EBM). In our formulation, GAN generators and discriminators collaboratively
learn an “implicit” energy-based model. However, e!cient sampling from this energy based
model directly in pixel space is extremely challenging for several reasons. One is that there
is no tractable closed form for the implicit energy function in pixel space. This motivates an
intriguing possibility: that Markov Chain Monte Carlo (MCMC) sampling may prove more
tractable in the GAN’s latent space.

Surprisingly, we find that the implicit energy based model defined jointly by a GAN
generator and discriminator takes on a simpler, tractable form when it is written as an
energy-based model over the generator’s latent space. In this way, we propose a theoret-
ically grounded way of generating high quality samples from GANs through what we call
Discriminator Driven Latent Sampling (DDLS). DDLS leverages the information contained
in the discriminator to re-weight and correct the biases and errors in the generator. Through
experiments, we show that our proposed method is highly e!cient in terms of mixing time,
is generally applicable to a variety of GAN models (e.g. Minimax, Non-Saturating, and
Wasserstein GANs), and is robust across a wide range of hyper-parameters. An energy-
based model similar to our work is also obtained simultaneously in independent work [Arbel
et al., 2020] in the form of an approximate MLE lower bound.

We highlight our main contributions as follows:
• We provide more evidence that it is beneficial to sample from the energy-based model

defined both by the generator and the discriminator instead of from the generator
only.

• We derive an equivalent formulation of the pixel-space energy-based model in the
latent space, and show that sampling is much more e!cient in the latent space.

• We show experimentally that samples from this energy-based model are of higher
quality than samples from the generator alone.

• We show that our method can approximately extend to other GAN formulations,
such as Wasserstein GANs.

3.2. Background
3.2.1. Generative Adversarial Networks

GANs [Goodfellow et al., 2014] are a powerful class of generative models defined through
an adversarial minimax game between a generator network G and a discriminator network
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D. The generator G takes a latent code z from a prior distribution p(z) and produces a
sample G(z) ↓ X . The discriminator takes a sample x ↓ X as input and aims to classify real
data from fake samples produced by the generator, while the generator is asked to fool the
discriminator as much as possible. We use pd to denote the true data-generating distribution
and pg to denote the implicit distribution induced by the prior and the generator network.
The standard non-saturating training objective for the generator and discriminator is defined
as:

LD = ↘Ex↔pdata [log D(x)] ↘ Ez↔pz [log (1 ↘ D(G(z)))]

LG = ↘Ez↔pz [log D(G(z))]
(3.2.1)

Wassertein GANs (WGAN) [Arjovsky et al., 2017] are a special family of GAN mod-
els. Instead of targeting a Jensen-Shannon distance, they target the 1-Wasserstein distance
W (pg, pd). The WGAN discriminator objective function is constructed using the Kantorovich
duality maxD↓L Epdata [D(x)] ↘ Epg [D(x)] where L is the set of 1-Lipstchitz functions.

3.2.2. Energy-Based Models and Langevin Dynamics

An energy-based model (EBM) is defined by a Boltzmann distribution p(x) = e⇐E(x)/Z,
where x ↓ X , X is the state space, and E(x) : X ⇑ R is the energy function. Samples are
typically generated from p(x) by an MCMC algorithm. One common MCMC algorithm in
continuous state spaces is Langevin dynamics, with update equation xi+1 = xi ↘

ϖ
2
⇐xE(x)+

↙
φn, n ↑ N(0, I)1.

One solution to the problem of slow-sampling Markov Chains is to perform sampling using
a carfefully crafted latent space [Bengio et al., 2013, Ho"man et al., 2019]. Our method shows
how one can execute such latent space MCMC in GAN models.

3.3. Methodology
3.3.1. GANs as an Energy-Based Model

Suppose we have a GAN model trained on a data distribution pd with a generator G(z)
with generator distribution pg and a discriminator D(x). We assume that pg and pd have
the same support. This can be guaranteed by adding small Gaussian noise to these two
distributions.

The training of GANs is an adversarial game which generally does not converge to the
optimal generator, so usually pd and pg do not match perfectly at the end of training.

1Langevin dynamics are guaranteed to exactly sample from the target distribution p(x) as ω ⇑ 0, i ⇑ ⇓. In
practice we will use a small, finite, value for ω in our experiments. In this case, one can add an additional
layer of M-H sampling, resulting in the MALA algorithm, to eliminate biases.
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However, the discriminator provides a quantitative estimate for how much these two distri-
butions (mis)match. Let’s assume the discriminator is near optimality, namely Goodfellow
et al. [2014] D(x) ↔

pd(x)

pd(x)+pg(x)
. From this equation, let d(x) be the logit of D(x), in which

case pd(x)

pd(x)+pg(x)
= 1

1+
pg(x)
pd(x)

↔
1

1+exp(⇐d(x))
, and we have ed(x)

↔ pd/pg, and pd(x) ↔ pg(x)ed(x).

Normalization of pg(x)ed(x) is not guaranteed, and it will not typically be a valid probabilis-
tic model. We therefore consider the energy-based model p→

d = pg(x)ed(x)/Z0, where Z0 is a
normalization constant. Intuitively, this formulation has two desirable properties. First, as
we elaborate later, if D = D→ where D→ is the optimal discriminator, then p→

d = pd. Secondly,
it corrects the bias in the generator via weighting and normalization. If we can sample from
this distribution, it should improve our samples.

There are two di!culties in sampling e!ciently from p→

d:
(1) Doing MCMC in pixel space to sample from the model is impractical due to the high

dimensionality and long mixing time.
(2) pg(x) is implicitly defined and its density cannot be computed directly.
In the next section we show how to overcome these two di!culties.

3.3.2. Rejection Sampling and MCMC in Latent Space

Our approach to the above two problems is to formulate an equivalent energy-based model
in the latent space. To derive this formulation, we first review rejection sampling Casella
et al. [2004]. With pg as the proposal distribution, we have ed(x)/ Z0 = p→

d(x) / pg(x). Denote
M = maxx p→

d(x)/ pg(x) (this is well-defined if we add a Gaussian noise to the output of the
generator and x is in a compact space). If we accept samples from proposal distribution pg

with probability p→

d / (Mpg), then the samples we produce have the distribution p→

d.
We can alternatively interpret the rejection sampling procedure above as occurring in the

latent space z. In this interpretation, we first sample z from p(z), and then perform rejection
sampling on z with acceptance probability ed(G(z)) / (MZ0). Only once a latent sample z has
been accepted do we generate the pixel level sample x = G(z).

This rejection sampling procedure on z induces a new probability distribution pt(z). To
explicitly compute this distribution we need to conceptually reverse the definition of rejection
sampling. We formally write down the “reverse” lemma of rejection sampling as Lemma 1,
to be used in our main theorem.
Lemma 1. On space X there is a probability distribution p(x). r(x) : X ⇑ [0,1] is a
measurable function on x. We consider sampling from p, accepting with probability r(x),
and repeating this procedure until a sample is accepted. We denote the resulting probability
measure of the accepted samples q(x). Then we have q(x) = p(x)r(x) / Z,where Z = Ep[r(x)].

Namely, we have the prior proposal distribution p0(z) and an acceptance probability
r(z) = ed(G(z))/ (MZ0). We want to compute the distribution after the rejection sampling

53



procedure with r(z). With Lemma 1, we can see that pt(z) = p0(z)r(z) / Z ↑. We expand on
the details in our main theorem.

3.3.3. Main Theorem

Theorem 1. Assume pd is the data generating distribution, and pg is the generator distribu-
tion induced by the generator G : Z ⇑ X , where Z is the latent space with prior distribution
p0(z). Define Boltzmann distribution p→

d = elog pg(x)+d(x)/ Z0, where Z0 is the normalization
constant.

Assume pg and pd have the same support. We address the case when this assumption does
not hold in Corollary 1. Further, let D(x) be the discriminator, and d(x) be the logit of D,
namely D(x) = ς (d(x)). We define the energy function E(z) = ↘ log p0(z) ↘ d(G(z)), and
its Boltzmann distribution pt(z) = e⇐E(z)/ Z. Then we have:

(1) p→

d = pd when D is the optimal discriminator.
(2) If we sample z ↑ pt, and x = G(z), then we have x ↑ p→

d. Namely, the induced
probability measure G ∝ pt = p→

d.

Proof. Please see Appendix A.1. ↭

Interestingly, pt(z) has the form of an energy-based model, pt(z) = e⇐E(z)/ Z ↑, with
tractable energy function E(z) = ↘ log p0(z) ↘ d(G(z)). In order to sample from this Boltz-
mann distribution, one can use an MCMC sampler, such as Langevin dynamics or Hamil-
tonian Monte Carlo. We defer the proofs and the MCMC algorithm to our Supplemental
Material.

3.3.4. Sampling Wasserstein GANs with Langevin Dynamics

Wasserstein GANs are di"erent from original GANs in that they target the Wassertein
loss. Although when the discriminator is trained to optimality, the discriminator can recover
the Kantorovich dual [Arjovsky et al., 2017] of the optimal transport between pg and pd,
the target distribution pd cannot be exactly recovered using the information in pg and D2.
However, in the following we show that in practice, the optimization of WGAN can be viewed
as an approximation of an energy-based model, which can also be sampled with our method.

The objectives of Wasserstein GANs can be summarized as:

LD = Epg [D(x)] ↘ Epd
[D(x)] , LG = ↘Ep0 [D(G(z))] (3.3.1)

where D is restricted to be a K-Lipschitz function.

2In Tanaka [2019], the authors claim that it is possible to recover pd with D and pg in WGAN in certain
metrics, but we show in the Appendix that their assumptions don’t hold and in the L1 metric, which WGAN
uses, it is not possible to recover pd.
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On the other hand, consider a new energy-based generative model (which also has a
generator and a discriminator) trained with the following objectives (for detailed algorithm,
please refer to our Supplemental Material):

(1) Discriminator training phase (D-phase). Unlike GANs, our energy-based model tries
to match the distribution pt(x) = pg(x)eDω(x)/ Z with the data distribution pd, where
pt(x) can be interpreted as an EBM with energy Dϱ(x) ↘ log pg(x). In this phase,
the generator is kept fixed, and the discriminator is trained.

(2) Generator training phase (G-phase). The generator is trained such that pg(x) matches
pt(x), in this phase we treat D as fixed and train G.

In the D-phase, we are training an EBM with data from pd. The gradient of the KL-
divergence (which is our loss function for D-phase) can be written as [MacKay, 2003]:

⇐ϱKL(pd||pt) = Ept [⇐ϱD(x)] ↘ Epd
[⇐ϱD(x)] (3.3.2)

Namely we are trying to maximize D on real data and trying to minimize it on fake data.
Note that the fake data distribution pt is a function of both the generator and discriminator,
and cannot be sampled directly. As with other energy-based models, we can use an MCMC
procedure such as Langevin dynamics to generate samples from pt [Tieleman, 2008].

In the G-phase, we can train the model with the gradient of KL-divergence KL(pg || p↑

t)
as our loss. Let p↑

t be a fixed copy of pt, we can compute the gradient as (see the Appendix
for more details):

⇐εKL(pg || p↑

t) = ↘E[⇐εD(G(z))]. (3.3.3)

Note that the losses above coincide with what we are optimizing in WGANs, with two
di"erences:

(1) In WGAN, we optimize D on pg instead of pt. This may not be a big di"erence in
practice, since as training progresses pt is expected to approach pg, as the optimizing
loss for the generator explicitly acts to bring pg closer to pt (Equation 3.3.3). More-
over, it has recently been found in LOGAN [Wu et al., 2019] that optimizing D on
pt rather than pg can lead to better performance.

(2) In WGAN, we impose a Lipschitz constraint on D. This constraint can be viewed
as a smoothness regularizer. Intuitively it will make the distribution pt(x) =
pg(x)e⇐Dω(x)/ Z more “flat” than pd, but pt(x) (which lies in a distribution family
parameterized by D) remains an approximator to pd subject to this constraint.

Thus, we can conclude that for a Wasserstein GAN with discriminator D, WGAN ap-
proximately optimizes the KL divergence of pt = pg(x)e⇐D(x)/ Z with pd, with the constraint
that D is K-Lipschitz. This suggests that one can also perform DDLS on the WGAN latent
space to generate improved samples, using an energy function E(z) = ↘ log p0(z)↘D(G(z)).
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3.3.5. Practical Issues and the Mode Dropping Problem

Mode dropping is a major problem in training GANs. In our main theorem it is assumed
that pg and pd have the same support. We also assumed that G : Z ⇑ X is a deterministic
function. Thus, if G cannot recover some of the modes in pd, p→

d also cannot recover these
modes.

However, we can partially solve the mode dropping problem by introducing an additional
Gaussian noise z↑

↑ N(0,1; z↑) = p1(z↑) to the output of the generator, namely we define the
new deterministic generator G→(z, z↑) = G(z) + φz↑. We treat z↑ as a part of the generator,
and do DDLS on joint latent variables (z,z↑). The Langevin dynamics on this joint energy
will help the model to move data points that are a little bit o"-mode to the data manifold,
and we have the follwing Corollary:
Corollary 1. Assume pd is the data generating distribution with small Gaussian noise added.
The generator G : Z ⇑ X is a deterministic function, where Z is the latent space endowed
with prior distribution p0(z). Assume z↑

↑ p1(z↑) = N(0,1; z) is an additional Gaussian
noise variable with dim z↑ = dim X . Let φ > 0, denote the distribution of the extended
generator G→(z, z↑) = G(z) + φz↑ as pg. D(x) is the discriminator trained between pg and
pd. Let d(x) be the logit of D, namely D(x) = ς (d(x)). Define p→

d = elog pg(x)+d(x)/ Z0,
where Z0 is the normalization constant. We define the energy function in the extended
latent space E(z, z↑) = ↘ log p0(z) ↘ log p1(z↑) ↘ d(G→(z, z↑)), and its Boltzmann distribution
pt(z, z↑) = e⇐E(z,z→

)/ Z. Then we have:
(1) p→

d = pd when D is the optimal discriminator.
(2) If we sample (z, z↑) ↑ pt, and x = G→(z, z↑), then we have x ↑ p→

d. Namely, the
induced probability measure G→

∝ pt = p→

d.

Proof. Please see Appendix A.1. ↭

3.4. Related Work
Previous work has considered utilizing the discriminator to achieve better sampling for

GANs. Discriminator rejection sampling [Azadi et al., 2019] and Metropolis-Hastings GANs
[Turner et al., 2019] use pg as the proposal distribution and D as the criterion of acceptance
or rejection. However, these methods are ine!cient as they may need to reject a wechlot of
samples. Intuitively, one major drawback of these methods is that since they operate in the
pixel space, their algorithm can use discriminators to reject samples when they are bad, but
cannot easily guide latent space updates using the discriminator which would improve these
samples. The advantage of DDLS over DRS or MH-GAN is similar to the advantage of SGD
over zero-th order optimization algorithms.
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Trained classifiers have similarly been used to correct probabilistic models in other con-
texts [Cranmer et al., 2015]. Discriminator optimal transport (DOT) [Tanaka, 2019] is
another way of sampling GANs. They use deterministic gradient descent in the latent space
to get samples with higher D-values, However, since pg and D cannot recover the data distri-
bution exactly, DOT has to make the optimization local in a small neighborhood of generated
samples, which hurts the sample performance. Also, DOT is not guaranteed to converge to
the data distribution even under ideal assumptions (D is optimal).

Other previous work considered the usage of probabilistic models defined jointly by the
generator and discriminator. In Deng et al. [2020], the authors use the idea of training an
EBM defined jointly by a generator and an additional critic function in the text generation
setting. Grover et al. [2019] uses an additional discriminator as a bias corrector for generative
models via importance weighting. Grover et al. [2018] considered rejection sampling in latent
space in encoder-decoder models.

Energy-based models [Hinton and Salakhutdinov, 2006, Tao et al., 2019, Gao et al., 2020,
2018, Xie et al., 2018, Han et al., 2017, 2019, 2020, Pang et al., 2020] have gained signif-
icant attention in recent years. Most work focuses on the maximum likelihood learning of
energy-based models [LeCun et al., 2006, Du and Mordatch, 2019, Salakhutdinov and Hinton,
2009]. Other work has built new connections between energy based models and classifiers
[Grathwohl et al., 2020a]. The primary di!culty in training energy-based models comes from
e"ectively estimating and sampling the partition function. The contribution to training from
the partition function can be estimated via MCMC [Du and Mordatch, 2019, Hinton, 2002a,
Nijkamp et al., 2019], via training another generator network [Kim and Bengio, 2016, Kumar
et al., 2019], or via surrogate objectives to maximum likelihood [Hyvärinen, 2005, Gutmann
and Hyvärinen, 2010, Sohl-Dickstein et al., 2011]. The connection between GANs and EBMs
has been studied by many authors [Zhao et al., 2016, Finn et al., 2016, Dai et al., 2019, Zhai
et al., 2019]. Our paper can be viewed as establishing a new connection between GANs and
EBMs which allows e!cient latent MCMC sampling.

3.5. Experimental results
In this section we present a set of experiments demonstrating the e"ectiveness of our

method on both synthetic and real-world datasets. In section 3.5.1 we illustrate how the
proposed method, DDLS, can improve the distribution modeling of a trained GAN and
compare with other baseline methods. In section 3.5.2 we show that DDLS can improve the
sample quality on real world datasets, both qualitatively and quantitatively.
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Fig. 1. DDLS, generator
alone, and generator + DOT,
on 2d mixture of Gaussians
distribution

Fig. 2. DDLS, the generator
alone, and generator + DOT,
on the swiss roll dataset.

Table 1. DDLS su"ers less from mode dropping when modeling the 2d syn-
thetic distribution in Figure 1. Table shows number of recovered modes, and
fraction of “high quality” (less than four standard deviations from mode cen-
ter) recovered modes.

# recovered modes % “high quality” std “high quality”
Generator only 24.8 ± 0.2 70 ± 9 0.11 ± 0.01
DRS 24.8 ± 0.2 90 ± 2 0.10 ± 0.01
GAN w. DDLS 24.8 ± 0.2 98 ± 2 0.10 ± 0.01

Table 2. DDLS has lower Earth Mover’s Distance (EMD) to the true distri-
bution for the 2d synthetic distribution in Figure 1, and matches the perfor-
mance of DOT on the Swiss Roll distribution.

EMD 25-Gaussian EMD Swiss Roll
Generator only([Tanaka, 2019]) 0.052(08) 0.021(05)
DOT([Tanaka, 2019]) 0.052(10) 0.020(06)
Generator only(Our imple.) 0.043(04) 0.026(03)
GAN as EBM with DDLS 0.036(04) 0.020(05)

3.5.1. Synthetic dataset

Following the same setting used in [Azadi et al., 2019, Turner et al., 2019, Tanaka, 2019],
we apply DDLS to a WGAN model trained on two synthetic datasets, 25-gaussians and
Swiss Roll, and investigate the e"ect and performance of the proposed sampling method.

Implementation details We follow the same synthetic experiments design as in
DOT [Tanaka, 2019], while parameterizing the prior with a standard normal distribution
instead of a uniform distribution. Please refer to A.3.1 for more details.

Qualitative results With the trained generator and discriminator, we generate 5000
samples from the generator, then apply DDLS in latent space to obtain enhanced samples.
We also apply the DOT method as a baseline. All results are depicted in Figure 1 and
Figure 2 together with the target dataset samples. For the 25-Gaussian dataset we can see
that DDLS recovered and preserved all modes while significantly eliminating spurious modes
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Table 3. Inception and FID scores on CIFAR-10 and CelebA (grouped by
corresponding baseline modles), showing a substantial quantitative advantage
from DDLS, compared to MH-GAN [Turner et al., 2019], DRS [Azadi et al.,
2019] and DOT [Tanaka, 2019] using the same architecture.

Model CIFAR-10 CelebA
Inception FID Inception

DCGAN w/o DRS or MH-GAN 2.8789 - 2.3317
DCGAN w/ DRS(cal) [Azadi et al., 2019] 3.073 - 2.869
DCGAN w/ MH-GAN(cal) [Turner et al., 2019] 3.379 - 3.106
WGAN w/o DRS or MH-GAN 3.0734 - 2.7876
WGAN w/ DRS(cal) [Azadi et al., 2019] 3.137 - 2.861
WGAN w/ MH-GAN(cal) [Turner et al., 2019] 3.305 - 2.889
Ours: DCGAN w/ DDLS 3.681 - 3.372
Ours: WGAN w/ DDLS 3.614 - 3.093
PixelCNN [van den Oord et al., 2016b] 4.60 65.93 -
EBM [Du and Mordatch, 2019] 6.02 40.58 -
WGAN-GP [Gulrajani et al., 2017] 7.86 ± .07 36.4 -
ProgressiveGAN [Karras et al., 2018] 8.80 ± .05 - -
NCSN [Song and Ermon, 2019b] 8.87 ± .12 25.32 -
ResNet-SAGAN w/o DOT 7.85 ± .11 21.53 -
ResNet-SAGAN w/ DOT 8.50 ± .12 19.71 -
SNGAN w/o DDLS 8.22 ± .05 21.7 -
Ours: SNGAN w/ DDLS 9.05 ± .11 15.76 -
Ours: SNGAN w/ DDLS(cal) 9.09 ± 0.10 15.42 -

compared to a vanilla generator and DOT. For the Swiss Roll dataset we can also observe that
DDLS successfully improved the distribution and recovered the underlying low-dimensional
manifold of the data distribution. This qualitative evidence supports the hypothesis that
our GANs as energy based model formulation outperforms the noisy implicit distribution
induced by the generator alone.

Quantitative results We first examine the performance of DDLS quantitavely by using
the metrics proposed by DRS [Azadi et al., 2019]. We generate 10,000 samples with the
DDLS algorithm, and each sample is assigned to its closest mixture component. A sample is
of “high quality” if it is within four standard deviations of its assigned mixture component,
and a mode is successfully “recovered” if at least one high-quality sample is assigned to it.

As shown in Table 1, our proposed model achieves a higher “high-quality” ratio. We also
investigate the distance between the distribution induced by our GAN as EBM formulation
and the true data distribution. We use the Earth Mover’s Distance (EMD) between the two
corresponding empirical distributions as a surrogate, as proposed in DOT [Tanaka, 2019].
As shown in Table 2, the EMD between our sampling distribution and the ground-truth
distribution is significantly below the baselines. Note that we use our own re-implementation,
and numbers di"er slightly from those previously published.

3.5.2. CIFAR-10 and CelebA

In this section we evaluate the performance of the proposed DDLS method on the CIFAR-
10 dataset and CelebA dataset.
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Implementation details We provide detailed description of baseline models, DDLS
hyper-parameters and evaluation protocol in A.3.2.

Quantitative results We evaluate the quality and diversity of generated samples via the
Inception Score [Salimans et al., 2016a] and Fréchet Inception Distance (FID) [Heusel et al.,
2017]. In Table 3, we show the Inception score improvements from DDLS on CIFAR-10 and
CelebA, compared to MH-GAN [Turner et al., 2019] and DRS [Azadi et al., 2019], following
the same evaluation protocol and using the same baseline models (DCGAN and WGAN) in
[Turner et al., 2019]. On CIFAR-10, we applied DDLS to the unconditional generator of SN-
GAN to generate 50000 samples and report all results in Table 3. We found that the proposed
method significantly improves the Inception Score of the baseline SN-GAN model from 8.22 to
9.09 and reduces the FID from 21.7 to 15.42. Our unconditional model outperforms previous
state-of-the-art GANs and other sampling-enhanced GANs [Azadi et al., 2019, Turner et al.,
2019, Tanaka, 2019] and even approaches the performance of conditional BigGANs [Brock
et al., 2019] which achieves an Inception Score 9.22 and an FID of 14.73, without the need of
additional class information, training and parameters.

Qualitative results We illustrate the process of Langevin dynamics sampling in latent
space in Figure 1 by generating samples for every 10 iterations. We find that our method
helps correct the errors in the original generated image, and makes changes towards more
semantically meaningful and sharp output by leveraging the pre-trained discriminator. We
include more generated samples for visualizing the Langevin dynamics in the appendix. To
demonstrate that our model is not simply memorizing the CIFAR-10 dataset, we find the
nearest neighbors of generated samples in the training dataset and show the results in Figure
2.

Mixing time evaluation MCMC sampling methods often su"er from extremely long
mixing times, especially for high-dimensional multi-modal data. For example, more than 600
MCMC iterations are need to obtain the most performance gain in MH-GAN [Turner et al.,
2019] on real data. We demonstrate the sampling e!ciency of our method by showing that
we can expect a much shorter time to achieve competitive performance by migrating the
Langevin sampling process to the latent space, compared to sampling in high-dimensional
multi-modal pixel space. We evaluate the Inception Score and the energy function for every
10 iterations of Langevin dynamics and depict the results in Figure 3 in Appendix.

3.5.3. ImageNet

In this section we evaluate the performance of the proposed DDLS method on the Ima-
geNet dataset.

Implementation details As with CIFAR-10, we adopt the Spectral Normalization GAN
(SN-GAN) [Miyato et al., 2018] as our baseline GAN model. We take the publicly available

60



Table 4. Inception score for ImageNet, showing the quantitative advantage
of DDLS.

Model Inception
SNGAN [Miyato et al., 2018] 36.8
cGAN w/o DOT 36.23
cGAN w/ DOT 37.29
Ours: SNGAN w/ DDLS 40.2

pre-trained models of SN-GAN and apply DDLS. Fine tuning is performed on the discrim-
inator, as described in Section 3.5.2. Implementation choices are otherwise the same as for
CIFAR-10, with additional details in the appendix. We show the quantitative results in
Table 4, where we substantially outperform the baseline.

3.6. Conclusion and Future Work
In this paper, we have shown that a GAN’s discriminator can enable better modeling

of the data distribution with Discriminator Driven Latent Sampling (DDLS). The intuition
behind our model is that learning a generative model to do structured generative prediction
is usually more di!cult than learning a classifier, so the errors made by the generator can be
significantly corrected by the discriminator. The major advantage of DDLS is that it allows
MCMC sampling in the latent space, which enables e!cient sampling and better mixing.

For future work, we are exploring the inclusion of additional Gaussian noise variables
in each layer of the generator, treated as latent variables, such that DDLS can be used to
provide a correcting signal for each layer of the generator. We believe that this will lead
to further sampling improvements. Also, prior work on VAEs has shown that learned re-
sampling or energy-based transformation of their priors can be e"ective [Bauer and Mnih,
2019, Lawson et al., 2019]. It would thus be particularly interesting to explore whether
VAE-based models can be improved by constructing an energy based model for their prior
based on an auxiliary discriminator.

3.7. Broader Impact
The development of powerful generative models which can generate fake images, audio,

and video which appears realistic is a source of acute concern [Farell and Perlstein, 2018], and
can enable fake news or propaganda. On the other hand these same technologies also enable
assistive technologies like text to speech [van den Oord et al., 2016a], new art forms [Engel
et al., 2017, Jones and Bonafilia, 2017], and new design technologies [Zhu et al., 2016].

Our work enables the creation of more powerful generative models. As such it is multi-
use, and may result in both positive and negative societal consequences. However, we believe
that improving scientific understanding tends also to improve the human condition [Pinker,
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2018] – so in the absence of a reason to expect specific harm, we believe that in expectation
our work will have a positive impact on the world.

One potential benefit of our work is that it leads to better calibrated GANs, which are
less likely to simply drop under-represented sample classes from their generated output.
The tendency of machine learning models to produce worse outcomes for groups which
are underrepresented in their training data (in terms of race, gender, or otherwise) is well
documented [Zou and Schiebinger, 2018]. The use of our technique should produce generative
models which are slightly less prone to this type of bias.
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Chapter 4

Article 2: Learning Structured Latent Factors
from Dependent Data : A Generative Model

Framework from Information-Theoretic
Perspective

Prologue
A central question to ask in this dissertation is how can develop generative modelling

techniques that can discover disentangled and controllable factors of variation from complex,
high-dimensional datasets. E"orts in answering this question led to this work, published in
the International Conference on Machine Learning (ICML) conference in 2020. As the lead
author, I conceived the core ideas in this work through extensive discussions with my col-
laborators at Preferred Networks. The key challenge was formulating a principled approach
to learn independent latent factors from highly multivariate dependent data. I proposed
modeling the dependency structure with Bayesian networks and extending multivariate in-
formation bottleneck theory to enforce independence. My main contributions were designing
the inference and generation model architecture, the information-theoretic training objective,
implementing the model, and conducting experiments on multi-modal data modeling, algo-
rithmic fairness, and out-of-distribution generalization. I led writing the paper and preparing
the supplementary materials.

Abstract
Learning controllable and generalizable representation of multivariate data with desired

structural properties remains a fundamental problem in machine learning. In this paper, we
present a novel framework for learning generative models with various underlying structures
in the latent space. We represent the inductive bias in the form of mask variables to model



the dependency structure in the graphical model and extend the theory of multivariate
information bottleneck Friedman et al. [2001] to enforce it. Our model provides a principled
approach to learn a set of semantically meaningful latent factors that reflect various types
of desired structures like capturing correlation or encoding invariance, while also o"ering
the flexibility to automatically estimate the dependency structure from data. We show that
our framework unifies many existing generative models and can be applied to a variety of
tasks, including multi-modal data modeling, algorithmic fairness, and out-of-distribution
generalization.

4.1. Introduction
Learning structured latent representation of multivariate data is a fundamental problem

in machine learning. Many latent variable generative models have been proposed to date
based on di"erent inductive biases that reflect the model’s assumptions or people’s domain
knowledge. For instance, the objectives of the family of ϖ-VAEs Higgins et al. [2017], Chen
et al. [2018], Kim and Mnih [2018] try to enforce a coordinate-wise independent structure
among latent variables to discover disentangled factors of variations.

While these methods have been proven useful in the field of applications on which they
were evaluated, most of them are built-in rather heuristic ways to encode the desired struc-
ture. One usually needs to construct an entirely di"erent model whenever the domain of
application changes. In general, the type of inductive bias di"ers significantly across di"erent
applications. It is a burden to craft a di"erent architecture for each application, and there
have not been many studies done for the general and unified way of explicitly representing
an inductive bias to be enforced in generative models.

In this paper, we propose a framework of generative model that can represent various
types of inductive biases in the form of Bayesian networks. Our method can not only unify
many existing generative models in previous studies, but it also can lead to new insights about
establishing connections between di"erent models across di"erent domains and extending
them to new applications.

We summarize our contributions in this work as: (i) We propose a novel general frame-
work of probabilistic generative model with explicit dependency structure representation to
learn structured latent representation of multivariate data. (ii) We propose an information-
theoretic training objective by generalizing the multivariate information bottleneck theory
to encode prior knowledge or impose inductive bias. (Sec. 4.3.3) (iii) We propose a flexi-
ble and tractable inference model with linear number of inference networks coupled with
super-exponential number of possible dependency structures to model exponential number
of inference distributions. (Sec. 4.3.4) (iv) We show that our proposed framework unifies
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many existing models and demonstrate its e"ectiveness in di"erent application tasks, in-
cluding multi-modal data generative modeling, algorithmic fairness, and out-of-distribution
generalization.

4.2. Background
4.2.1. Notations

We use capital letters (i.e. X ′ X1:N ) to denote a vector of N random variables, and
lower case letters (i.e. x) for the values. We use P (X) to denote the probability distribution
and corresponding density with p(x). Given a set S ∞ {1, 2, . . . , N} of indexes, we use
XS

′ [Xi]i↓S to represent corresponding subset of random variables. Similar notation is used
for binary indicator vector b that Xb

′ [Xi]bi=1
.

4.2.2. Probability and information theory

A Bayesian network G ′ (V , E) defined over random variables X is a directed acyclic
graph, consisting of a set of nodes V ′ {Xi}

N
i=1

and a set of directed edges E ∞ V
2. A node

u is called a parent of v if (v, u) ↓ E , and for each random variable Xi, the set of parents
of Xi is denoted by PaG

Xi
. We use G

⇒ to denote an empty Bayesian network G
⇒

′ (V , ∈). If
a distribution P (X) is consistent with a Bayesian network G, then it can be factorized as
p(x) = ∏

i p(xi | PaG

xi
), denoted by p |= G.

We then briefly introduce the information theory concepts used in this paper here.
The Shannon Entropy is defined as H(X) = ↘Ep(x) log p(x) to measure the average
number of bits needed to encode values of X ↑ P (X). The Kullback–Leibler Diver-
gence (KLD) is one of the most fundamental distance between probability distributions
defined as DKL(P ↗ Q) = Ep log p

q . Mutual Information I(X; Y) = Ep(x,y) log p(x,y)

p(x)p(y)

quantifies the mutual dependence between two random variables X and Y. The mutual
information is zero if and only if X and Y are independent. Multi-Information is one
of multivariate mutual information defined as I(X1, . . . , XN) = DKL

(
p(x1:N)

∥∥∥
∏N

i=1
p(xi)

)
,

which generalizes the mutual information concept to quantify the multivariate statistical
independence for arbitrary number of random variables. Lin [1991] proposed a general-
ized Jensen-Shannon divergence defined as Dϱ

JS
= H

(∑N
i=1

εiPi

)
↘

∑N
i=1

εiH(Pi), where
P1, . . . , PN are N distributions with weights ε1, . . . , εN . Commonly used Jensen-Shannon
divergence (JSD) can be seen as a special case when N = 2 and ε1 = ε2 = 1

2
. Nielsen [2019]

further generalized the arithmetic mean ∑N
i=1

εiPi to other abstract means and proposed
closed-form results of geometric mean of exponential family distributions and the divergence
among them.
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As shown in Friedman et al. [2001], if a distribution P (X1:N) is consistent with a Bayesian
network G, the multi-information I(X) can be expressed as a sum of all local mutual informa-
tion terms: I(X) = ∑N

i=1
I

(
Xi; PaG

Xi

)
. Then the multi-information in P (X) with respect to

an arbitrary valid Bayesian network G can be defined 1 as I
G

p (X) = ∑N
i=1

I
G

p

(
Xi; PaG

Xi

)
.

The M-projection Koller and Friedman [2009], Friedman et al. [2001] of distribution
P (X) to the set of distribution that is consistent with a Bayesian network G is defined
as D(p ↗ G) = minq|=G DKL(p ↗ q). Then the following results was introduced in Friedman
et al. [2001]

D(p ↗ G) = min
q|=G

DKL(p ↗ q) = Ip(X) ↘ I
G

p (X) (4.2.1)

where we use subscript to denote the distribution that the mutual information term is eval-
uated with, and we use superscript to denote the graphical structure that the indicates set
of parent nodes used in I

G

p

(
Xi; PaG

Xi

)
.

4.2.3. Variational autoencoder

Variational autoencoder (VAE) Kingma and Welling [2014a] is a probabilistic latent
variable generative model pω(x, z) = pω(z)pω(x | z), where pω(z) is the prior of latent variables
Z and pω(x | z) is the likelihood distribution for observed variable X. The generative model
is often optimized together with a tractable distribution qϑ(z | x) that approximates the
posterior distribution. The distributions are usually parametrized by neural networks with
parameters ω and ϑ. The inference model and generation model are jointly optimized by a
lower-bound of the KLD between qϑ and pω in the augmented space (X, Z), namely ELBO:

Eqε
log pω(x|z) ↘ Eqε(x)DKL(qϑ(z | x) ↗ pω(z)) ′ LELBO (4.2.2)

Note ↘LELBO ≃ DKL(qϑ(x)qϑ(z | x) ↗ pω(z)pω(x | z)) where qϑ(x) = pdata(x) denotes the
empirical data distribution. The above objective can be optimized e!ciently with the re-
parametrization trick Kingma and Welling [2014a, 2019].

4.2.4. Multivariate information bottleneck

Multivariate Information Bottleneck (MIB) theory proposed by Friedman et al. [2001],
Slonim et al. [2006] extends the information bottleneck theory Tishby et al. [2000] to multi-
variate setting. Given a set of observed variable X, MIB framework introduced a Bayesian
network G

in to define the solution space of latent variables Z as q(X, Z) |= G
in. Another

Bayesian network G
out is introduced to specify the relevant information to be preserved

in Z. Then the MIB functional objective is defined as L
1

MIB(q) = I
G

in
q (X) ↘ ϖI

G
out

q (X).
An alternative structural MIB functional objective is defined as L

2

MIB(q) = I
G

in
q (X) +

↽D(q(x, z) ↗ G
out), and further relaxed by Elidan and Friedman [2005] as L

2

MIB(q,p) =
1Note that P (X) is not necessarily consistent with G here
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I
G

in
q (X) + ↽DKL(q(x, z) ↗ p(x, z)). We refer to Friedman et al. [2001], Elidan and Friedman

[2005] for more details of MIB theory.

4.3. Framework
4.3.1. Preliminaries

Given a dataset D =
{
xd

}
|D|

d=1
, we assume that observations are generated from some

random process governed by a set of latent factors, which could be categorized into two
types: private latent factors U ′ U1:N ′ [U1, U2, . . . , UN ] and common latent factors Z ′

Z1:M ′ [Z1, Z2, . . . , ZM ]. We use Ui to denote the latent factors that are exclusive to the
variable xi and assume a jointly independent prior distribution P (U). We use Z to denote
the latent factors that are possibly shared by some subset of observed variables and assume
a prior distribution P (Z). The dimension of each Ui and Zj is arbitrary.

4.3.2. Generative model with explicit dependency structure repre-
sentation

Generation model We explicitly model the dependency structure from Z to X in the
random generation process with a binary matrix variable Mp

′

[
Mp

ij

]
↓ {0, 1}N⇑M . Mp

ij = 1
when the latent factor Zj contributes to the random generation process of Xi, or otherwise
Mp

ij = 0. Let Mp
i = [Mp

i1, Mp
i2, . . . , Mp

iM ] denote the i-th row of M. we can define our
generative model pω(x, z, u) as

pω(x, z, u) = pω(z)
N

i=1

pω(ui)
N

i=1

pω(xi | zmp
i , ui) (4.3.1)

where ω is the parameter for parameterizing the generation model distribution. The
structure of the generation model is illustrated by Bayesian network G

p
full

in Figure 2, where
the structural variable Mp is depicted as the dashed arrows.

Inference We introduce an inference model to approximate the true posterior distribu-
tions. We introduce another binary matrix variable Mq

′

[
Mq

ij

]
↓ {0, 1}N⇑M . Mq

ij = 1 when
the observed variable Xi contributes to the inference process of Zj, or otherwise Mq

ij = 0.
Let Mq

j =
[
Mq

1j, Mq
2j, . . . , Mq

Nj

]
denote the j-th column of Mq. We assume that latent vari-

ables are conditional jointly independent given observed variables. Then we could define our
inference model qϑ(x, z, u) as:

qϑ(x, z, u) = qϑ(x)
N

i=1

qϑ(ui | xi)
M

j=1

qϑ(zj | xmq
j ) (4.3.2)
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where ϑ is the parameter for parameterizing the inference distribution. The structure of
the inference model is illustrated by Bayesian network G

q
full

in Figure 2, where the structural
variable Mq is depicted as the dashed arrows.

4.3.3. Learning from information-theoretic perspective

We motivate our learning objective based on the MIB Friedman et al. [2001] theory. We
can define a Bayesian network G

q
′ (Vq, E

q) that is consistent with the inference model
distribution qϑ(x, z, u) |= G

q according to Mq. A directed edge from Xi to Ui is added for
each i ↓ {1, 2, . . . , N} and an edge from Xi to Zj is added if and only if mq

ij = 1. Note
that we could omit all edges between observed variables in G

q as shown in Friedman et al.
[2001], Elidan and Friedman [2005]. A Bayesian network G

p
′ (Vp, E

p) can be constructed
according to Mp in a similar way. As introduced in Eq. 4.2.4, we have the following structural
variational objective from the MIB theory:

min
pω |=Gp,qε|=Gq

L(ω, ϑ) = I
G

q

q + ↽DKL(qϑ ↗ pω) (4.3.3)

The above objective provides a principled way to trade-o" between (i)the compactness of
learned latent representation measured by I

G
q

q , and (ii)the consistency between qϑ(x, z, u)
and pω(x, z, u) measured by the KLD, through ↽ > 0.

We further generalize this objective to enable encoding a broader class of prior knowledge
or desired structures into the latent space. We prescribe the dependency structure and
conditional independence rules that the learned joint distribution of (x, z, u) should follow,
in the form of a set of Bayesian networks

{
G

k
′

(
V

k, E
k
)}

, k = 1, . . . , K. We optimize over
the inference distributions qϑ to make it as consistent with G

k as possible, measured by its
M-projection to G

k. Formally we have the following constrained optimization objective:

min
pω |=Gp,qε|=Gq

L(ω, ϑ) = DKL(qϑ ↗ pω)

s.t. D(qϑ ↗ G
k) = 0 k = 1, 2, . . . , K

(4.3.4)

In this way, we impose the preferences over the structure of learned distributions as ex-
plicit constraints. We relax the above constrained optimization objective with generalized
Lagrangian

max
ς⇓0

min
pω |=Gp,qε|=Gq

L = DKL(qϑ ↗ pω) +
K

k=1

ϖkD(qϑ ↗ G
k) (4.3.5)

where ϖ ′ [ϖ1, ϖ2, . . . , ϖK ] is the vector of Lagrangian multipliers. In this work we fix ϖ

as constant hyper-parameters, governing the trade-o" between structural regularization and
distribution consistency matching. Following the idea proposed in Zhao et al. [2018], we
could also generalize the distribution matching loss by using a vector of T cost functions
C ′ [C1,C2, . . . ,CT ] and a vector of Lagrangian multipliers ϑ ′ [ϑ1, ϑ2, . . . , ϑT ]. Each Ci
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can be any probability distribution divergence between qϑ and pω, or any measurable cost
function defined over corresponding samples. Thus we could decompose the overall objective
as

L = Ldist + Lstr_reg

Ldist =
T

t=1

ϑtCt(qϑ ↗ pω), ϑ ≃ 0

Lstr_reg =
K

k=1

ϖkD(qϑ ↗ G
k), ϖ ≃ 0 .

(4.3.6)

By setting C1 = DKL(qϑ ↗ pω) and G
1 = G

⇒, we can obtain that the original MIB struc-
tural variational objective in Eq. 4.3.3 as a special case. We include the detailed proof in
Appendix. B.1.1.

4.3.4. Tractable inference and generation

Though we have our generation and inference model defined in Sec. 4.3.2, it’s not clear
yet how we practically parametrize qϑ and pω in a tractable and flexible way, to handle super-
exponential number of possible structures Mp, Mq and e!cient inference and optimization.

Inference model We identify the key desiderata of our inference model defined
in Eq. 4.3.2 as (i)being compatible with any valid structure variable Mq and (ii)being
able to handle missing observed variables in q(zj | xmq

j ), in an unified and principled way.
Building upon the assumption of our generation model distribution pω in Eq. 4.3.1 that
all observed variables X are conditional jointly independent given Z, we have following
factorized formulation in the true posterior distribution pω(z | x) by applying Bayes’ rule:

pω

(
z | xS

)
= pω(xS

| z)pω(z)
pω(xS) = pω(z)

pω(xS)


i↓S
pω (xi | z)

= pω(z)
pω(xS)



i↓S

pω(z | xi)pω(xi)
pω(z) ↖ pω(z)



i↓S

pω(z | xi)
pω(z)

(4.3.7)

where S ∞ {1, 2, . . . , N}. In this way, we established the relationship between the joint
posterior distribution pω(z | x) and the individual posterior distribution pω(z | xi). We adopt
the same formulation in our inference model distribution as qϑ(z | xS) ↖ pω(z) ∏

i↓S
qε(z|xi)

pω(z)
,

using N individual approximate posterior distributions qϑ(z | xi). In this work, we assume
that pω(z) and qϑ(z | xi) are all following factorized Gaussian distributions. And each
individual posterior qϑ(z | xi) can be represented as:

qϑ(z | xi) =
M

j=1

qϑ(zj | xi)mq
ij pω(zj)1⇐mq

ij (4.3.8)
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where each qϑ(zj | xi) is a multiplicative mixture between the approximated posterior qϑ(zj |

xi) and the prior pω(zj), weighted by mq
ij. Since the quotient of two Gaussian distributions

is also a Gaussian under well-defined conditions, we could parametrize the quotient qε(z|xi)

pω(z)

using a Gaussian distribution parametrized by q̃ϑ(z | xi). In this case

qϑ(z | xi)
pω(z) =

M

j=1

qϑ(zj | xi)mq
ij pω(zj)1⇐mq

ij

pω(zj)mq
ij+1⇐mq

ij

=
M

j=1

(
qϑ(zj | xi)

pω(zj)

)mq
ij

=
M

j=1

(q̃ϑ(zj | xi))mq
ij

(4.3.9)

where we use a inference network q̃ϑ(zj | xi) to parametrize qϑ(zj | xi) as qϑ(zj | xi) =
q̃ϑ(zj | xi)pω(zj). We show our full inference distribution qϑ(z | x) as:

qϑ(z | xS) ↖

M

j=1



pω(zj)


i↓S
(q̃ϑ(zj | xi))mq

ij



 (4.3.10)

which is a weighted product-of-experts Hinton [2002b] distribution for each latent variable
Zj. We include the detailed derivation in Appendix. B.1.1. The structure variable Mq

ij

controls the weight of each multiplicative component q̃ϑ(zj | xi) in the process of shaping
the joint posterior distribution qϑ(z | x). As a result of the Gaussian assumptions, the
weighted product-of-experts distribution above has a closed-form solution. Suppose pω(z) ↑

N (µ0, diag (ς0)), q̃ϑ(z | xi) ↑ N (µi, diag (ςi)) for i = 1, 2, . . . , N . We introduce "dummy"
variables in mq that mq

0j = 1 for all j. Then we have

qϑ(z | xS) ↑ N (µq, diag (ςq))
1
ςq

j

=


i↓S⇔{0}

mq
ij

ςij
µq

j = 1
ςq

j



i↓S⇔{0}

mq
ij

ςij
µij .

(4.3.11)

With the derived inference model above, we are now able to model 2N posterior inference
distributions qϑ(z | xS) ∋S, coupled with 2N⇑M possible discrete structures Mq, with N

inference networks q̃ϑ(z | xi). Note that the introduced distribution qϑ(z | x) remains valid
when we extend the value of structure variable Mq to continuous domain RN⇑M , which paves
the way to gradient-based structure learning.

Generation model We could parametrize our generation model pω in a symmetric way
using the weighted product-of-expert distributions using pω(xi | zj) and Mp. In this work
we adopt an alternative approach, due to the consideration that the Gaussian distribution
assumption is inappropriate in complex raw data domain, like image pixels. We instead use
Mp as a gating variable and parametrize pω(xi | zmp

i ) in the form of pω(xi | zmp
i ) = pω(xi |

z △ mp
i ), where △ denotes element-wise multiplication. We can see that it’s still tractable

since the prior pω(z) is known.
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Algorithm 2 Training with optional structure learning

Require: dataset D =
{
xd

}
|D|

d=1

Require: parameters ϑ, ω, ςq, ςp

Require: Bayesian Networks
{
G

k
′

(
V

k, E
k
)}

Require: hyper-parameters ϑ, ϖ
Require: number of iterations to update distribution parameters steps_dist > 0
Require: number of iterations to update structure parameters steps_str ≃ 0
Require: mini-batch size bs
Require: gradient-based optimizer opt

initialize all parameters ϑ, ω, ςq, ςp

repeat
for step = 1 to steps_dist do

randomly sample a mini-batch B of size bs from dataset D

evaluate loss L
B

dist
using Eq. 4.3.6

compute gradients ⇐ϑL
B

dist
, ⇐ωL

B

dist

opt.optimize([ϑ, ω] ,
[
⇐ϑL

B

dist
, ⇐ωL

B

dist

]
)

end for
for step = 1 to steps_str do

randomly sample a mini-batch B of size bs from dataset D

evaluate loss L
B

score
using Eq. 4.3.13

compute gradients ⇐ςqL
B

score
, ⇐ςpL

B

score

opt.optimize([ςq, ςp] ,
[
⇐ςqL

B

score
, ⇐ςpL

B

score

]
)

end for
until converged

4.3.5. Tractable optimization

Structural regularization Lstr_reg Let’s take a close look at the structural regulariza-
tion term Lstr_reg in our training objective Eq. 4.3.6. As introduced in Sec.4.2.4, we have
D(qϑ ↗ G

k) = ∑
v↓{x,z} Iq(v ; PaG

q

v
) ↘

∑
v↓{x,z} Iq(v ; PaG

k

v
). This objective poses new chal-

lenge to estimate and optimize mutual information. Note that any di"erentiable mutual
information estimations and optimization methods can be applied here. In this paper, we
propose to use tractable variational lower/upper-bounds of the intractable mutual informa-
tion by re-using distributions qϑ and pω. We refer to Poole et al. [2019b] for a detailed review
and discussion of state-of-the-art tractable mutual information optimization methods.

Distribution consistency Ldist We aim to achieve the consistency between the joint
distribution qϑ(x, z, u) and pω(x, z, u) through T cost functions in Ldist. With the proposed
inference model in Sec. 4.3.4, we could decompose our Ldist into two primary components:
(i) Enforcing qϑ(x, z, u) = pω(x, z, u) Many previous worksKingma and Welling [2014a],
Tolstikhin et al. [2018], Dumoulin et al. [2017], Donahue et al. [2017] have been proposed
to learn a latent variable generative model to model the joint distribution, any tractable
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objective can be utilized here, we adopt the ELBO as the default choice. (ii) Enforcing
qϑ(z) = pω(z) The reason that we explicitly include this objective in Ldist is due to our
pω-dependent parametrization of qϑ(z | x) ↖ pω(z) ∏N

i=1

qε(z|xi)

pω(z)
. Thus we explicitly enforce

the consistency between the induced marginal distribution qϑ(z) ′ Eqε
qϑ(z | x) and pω(z).

Tractable divergence estimators for minimizing CT (qϑ(z) ↗ pω(z)) have been proposed and
analyzed in previous works,

Ldist =
T ⇐1

t=1

ϑtCt(qϑ ↗ pω) + ϑT CT (qϑ(z) ↗ pω(z)) . (4.3.12)

With the distribution consistency objective and the compositional inference model intro-
duced in Sec. 4.3.4, we could train the latent variable generative model in a weakly/semi-
supervised manner in terms of (i) incomplete data where X is partially observed (e.g. missing
attributes in feature vectors, or missing a modality in multi-modal dataset), and (ii) partial
known dependency structure in Mq and Mp.

Structure learning In this work, we show that our proposed framework is capable of
learning the structure of Bayesian network G

q and G
p based on many existing structure learn-

ing methods e!ciently, with gradient-based optimization techniques, which avoids searching
over the discrete super-exponential space. Specifically, we show that our proposed frame-
work can (i) represent the assumptions made about the structure of the true data distribution
in the form of a set of structural regularization in the form of Bayesian networks {G

k
} as

the explicit inductive bias. A score-based structure learning objective is then introduced
where Lstr_reg plays a vital role in scoring each candidate structure; and (ii) utilize the non-
stationary data from multiple environments Hyvärinen et al. [2019], Arjovsky et al. [2019],
Ke et al. [2019] as additional observed random variables. We show the score-based structure
learning objective as below

min
mq ,mp

Lscore = Ldist + Lstr_reg + Lsparsity . (4.3.13)

We assume a jointly factorized Bernoulli distribution prior for structure variable Mq and
Mp, parametrized by ςq and ςp. We use the gumbel-softmax trick proposed by Jang et al.
[2017], Maddison et al. [2017], Balog et al. [2017] as gradient estimators. Following the
Bayesian Structural EM Friedman [1998], Elidan and Friedman [2005] algorithm, we optimize
the model alternatively between optimizing distributions L(qϑ, pω) and structure variables
Lscore(mq, mp). We present the full algorithm to train the proposed generative model with
optional structure learning procedure in Alg. 2.
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Table 1. Distribution consistency objectives Ldist

C definition

C0(x, z, u) DKL(qϑ ↗ pω)
C1(x, u) ↘LELBO(qϑ(x, u), pω(x, u))
C2(x) DJS(qϑ(x) ↗ pω(x))
C3(z) DKL(qϑ(z) ↗ pω(z))

C4(xi, z) DKL(qϑ(xi, z) ↗ pω(xi, z))

Table 2. A unified view of {single/multi}-{modal/domain/view} mod-
els. Ci is referred to as the definition in Table. 1, G is referred to as the
Bayesian networks in Figure. 1, 2. We use N to denote the number of
views/domains/modals. We use 1→ to denote shared/private latent space
decomposition, and use 2→ to denote dependency structure learning. Please
see Appendix. B.1.1 for the full table.

Models N 1→ 2→ G
q

G
p

Ldist Lstr_reg

VAE 1 ▽ ▽

[
G

q
single

] [
G

p
single

]
[1, C1] []

GAN 1 ▽ ▽ [] G
p
single

[1, C2] []

InfoGAN 1 ▽ ▽ [] G
p
single

[1, C2] [1, G
InfoGAN]

ε-VAE 1 ▽ ▽

[
G

q
single

] [
G

p
single

]
[1, C1], [ε ↘ 1, C3] [ε ↘ 1, G

⇒]

ε-TCVAE 1 ▽ ▽

[
G

q
single

] [
G

p
single

]
[1, C1], [ϑ2, C2] [ε, G

p]

JMVAE 2 ▽ ▽

[
G

q
joint

] [
G

p
joint

]
[1, C1] [εi, G

str
cross(xi)]

MVAE N ▽ ▽

[
G

q
joint

,Gq
marginal

] [
G

p
joint

]
[1, C1] [εi, G

str

marginal
(xi)]

Wyner 2 ↫ ▽

[
G

q
joint

,Gq
marginal

] [
G

p
joint

]
[1, C1] [εi, G

str
cross(xi)],[εi, G

str
private(xi)]

OURS-MM N ↫ ↫ [Gq
full

] [Gp
full

] [1, C0] [εi, G
str
cross({xi})]

4.4. Case study: Generative Data Modeling
In this section, we show various types of generative data modeling can be viewed as a

structured latent space learning problem, which can be addressed by our proposed framework
in a principled way.

4.4.1. Single-modal generative model

Framework specification In single-modal data generative modeling setting, we have
N = 1 observed variable X ′ [X1] which could be in image, text or other modalities, and we
only incorporate private latent variables U. We abuse the notation a little by assuming M

latent variables U ′ [U1, U2, . . . , UM ]2.
2because we can define arbitrary dimension for U.
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Fig. 1. Bayesian networks for single-modal models
A unified view We show that our proposed model unifies many existing generative

models. We show that we can impose disentanglement as a special case of the structural
regularization in latent space to obtain di"erent existing disentangled representation learning
methods. We summarize how existing generative models can be unified within our proposed
information-theoretic framework in table 2. As an interesting example, we show that we can
derive the ϖ-vae objective with L = C1 +(ϖ ↘1)C3 +(ϖ ↘1)Lstr_reg(G⇒), where we impose the
structural regularization (ϖ ↘ 1)D(qϑ ↗ G

⇒). In this way, we also established connections to
the results in Ho"man et al. [2017], Mathieu et al. [2019] that ϖ-vae is optimizing ELBO with
a qϑ-dependent implicit prior r(u) ↖ qϑ(u)1⇐ςpω(u)ς, we achieve this in a symmetric way
by using a pω-dependent posterior qϑ(z | x) ↖ pω(z) ∏N

i=1

qε(z|xi)

pω(z)
. We further show that how

we can unify other total-correlation based disentangled representation learning models Chen
et al. [2018], Esmaeili et al. [2019], Kim and Mnih [2018] by explicitly imposing Bayesian
structure G

p as structural regularization. We include detailed discussions and proofs in
Appendix. B.1.2.

4.4.2. Multi-modal/domain/view generative model

Problem setup We represent the observed variables as X1:N ′ [X1, X2, . . . , XN ], where
we have N observed variables in di"erent domains3 and they might be statistically dependent.
We thus aim to learn latent factors Z that explains the potential correlations among X.
Meanwhile, we also learn latent factors Ui that explains the variations exclusive to one
specific observed variable Xi. In this way, we could achieve explicit control over the domain-
dependent and domain-invariant latent factors. For more details of the data generation
process for this task and the model, please see Appendix. B.2.1.

3We use the word domain to represent domain/modality/view.
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Fig. 2. Bayesian networks of various inference, generation models and struc-
tural regularizations in multi-modal/domain/view setting.

A unified view We summarize the key results of unifying many existing multi-domain
generative models in Table. 2. We prove and discuss some interesting connections to re-
lated works in more details in Appendix. B.1.3, including BiVCCA Wang et al. [2016],
JMVAE Suzuki et al. [2017], TELBO Vedantam et al. [2018], MVAE Wu and Goodman
[2018], WynerVAE Ryu et al. [2020], DIVA Ilse et al. [2019] and CorEx Steeg and Galstyan
[2014, 2015, 2016], Gao et al. [2019].

Framework specification We present a specific implementation of our proposed frame-
work for multi-domain generative modeling here. We show that it generalizes some heuristics
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used in previous models and demonstrate its e"ectiveness in several standard multi-modal
datasets. We use Ldist in Table 1 to learn consistent inference model and joint, marginal, con-
ditional generation model over (X, Z, U). To embed multi-domain data into a shared latent
space, we use the structural regularization that enforces Markov conditional independence
structure XS

⇑ Z ⇑ XS↭ . This structural regularization can be represented by G
str

cross
in Fig-

ure 2, where X ′

[
XS, XS↭

]
is a random bi-partition of X. Then we show that the objective

can be upper-bounded by L = Ldist+Lstr_reg ⇔ Lx+Lu+Lz, where Lx = ↘Eqε(z,u|x) log pω(x |

z, u), Lu = Eqε(x)DKL(qϑ(u | x) ↗ pω(u)) and Lz = ∑N
i=0

Eqε(x)DKL(qϑ(z | x) ↗ qϑ(z | xi)).
We use qϑ(z | x0) ′ pω(z) for the simplicity of notations. We further show that for each
latent variable Zj, Lzj term can be viewed as a generalized JS-divergence Nielsen [2019]
among qϑ(zj | xi) for i ↓ {1, . . . ,N} using geometric-mean weighted by mq

j , which can be
seen as a generalization of the implicit prior used in ϖ-vae as discussed in 4.4.1. The detailed
proof is presented in Appendix. B.1.3.

Lzj = D
mq

j

JS
(qϑ(zj | x0), qϑ(zj | x1), . . . , qϑ(zj | xN)) (4.4.1)

SVHN ⇑ MNIST MNIST ⇑ MNIST-Plus-1

Fig. 3. Cross-domain generation samples. The leftmost column shows condi-
tioned inputs.

Experiment We validate the e"ectiveness of proposed model in multi-view/modal data
modeling setting on bi-modal MNIST-Label, MNIST-SVHN and bi-view MNIST-MNIST-
Plus-1 dataset. We show the generated samples in Figure 3. The left panel in the figure
contains the examples of MNIST-style samples generated by the model trained on MNIST-
SVHN dataset when conditioned on SVHN data examples. We can observe that the model
is using the shared latent variable Z and private latent variables U to successfully generate
the MNIST-style samples of same digit as the SVHN inputs. On the other hand, the right
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Fig. 4. Bayesian networks for fair representation learning.
panel contains the examples of MNIST-style sample generated by the model trained on
MNIST-Plus-1 dataset by conditioning on MNIST example. We can observe that the model
is successfully generating m + 1 digit images when conditioned on m digit input. More
detailed results are included in the Appendix. B.2.1.

4.5. Case study: Fair Representation Learning
In this section, we show that fair representation learning can be viewed as a structured

latent space learning problem, where we aim to learn a latent subspace that is invariant to
sensitive attributes while informative about target label.

Problem setup We use [X, A, Y] to represent the observed variables, where the variable
X represents the multivariate raw observation like pixels of image sample, the variable A
represents the sensitive attributes, and the variable Y represents the target label to be
predicted. Following the same setting in previous works Song et al. [2019], Creager et al.
[2019], the target label is not available during training phase. A linear classifier using learned
representation is trained to predict the held-out label Y in testing time. We focus on the
Di!erence of Equal Opportunity (DEO) notion in this work Hardt et al. [2016]. For the
details of the data generation process, please see Appendix. B.1.4.

Framework specification we learn a joint distribution over [X, A, Z, U] with the frame-
work proposed. The shared latent variable Z aims to explain the hidden correlation among X
and Z. We also enforce two structural regularizations, represented by two Bayesian networks
G

str

invariant
and G

str

informative
. The aim of G

str

invariant
is to learn the private latent variables Ux as

the hidden factors that are invariant to the change of Z. Meanwhile, the aim of G
str

informative
is

to preserve as much information about X in Z. Mq and Mp are illustrated by G
q and G

p in
Figure 4 correspondingly. Then we have the following learning objective

L ⇔ ↘Eqε
log pω(x, a | z, u) + ϖ2Iq(z ; u)+

(1 + ϖ1)Eqε
DKL(qϑ(z | x, a) ↗ pω(z)) + const

(4.5.1)

Please refer to Appendix. B.1.4 for the detailed derivation and discussion.
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Table 3. Fair representation learning results on German and Adult datasets.

Model Adult German

ACC DEO ACC DEO

Naive SVM 0.80 0.09 0.74 ± 0.05 0.12 ± 0.05
SVM 0.79 0.08 0.74 ± 0.03 0.10 ± 0.06
NN 0.84 0.14 0.74 ± 0.04 0.47 ± 0.19
NN +ϖ2 0.83 0.03 0.73 ± 0.03 0.25 ± 0.14
FERM 0.77 0.01 0.73 ± 0.04 0.05 ± 0.03
Ours-MMD 0.83 0.02 0.72 ± 0.07 0.07 ± 0.09
Ours-TC 0.81 0.02 0.74 ± 0.08 0.08 ± 0.14
Ours-MINE 0.79 0.01 0.70 ± 0.11 0.05 ± 0.11

Experiments We investigate the performance of our derived objective on the UCI Ger-
man credit dataset and the UCI Adult dataset. For estimating and minimizing Iq(z ; u), we
adopted MMD Gretton et al. [2006], total-correlation estimator in Esmaeili et al. [2019] and
MINE Belghazi et al. [2018] and summarize all results in Table 3. We report the classification
accuracy (ACC) and the aforementioned DEO in the table. The performances of all other
baseline methods in the table are from Mary et al. [2019], Donini et al. [2018]. Please refer
to Appendix. B.2.2 for more details.

4.6. Case study: Out-of-Distribution Generalization
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Fig. 5. Bayesian networks for out-of-distribution generalization task. E in the
diagram represents the index of the environmental factor, not the real value
of E in the data generation process

Problem setup We show that discovering of true causation against spurious correlation
through invariance can be viewed as a structured latent representation learning problem.
Consider a set of environments E indexed by E, we have a data distribution P e(X, Y) for
each environment E = e. We use [X, Y, E] to represent the observed variables, where X
is data input, Y is label and E is the index of the corresponding environment index. The
goal of this task is predict Y from X in a way that the performance of the predictor in the
presence of the worst E is optimal. We derive an information-theoretic objective for out-
of-distribution generalization task on Colored-MNIST dataset introduced in Arjovsky et al.
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Table 4. Out-of-distribution generalization results on Colored-MNIST

Model ACC. train envs. Acc. test env.

Random 50 50
Optimal 75 75
Oracle 73.5 ± 0.2 73.0 ± 0.4
ERM 87.4 ± 0.2 17.1 ± 0.6
IRM 70.8 ± 0.9 66.9 ± 2.5
Ours-full 67.8 ± 6.8 62.1 ± 6.1
Ours-semi 71.4 ± 6.1 58.7 ± 7.2

[2019]. For more details of this experiment, please see the Appendix. B.2.3 as well as the
original work Peters et al. [2015], Arjovsky et al. [2019].

Framework specification As our structural regularization, we use the Bayesian network
G

str

ood
in Figure 5. The purpose of G

str

ood
is to enforce that Z is su!cient statistic in making

the prediction of Y and that E ̸ Y |Z. We present the derived learning objective here

Linfo = Ldist + ϖ1DKL(qϑ(z | x, e, y) ↗ qϑ(z | x))+

ϖ2Iq(x,e,y | z)
(4.6.1)

We further show that the idea in Arjovsky et al. [2019] can be directly integrated into our
proposed framework by imposing stable Mp structure as constraints across environments,
measured by gradient-penalty, as discussed in Appendix. B.1.5.

Experiments We validate the proposed model on the Colored-MNIST classification task
introduced in Arjovsky et al. [2019]. We also take the advantage of our proposed framework
as a generative model that we could perform semi-supervised learning, where we use only
50% labeled data. We include more training setting details in Appendix. B.2.3. We compare
our model against the baselines in Table 4. We see that our proposed information-theoretic
objective achieves comparable performance in both supervised and semi-supervised setting
on the test-environment.

4.7. Conclusion
In this work, we propose a general information-theoretic framework for learning struc-

tured latent factors from multivariate data, by generalizing the multivariate information
bottleneck theory. We show that the proposed framework can provide an unified view of
many existing methods and insights on new models for many di"erent challenging tasks like
fair representation learning and out-of-distribution generalization.
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Learning with Generative Models





Chapter 5

Article 3: Robust and Controllable
Object-Centric Learning through

Energy-based Models

Prologue
This work was accepted to the International Conference on Learning Representations

(ICLR) 2023 as a joint e"ort with my PhD supervisors, Liam Paull and Yoshua Bengio, and
researchers from Nvidia, including Tong Che, Boris Ivanovic, Renhao Wang, Marco Pavone.
The initial idea stemmed from discussions with my collaborator Tong Che about learn-
ing object-centric representations without specialized neural architectures. We proposed an
energy-based model with attention mechanisms to achieve this goal in a more flexible man-
ner. As first author, I led the project by implementing the model, designing and running
experiments, and drafting the manuscript. My supervisors and collaborators provided valu-
able feedback and revisions throughout the process. The publication of this paper reflects the
collaborative nature of academic work, where each researcher’s contributions are integrated
to push innovations forward. As part of my thesis, this article represents our collective goals
and hard work to expand the frontiers of representation learning with generative models.

Abstract
Humans are remarkably good at understanding and reasoning about complex visual

scenes. The capability to decompose low-level observations into discrete objects allows us
to build a grounded abstract representation and identify the compositional structure of the
world. Accordingly, it is a crucial step for machine learning models to be capable of inferring
objects and their properties from visual scenes without explicit supervision. However, exist-
ing works on object-centric representation learning either rely on tailor-made neural network



modules or strong probabilistic assumptions in the underlying generative and inference pro-
cesses. In this work, we present EGO, a conceptually simple and general approach to learning
object-centric representations through an energy-based model. By forming a permutation-
invariant energy function using vanilla attention blocks readily available in Transformers, we
can infer object-centric latent variables via gradient-based MCMC methods where permuta-
tion equivariance is automatically guaranteed. We show that EGO can be easily integrated into
existing architectures and can e"ectively extract high-quality object-centric representations,
leading to better segmentation accuracy and competitive downstream task performance.
Further, empirical evaluations show that EGO’s learned representations are robust against
distribution shift. Finally, we demonstrate the e"ectiveness of EGO in systematic composi-
tional generalization, by re-composing learned energy functions for novel scene generation
and manipulation.

5.1. Introduction
The ability to recognize objects and infer their properties and relations in a scene is a

fundamental capability of human cognition. The central question of how objects are discov-
ered and represented in the brain has been a subject of intense research for decades, and has
prompted the field of cognitive science [Spelke, 1990] to ask how we might develop intelligent
machine agents to learn to represent objects in the same way humans do, without being ex-
plicitly taught what those objects are. Developing artificial agents capable of decomposing
complex scenes into discrete objects can be a crucial step for many applications in robotics,
vision, reasoning, and planning. Learning such object-centric representations can further
help to identify the relational and compositional structure among objects and enables the
agent to reason about a novel scene composed of new objects by leveraging knowledge from
previously-learned representations of similar objects.

In recent years, many works have been proposed to learn object-centric representations
from visual scenes without human supervision. A variety of models, in the form of structured
generative models [Gre" et al., 2019, Burgess et al., 2019, Engelcke et al., 2020, Lin et al.,
2020] or specifically designed neural network modules [Locatello et al., 2020], have been
proposed to tackle the problem of visual scene decomposition and generation. On the other
hand, recent progress in large language models [Vaswani et al., 2017, Brown et al., 2020] and
visual-language models [Radford et al., 2021, Ramesh et al., 2022] shows the huge potential
of training expressive neural network models with minimal hand-designed inductive biases.
In a similar spirit, we ask whether we can learn object-centric representations with minimal
human assumptions and task-specific architectures.
Contributions. In this work, we introduce EGO (EnerGy-based Object-centric learning), a
conceptually simple yet e"ective approach to learning object-centric representations without
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the need for specially-tailored neural network architectures or strong (typically paramet-
ric) assumptions on data generating process. Based on the Energy-based Model (EBM)
framework, we propose to learn an energy function that takes as input a visual scene and
a set of object-centric latent variables and outputs a scalar value that measures the consis-
tency between the observation and the latent representation (Section 5.3). We minimally
assume permutation invariance among objects and embed this assumption into the energy
function by leveraging the vanilla attention mechanisms from the Transformer [Vaswani
et al., 2017] architecture (Section 5.3.1). In essence, our method makes models act as seg-
mentation annotators, aiming to iteratively improve their annotations by minimizing our
energy function. We use gradient-based Markov chain Monte Carlo (MCMC) sampling to
e!ciently sample latent variables from the EBM distribution, which automatically yields a
permutation-equivariant update rule for the latent variables (Section 5.3.2). This stochastic
inference procedure also addresses the inherent uncertainty in learning object-centric repre-
sentations; models can learn to represent scenes containing multiple objects and potential
occlusions in a probabilistic and multi-modal manner. We demonstrate the e"ectiveness of
our approach on a variety of unsupervised object discovery tasks and show both qualita-
tively and qualitatively that our model can learn to decompose complex scenes into highly
accurate and interpretable objects, outperforming state-of-the-art methods on segmentation
performance (Section 5.4.1). We also show that we can reuse the learned energy functions
for controllable scene generation and manipulation, which enables systematic compositional
generalization to novel scenes (Section 5.4.2). Finally, we demonstrate the robustness of our
model to various distribution shifts and hyperparameter settings (Section 5.4.3).

5.2. Related Work
Object-centric learning. Object-centric representation learning [Gre" et al., 2015, 2016, Es-
lami et al., 2016, Gre" et al., 2017, 2019, Lin et al., 2020, Xie et al., 2021] plays an important
role in scene understanding, visual reasoning, and compositional generalization. Many re-
search works like MONet [Burgess et al., 2019], IODINE [Gre" et al., 2019], GENESIS [En-
gelcke et al., 2020, 2021], and SPACE [Lin et al., 2020] propose various probabilistic models
to build a spatial mixture model of visual scenes and use variational inference to learn
object-centric latent variables. Slot attention [Locatello et al., 2020] proposed a novel in-
verted attention mechanism to iteratively assign objects to slots, by introducing competition
among slots via attention weight normalization. [Kipf et al., 2022] further applied the slot
attention module to video data, and [Chang et al., 2022] improved the approach by using
fixed points as object representations, yielding better stability. Besides reconstruction-based
object-centric learning, various works [Racah and Chandar, 2020, Kipf et al., 2020, Löwe
et al., 2020, Pirk et al., 2019, Baldassarre and Azizpour, 2022] tackle the problem from the
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perspective of contrastive learning and self-supervised learning. Object-centric representa-
tions are also explored in other tasks such as visual question answering [Huang et al., 2020,
Dang et al., 2021], visual reasoning [Assouel et al., 2022], and neural scene rendering [Guo
et al., 2020].
Set generation. Set generation [Vinyals et al., 2016, Rezatofighi et al., 2018, Zhai et al.,
2020, Rezatofighi et al., 2021] has received much attention in computer vision and natu-
ral language processing tasks in the past few years. [Kosiorek et al., 2020] explored using
a cardinality-conditioned transformer for set prediction. The DETR [Carion et al., 2020]
model also adopted a transformer to predict a set of objects for the object detection task.
The Deep Set Prediction Network (DSPN) [Zhang et al., 2019b] proposed a set prediction
approach by using a gradient optimization inner-loop with a permutation-invariant encoder
to iteratively update the representation of the target set prediction by minimizing the dis-
tance between the input and output in a latent space induced by the encoder. Though the
bi-level optimization framework is similar to ours, the DSPN model uses the deterministic
gradient descent procedure to optimize a pre-defined loss function, while our formulation uses
stochastic MCMC sampling to optimize a learned energy function. Our formulation brings
more flexibility to the optimization process, and the introduced stochasticity also results in
more robustness and diversity in both inference and generation (Section 5.4.3).
Energy-based models. Energy-based models (EBMs) [LeCun et al., 2006] have been widely
used in learning abstract concepts [Du et al., 2020] and controllable generation [Nie et al.,
2021, Che et al., 2020a], due to the compositionality nature of the energy function [An-
dreas, 2019]. [Mordatch, 2018] proposed an EBM-based framework for learning abstract
concepts from observations, which enables compositional generalization by test-time opti-
mization. [Zhang et al., 2021] explored the approach of using EBM to replace the hand-
crafted permutation-invariance loss functions which aim to optimize the prediction output
towards observable ground-truth data, it di"ers from our work in that we focus on learning
the latent object-centric representations from the EBM for unsupervised object discovery
and controllable scene manipulation. [Du et al., 2021a] also proposed to use EBM to learn
both local and global factors of variations from image data, where they proposed to train the
model by a nested gradient descent optimization in the high-dimensional pixel space, which
can be much more computationally expensive compared to our model which runs Langevin
dynamics in the lower-dimensional latent space.

5.3. Energy-based Object-Centric Representation
Learning

The goal of object-centric representation learning is to learn a mapping from a visual
observation x ↓ RDx to a set of vectors {zk}, where each vector zk ↓ RDz describes an
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Fig. 1. Architecture of EGO-Attention, the variant of EGO used in experi-
ments. x is the input image and zi are the object-centric representations. In
each block, EGO attends to the latent variables to refines the hidden scene rep-
resentation using cross-attention mechanism between x and zi, to measure the
consistency between image input and latent representation.

individual object (or background) in x. In this work, we make use of an EBM E(x, z; ω),
parameterized by ω, to learn a joint energy function which assigns low energy to regions
where the visual observation x and the latent object descriptors z are consistent, where
z = {zk}

K
k=1

are a set of K object-centric latent variables. To implement the mapping from
a visual scene to its constituting objects, we can sample from the posterior distribution
z ↑ p(z|x; ω) ↖ e⇐E(x,z;ω) by using any e!cient MCMC sampling algorithm, such as the
stochastic gradient Langevin dynamics method [Parisi, 1981, Welling and Teh, 2011] and
Hamiltonian Monte Carlo [Duane et al., 1987, Neal et al., 2011]. Accordingly, the EBM
E can be used as a generic module for object-centric representation learning, o"ering great
flexibility in which neural network architectures can be used and the functional form of the
energy function.

5.3.1. Permutation Invariant Energy Function

One fundamental inductive bias in object-centric representation learning is encoding the
permutation invariance of a set of objects into model learning. In this section, we introduce
two formulations of the energy function E(x, z; ω) that are permutation invariant with respect
to the order of the object-centric latent variables {zk}.
EGO by composing individual energy functions. First, we consider a simple formulation of
the energy function E(x, z; ω) that is decomposed into a set of individual energy func-
tions E(x, zk; ωk), followed by a permutation invariant aggregation function ⇀ as E(x, z) =
⇀ ({E(x, zk)}).

The individual energy function E(x, zk; ωk) : RDx ▽ RDz 7⇑ R can be any function that
takes the observation x and a single latent variable zk as input, and outputs a scalar energy
value which quantifies the belief that an object with representation zk is present in the visual
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scene x. We share the parameters ωk across all the individual energy functions ↼k = ↼ ∋k,
such that it can generalize to an arbitrary number of objects without breaking symmetry.

The aggregation function ⇀ is a permutation-invariant function with respect to the set
{E(x, zk)}. We can use any function ⇀ that is invariant to the order of inputs, such as the
sum [Du et al., 2020, 2021a], minimum [Parascandolo et al., 2018], or parameterized trans-
formations [Zaheer et al., 2017]. Throughout this work, we use the sum as the aggregation
function, which is e"ective in encouraging the model to learn to decompose the input into
discrete objects and local variations, as explored in [Du et al., 2021a, Zhang et al., 2021].
We call the resulting EBM formulation EGO-Sum, given by

E(x, z; ω) =
K

k=1

E(x, zk; ω) (5.3.1)

EGO from permutation equivariant/invariant transformations. We introduce another for-
mulation of the energy function E(x, z; ω) that composes multiple permutation equivari-
ant/invariant transformations on top of the set {zk} and x. In particular, we use vanilla
attention blocks [Vaswani et al., 2017], such as cross-attention and self-attention, to build
up these di"erentiable mappings.

We first encode the data input x ↓ RDx into a higher-level representation h ↓ RNh⇑Dh ,
where Nh = Widthh ▽ Heighth is the number of vectors in the 2D feature map h when using
a convolutional neural network (CNN) as the backbone encoder.

We then use a stack of L standard transformer blocks with a cross-attention layer to
fuse the information in h and the object-centric latent variables z = {zk}

K
k=1

. Each block
consists of a multi-head cross-attention layer, followed by a position-wise, fully connected
feed-forward network. In each cross-attention layer, a linear transformation is applied to
the image feature map h to produce queries over the set of latent variables. Cross-attention
weights are then computed between the queries and linearly-projected keys and values from
the set of latent variables {zk}. The stacked transformer blocks allow the model to su!ciently
capture information from {zk} by attending to the most relevant subset of latent variables
at each image feature location, such that the model can learn to tell whether the set of latent
variables fully explains each object.

We then use an average pooling layer to aggregate the final output of the transformer
blocks hL ↓ RNh⇑Dh , into a single vector, which is then passed through a fully-connected
layer to produce the scalar energy term.
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We provide an overview of our architecture in Figure 1, and call the resulting EBM
formulation EGO-Attention, given by:

h0 = Encoder(x) (5.3.2)

h↑

φ = CrossAttention(LayerNorm(hφ⇐1), LayerNorm(z)) + hφ⇐1 ω = 1 . . . L (5.3.3)

hφ = MLP(LayerNorm(h↑

φ)) + h↑

φ ω = 1 . . . L (5.3.4)

E = MLP(AvgPool(hL)) (5.3.5)

5.3.2. Learning and Inference

For tasks requiring a geometric understanding of a visual scene and reasoning over enti-
ties, our model can be used as a plug-and-play module to be integrated into existing archi-
tectures for encoding structured object-centric representations. Owing to the great flexibility
of EGO’s energy function and learning objective formulation, we can customize the model to
adapt to a wide range of task contexts and learning desiderata.

Among many possible training objective choices (e.g., maximum likelihood training with
MCMC sampling or Contrastive Divergence [Hinton, 2002a]) to learn the model as a mono-
lithic generative model, akin to the family of existing approaches [Engelcke et al., 2020,
Gre" et al., 2019, Burgess et al., 2019] for visual scene understanding and generation, we
focus on investigating the potential of EGO as a generic standalone module for extracting
object-centric representations, similar to [Locatello et al., 2020]. To this end, we adopt an
encoder-decoder architecture, with our EGO module serving as the encoder to transform the
unstructured observation into structured object representations, which are then decoded by
a separate decoder into reconstructions or other task-specific predictions.

Algorithm 3 Training procedure for unsupervised object discovery.
Require: Image data x ↓ RDx , number of latent variables K, number of MCMC iterations

T , step size φ
Require: Model E(x, z; ω), decoder Decoder(z; ϑ)

1: Draw random initialization z0
↑ N (0, I)

2: for t = 0 to T ↘ 1 do
3: Draw ⇁t

↑ N (0, I)
4: Update zt+1 = zt + φ⇐zE(x, zt; ω) +

↙
2φ⇁t

5: end for
6: Decode the latent variables to create reconstructions: x̃ = Decoder(zT ; ϑ)
7: return Lrec = 1

Dx
↗x̃ ↘ x↗

2

Encoding object-centric representations by MCMC sampling. To infer the set of object-
centric latent variables z from the input x, we use gradient-based MCMC sampling methods
to sample from the posterior distribution z ↑ p(z|x) ↖ e⇐E(x,z;ω). Specifically, in this work
we utilize the Langevin MCMC [Parisi, 1981, Welling and Teh, 2011] method. Starting from
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Table 1. ARI scores for unsupervised object discovery on CLEVR-6, Multi-
dSprites, Tetrominoes datasets.

CLEVR6 Multi-dSprites Tetrominoes

Slot MLP [Locatello et al., 2020] 60.4 ± 6.6 60.3 ± 1.8 25.1 ± 34.3
MONet [Burgess et al., 2019] 96.2 ± 0.6 90.4 ± 0.8 —
Slot-Attention [Locatello et al., 2020] 98.8 ± 0.3 91.3 ± 0.3 99.5 ± 0.2
IODINE [Gre! et al., 2019] 98.8 ± 0.0 76.7 ± 5.6 99.2 ± 0.4

EGO-Sum 96.1 ± 0.4 82.1 ± 0.7 99.1 ± 0.3
EGO-Attention 98.9 ± 0.5 93.8 ± 0.5 99.6 ± 0.2

a random initialization z0 drawn from a simple prior distribution, we iteratively update the
latent variables by simulating the Langevin di"usion process for T steps, with step size φ, as
follows:

zt+1 = zt + φ⇐zE(x, zt; ω) +
↙

2φ⇁t, t = 0,1, . . . , T ↘ 1, ⇁t
↑ N (0, I), z0

↑ N (0, I) (5.3.6)

where zt denotes the latent variables at the t-th iteration. When φ ⇑ 0 and T ⇑ ⇓, the
sampling process converges to the true posterior distribution p(z|x) under some regularity
conditions.

Though running MCMC sampling until convergence can be computationally expensive,
we are simulating the Langevin dynamics in the latent space z ↓ RK⇑Dz rather than the high-
dimensional pixel space, in contrast to previous works [Du et al., 2021a, Du and Mordatch,
2019]. We also only run Langevin dynamics for a relatively small number of iterations
(T < 10) and find that it is su!cient to produce good latent variable samples zT in our
experiments. This allows us to make use of the gradient-based MCMC sampling in a much
more e!cient manner, even comparable to amortized inference methods [Eslami et al., 2016,
Gre" et al., 2017, 2019, Burgess et al., 2019].
Training procedure. We outline the detailed training procedure in Algorithm 3, taking the un-
supervised object discovery task as an example. Given the encoded structured representation
zT

↑ p(z|x; ω) from MCMC sampling, we use a decoder to map the set of latent variables to
task-specific predictions. For unsupervised object discovery, we follow prior approaches and
use a spatial broadcast decoder [Watters et al., 2019, Gre" et al., 2019, Locatello et al., 2020]
to decode each latent variable zk separately into an alpha mask ϑk ↓ [0, 1]Dx and input recon-
struction x̃k, which are then combined to produce the final output x̃ = ∑K

k=1
Softmax(ϑ)kx̃k.

The model can be trained end-to-end to minimize the reconstruction loss. For other tasks,
we can use corresponding decoders [Kosiorek et al., 2020, Zhang et al., 2019b, Zaheer et al.,
2017] to map latent variables to predictions and train the model end-to-end to minimize
task-specific losses.
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5.4. Experiments
5.4.1. Unsupervised Object Discovery

We quantitatively and qualitatively evaluate our proposed model on the task of unsuper-
vised object discovery, with the goal of decomposing the visual scene into a set of objects
without any human supervision. As we will show, our approach is able to consistently
segment images into highly interpretable and meaningful object masks.
Datasets. In line with previous state-of-the-art works on object discovery, we use the fol-
lowing three multi-object datasets [Kabra et al., 2019]: CLEVR [Johnson et al., 2017],
Multi-dSprites [Matthey et al., 2017], and Tetrominoes [Gre" et al., 2019]. We also use
a variant of the CLEVR dataset which filters out scenes with more than 6 objects, referred
to as CLEVR-6. Same as IODINE [Gre" et al., 2019] and Slot-Attention [Locatello et al.,
2020], the first 70K samples from the CLEVR-6 dataset and the first 60K samples from the
Multi-dSprites and Tetrominoes datasets are used for training. Evaluation is performed on
320 test data examples.
Implementation. For the EGO model, we first encode the image input x using a CNN back-
bone. We use the same CNN architecture from Slot-Attention [Locatello et al., 2020], which
is augmented with positional embeddings for all results in this section. To condition our
EGO-Sum model E(x,z; ω) on the latent variables, we use an MLP to project z to a vector,
replicating it to match the spatial dimension of the image features and concatenating it along
the channel dimension. We process the joint features through a set of self-attention layers,
followed by a global average pooling layer and a fully-connected layer to produce the final
energy value. For the EGO-Attention model, we obtain the energy value from Equation 5.3.5
in Section. 5.3.1. We do not use dropout in our self-attention and cross-attention layers. To
decode the inferred latent variables into reconstructions, we apply spatial broadcast decod-
ing and use the same architecture from IODINE [Gre" et al., 2019]. We use Dz = 64 for
the latent variable dimension, as in baseline methods. We use K = 7 latent variables for
CLEVR-6, K = 6 for Multi-dSprites, and K = 4 for Tetrominoes, which is one more than
the maximum number of objects in the corresponding datasets. In Langevin MCMC sam-
pling, we set the step size φ = 0.1 and the number of Langevin steps T = 5. We train the
model using the Adam optimizer [Kingma and Ba, 2015] with a learning rate of 0.0002 for
500K iterations, with a batch size of 128. Additional implementation details and results can
be found in the Appendix.
Segmentation accuracy. Following the evaluation protocol in existing literature, we use the
Adjusted Rand Index (ARI) [Hubert and Arabie, 1985] metric, which measures how accu-
rately the model can decompose the scene into discrete objects. We compare our model
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Fig. 2. Downstream object property prediction results on CLEVR, Multi-
dSprites, and Tetrominoes. The metric is accuracy for categorical properties
or R2 for numerical properties.

against a variety of baseline methods, including Slot Attention [Locatello et al., 2020], IO-
DINE [Gre" et al., 2019], and MONet [Burgess et al., 2019]. Similar to IODINE and Slot-
Attention, we take the alpha masks generated by the spatial broadcast decoder for each
latent variable, compute the clustering similarity with the ground truth masks using the
ARI metric, and exclude the background in the evaluation. We report the ARI scores across
di"erent datasets in Table 1. As can be seen, EGO consistently outperforms the baselines,
achieving near-perfect segmentation accuracy on CLEVR-6 and Tetrominoes, and substan-
tially better results on Multi-dSprites compared to the existing state-of-the-art. Notably,
there are more occlusions among objects presented in Multi-dSprites, which makes the task
more challenging and demonstrates the e"ectiveness of our model in handling more complex
scenes.
Downstream prediction. To investigate the usefulness and quality of the learned represen-
tations, We evaluate our learned object-centric model on downstream object property pre-
diction tasks. Similar to IODINE, we probe pre-trained models’ learned representations by
training a linear model on top of the latent variables to predict associated object proper-
ties, such as color, shape, size, and position. Thanks to the object-centric nature of baseline
methods and our model, where object representations share a common format, we can train a
single probing model to independently extract properties from each object-centric latent vari-
able. We train the probing model by using the Hungarian algorithm [Kuhn, 1955] to match
the latent variables to the ground-truth objects. Following the same training and evaluation
procedure described in [Dittadi et al., 2022], we compare our pre-trained EGO-Attention
model against baseline approaches across di"erent datasets in Figure 2. We see that the
learned representations from our model are highly informative for predicting object proper-
ties and are comparable to or outperform the competitive baseline methods on all datasets.
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5.4.2. Scene Decomposition and Manipulation

We next qualitatively study the learned object-centric representations by inspecting scene
decompositions and visualizing the inference procedure. We also demonstrate the ability of
our model to manipulate the scene by recomposing learned energy functions to dynamically
manipulate scenes.
Scene decomposition. We visualize per-latent variable reconstruction results from the trained
EGO-Attention model across di"erent datasets in Figure 3(a). The examples show that our
model is able to decompose the scene into highly-interpretable segmentations, which align
well with the ground-truth objects. Extra latent variables are assigned to the background
when there are more latent variables than the number of objects in the scene. Our model
learns to spread objects across latent variables without explicit supervision, and object prop-
erties are also well-preserved in the inferred representations. Meanwhile, when multiple ob-
jects occlude each other, the model is able to infer the correct parts of objects by leveraging
other clues such as shape and color. We further visualize scene reconstructions at each
MCMC sampling step in Figure 3(c), showing that the inferred scenes are iteratively refined
within a few steps. We also plot the energy function values evaluated at each Langevin
dynamics iteration from a trained model with T = 10 steps on the Tetrominoes dataset in
Figure 3(b). As can be seen, both energy values are monotonically decreasing, indicating
that the model can infer the latent variables by optimizing the energy function e!ciently
and stably.
Scene manipulation. With trained EGO models, learned energy functions can be used to dy-
namically manipulate a scene’s constituent objects. To show the controllable scene manip-
ulation ability of EGO, in Figure 4(a), we show that we can combine arbitrary objects from
di"erent visual observations (x1 and x2) together into a novel scene, by sampling the latent
variables from the joint EBM E(x, z; ω) = E(x1, z; ω) + E(x2, z; ω), known as product-of-
experts [Hinton, 2002a], and reconstructing the scene from the inferred latent variables. A
visualization of the scene reconstructions and predicted masks associated with each latent
variable is also included in the figure, showing that, starting from the first few iterations,
the model captures object components from both images and combines them across the la-
tent variables to generate the complete scene. We additionally show another example in
Figure 4(b), where we can remove any specific object from the scene by reusing learned
energy functions. As described in [Du et al., 2020], we form a new energy function as
E(x, z; ω) = E(x1, z; ω) ↘ E(x2, z; ω) to remove the objects shown in x2 from the scene x1.
Similarly, we also illustrate the intermediate results at each sampling step, where we can see
that in the first few steps of the sampling procedure, the model recovers the complete scene
from x1, and then gradually removes the objects in x2 by optimizing the latent representa-
tions towards the region where E(x2, z; ω) is higher. These results clearly demonstrate that

93



(a) Scene decomposition across datasets.

(b) Energy evaluation during sam-
pling.

(c) Scene reconstructions at each
step.

Fig. 3. (a) Per-latent variable reconstructions and masks on CLEVR-6 (top),
Multi-dSprites (middle), and Tetrominoes bottom. (b) The progression of en-
ergy function evaluations during Langevin sampling. (c) Scene decomposition
and reconstruction visualization at each sampling step.

the EBM formulation of EGO allows us to control the scene composition combinatorically,
leading to systematic generalization to unseen object combinations.

5.4.3. Robustness and Generalization Evaluation

Finally, we evaluate the generalization capability of EGO to out-of-distribution (OOD)
visual scenes and investigate its robustness with respect to model hyperparameters and
component choices in an ablation study.
Unseen object style. We first study the generalization capability of our learned object-centric
representations to unseen object styles by altering the visual styles of objects presented in the
test data distribution, including color, shape, and texture. Following [Dittadi et al., 2022],
we apply a random color jitter transformation to the color of a random object in the scene in
CLEVR and Tetrominoes. Unseen object textures are simulated by applying random neural
style transfer [Gatys et al., 2015] to a random object in CLEVR and Multi-dSprites. We use
the previously-trained model from the unsupervised object discovery task and evaluate it on
these modified datasets to test whether the learned representations are able to generalize
to unseen object styles. ARI scores of our model and other baseline methods are shown in
Figure 5(a). Our model achieves strong generalization performance to unseen object colors,
textures, and shapes on CLEVR and Multi-dSprites, consistently providing high-quality
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(a) Scene combination.

X1

X2

(b) Scene subtraction.

(c) Unseen num. of ob-
jects.

(d) Ablation on ω and T .

Fig. 4. (a) Scene manipulation for combining objects, full version in Figure 3.
(b) Scene manipulation for removing objects, full version in Figure 4. (c)
ARI scores of pre-trained EGO on CLEVR dataset when generalizing to higher
numbers of objects than seen during training. We use ‘C’ to denote CLEVR
for brevity. (d) Model ablation results.

(a) ARI scores on test data with unseen object styles.
(b) E!ect of stochastic-
ity.

Fig. 5. (a) Segmentation results of pre-trained model on OOD test dataset.
(b) Model ablation on the e"ect of the noise variable in MCMC sampling.

segmentation masks in the presence of OOD object styles. We provide more details about
the datasets and evaluation in the appendix.
Increasing the number of objects. To test how our model generalizes when more objects are
present in the scene (compared to the training data), we increase the number of objects at test
time. We construct a sequence of datasets by filtering CLEVR to only contain scenes with at
most [7, 8, 9, 10] objects, referred to as CLEVR-[7-10] respectively. We use EGO-Attention
trained on CLEVR-6 with K = 7 latent variables, and test it on the newly-constructed
datasets by increasing the number of latent variables to one more than the maximum number
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of objects in the corresponding dataset. We compute the ARI scores for each dataset, and
report the results in Figure 4(c). We use Slot-Attention with 3 iterations (same as T = 3 in
our model) as the baseline. As can be seen, the segmentation quality of our model remains
robust to unseen numbers of objects in the test dataset, and su"ers less from the increase in
the number of objects than the baseline approach.
Model ablation. We perform ablation studies to evaluate the robustness of our approach
to di"erent hyperparameters and study the e"ect of di"erent components of our model,
particularly the number of MCMC sampling steps T , the step size φ, and the noise
in Langevin dynamics. We first run grid search over the hyperparameters, including
φ ↓ {0.01, 0.05, 0.1}, T ↓ {3, 5, 10}, number of attention blocks ↓ {1, 2, 3}, and dropout
rate ↓ {0.0, 0.1}, and report the ARI scores on the Multi-dSprites dataset in Figure 4(d).
Our model is quite robust to a wide range of the values of both the step size and the
number of sampling steps, and we obtain near-optimal segmentation performance with each
combination of the hyperparameters. We then investigate the role of the noise used in
the Langevin dynamics sampling by introducing a weight term to rescale the noise vari-
able in Equation 5.3.6. We train EGO-Attention variants with di"erent rescaling weights
↓ {1.0, 0.1, 0.0} on the Multi-dSprites dataset and evaluate their ARI scores in both the
original dataset and the modified OOD dataset with unseen object styles. The results in
Figure 5(b) demonstrate that the stochasticity brought by the noise in Langevin dynamics
gives our model more robustness and generalization to novel scene configurations.

5.5. Conclusion
In this work we present EGO, a novel energy-based object-centric learning model. EGO suc-

cessfully combines three essential ingredients of object-centric learning: (i) flexible energy-
based models without strong assumptions on data generating process , (ii) minimal usage of
potentially unexpressive specifically-designed neural modules, and (iii) explicitly modeling
randomness to allow one-to-many mappings to reason about occluded or partially-observed
objects. We empirically demonstrate that EGO can achieve state-of-the-art performance on
various unsupervised object discovery tasks and excels at generalizing to OOD scenes. Mean-
while, controllable scene generation and manipulation are also feasible by reusing learned
energy functions. These advantages make EGO a strong candidate for scaling unsupervised
object-centric learning to real-world datasets, as a promising next step for future investiga-
tion.
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Chapter 6

Article 4: Learning Representation from
Neural Fisher Kernel with Low-rank

Approximation

Prologue
This work was accepted to the International Conference on Representation Learning

(ICLR) 2022. The central idea of extracting representations from neural networks using a
kernel perspective was inspired by previous work from [Zhai et al., 2019]. Through discussions
with my coauthors, we became deeply interested in further exploring the kernel view of neural
networks. Shuangfei proposed the pivotal low-rank hypothesis of the neural network feature
kernel that became a core contribution. I led the overall direction of the project and proposed
the low-rank approximation algorithm that enabled tractable kernel computations. As first
author, I implemented the full algorithm, conducted the experiments, and wrote the paper.
My collaborators provided valuable feedback and discussion. This project expanded on
prior work to introduce a novel perspective and techniques for understanding and extracting
representations from generative models.

Abstract
In this paper, we study the representation of neural networks from the view of kernels.

We first define the Neural Fisher Kernel (NFK), which is the Fisher Kernel [Jaakkola and
Haussler, 1998] applied to neural networks. We show that NFK can be computed for both
supervised and unsupervised learning models, which can serve as a unified tool for represen-
tation extraction. Furthermore, we show that practical NFKs exhibit low-rank structures.
We then propose an e!cient algorithm that computes a low rank approximation of NFK,
which scales to large datasets and networks. We show that the low-rank approximation of
NFKs derived from unsupervised generative models and supervised learning models gives rise



to high-quality compact representations of data, achieving competitive results on a variety
of machine learning tasks.

6.1. Introduction
Modern deep learning systems rely on finding good representations of data. For su-

pervised learning models with feed forward neural networks, representations can naturally
be equated with the activations of each layer. Empirically, the community has developed
a set of e"ective heuristics for representation extraction given a trained network. For ex-
ample, ResNets [He et al., 2016] trained on Imagenet classification yield intermediate layer
representations that can benefit downstream tasks such as object detection and semantic
segmentation. The logits layer of a trained neural network also captures rich correlations
across classes which can be distilled to a weaker model (Knowledge Distillation) [Hinton
et al., 2015].

Despite empirical prevalence of using intermediate layer activations as data represen-
tation, it is far from being the optimal approach to representation extraction. For super-
vised learning models, it remains a manual procedure that relies on trial and error to select
the optimal layer from a pre-trained model to facilitate transfer learning. Similar observa-
tions also apply to unsupervised learning models including GANs [Goodfellow et al., 2014],
VAEs [Kingma and Welling, 2014b], as evident from recent studies [Chen et al., 2020a] that
the quality of representation in generative models heavily depends on the choice of layer
from which we extract activations as features. Furthermore, although that GANs and VAEs
are known to be able to generate high-quality samples from the data distribution, there is no
strong evidence that they encode explicit layerwise representations to similar quality as in su-
pervised learning models, which implies that there does not exist a natural way to explicitly
extract a representation from intermediate layer activations in unsupervisedly pre-trained
generative models. Additionally, layer activations alone do not su!ce to reach the full power
of learned representations hidden in neural network models, as shown in recent works [Mu
et al., 2020] that incorporating additional gradients-based features into representation leads
to substantial improvement over solely using activations-based features.

In light of these constraints, we are interested in the question: is there a princi-
pled method for representation extraction beyond layer activations? In this work,
we turn to the kernel view of neural networks. Recently, initiated by the Neural Tangent
Kernel (NTK) [Jacot et al., 2018] work, there have been growing interests in the kernel
interpretation of neural networks. It was shown that neural networks in the infinite width
regime are reduced to kernel regression with the induced NTK. Our key intuition is that, the
kernel machine induced by the neural network provides a powerful and principled way of in-
vestigating the non-linear feature transformation in neural networks using the linear feature
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space of the kernel. Kernel machines provide drastically di"erent representations than layer
activations, where the knowledge of a neural network is instantiated by the induced kernel
function over data points.

In this work, we propose to make use of the linear feature space of the kernel, associated
with the pre-trained neural network model, as the data representation of interest. To this
end, we made novel contributions on both theoretical and empirical side, as summarized
below.

• We propose Neural Fisher Kernel (NFK) as a unified and principled kernel formula-
tion for neural networks models in both supervised learning and unsupervised learning
settings.

• We introduce a highly e!cient and scalable algorithm for low-rank kernel approxima-
tion of NFK, which allows us to obtain a compact yet informative feature embedding
as the data representation.

• We validate the e"ectiveness of proposed approach from NFK in unsupervised learn-
ing, semi-supervised learning and supervised learning settings, showing that our
method enjoys superior sample e!ciency and representation quality.

6.2. Preliminary and Related Works
In this section, we present technical background and formalize the motivation. We start

by introducing the notion of data representation from the perspective of kernel methods,
then introduce the connections between neural network models and kernel methods.

Notations. Throughout this paper, we consider dataset with N data examples D ′

{(xi, yi)}, we use p(x) to denote the probability density function for the data distribution
and use pdata(x) to denote the empirical data distribution from D.

Kernel Methods. Kernel methods [Hofmann et al., 2008] have long been a staple
of practical machine learning. At their core, a kernel method relies on a kernel function
which acts as a similarity function between di"erent data examples in some feature space.
Here we consider positive definite kernels K : X ▽ X ⇑ R over a metric space X which
defines a reproducing kernel Hilbert space H of function from X to R, along with a mapping
function ϕ : X ⇑ H, such that the kernel function can be decomposed into the inner
product K(x, z) = ∀ϕ(x), ϕ(z)∃. Kernel methods aim to find a predictive linear function
f(x) = ∀f, ϕ(x)∃H in H, which gives label output prediction for each data point x ↓ X . The
kernel maps each data example x ↓ X to a linear feature space ϕ(x), which is the data
representation of interest. Given dataset D, the predictive model function f is typically
estimated via Kernel Ridge Regression (KRR), f = argminf↓H

1

N

∑N
i=1

(f (xi) ↘ yi)2+ϱ↗f↗
2

H
.

Neural Networks and Kernel Methods. A long line of works [Neal, 1996, Williams,
1996, Roux and Bengio, 2007, Hazan and Jaakkola, 2015, Lee et al., 2018, de G. Matthews
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et al., 2018, Jacot et al., 2018, Chen and Xu, 2021, Geifman et al., 2020, Belkin et al., 2018,
Ghorbani et al., 2020], have studied that many kernel formulations can be associated to
neural networks, while most of them correspond to neural network where being fixed ker-
nels (e.g. Laplace kernel, Gaussian kernel) or only the last layer is trained, e.g., Conjugate
Kernel (CK) [Daniely et al., 2016], also called as NNGP kernel [Lee et al., 2018]. On the
other hand, Neural Tangent Kernel (NTK) [Jacot et al., 2018] is a fundamentally di!erent
formulation corresponding to training the entire infinitely wide neural network models. Let
f(ω; x) denote a neural network function with parameters ω, then the empirical NTK is de-
fined as Kntk (x, z) = →↑ωf(ω; x), ↑ωf(ω; z)↓. [Jacot et al., 2018, Lee et al., 2018] showed that
under the so-called NTK parametrization and other proper assumptios, the function f(x; ω)
learned by training the neural network model with gradient descent is equivalent to the func-
tion estimated via ridgeless KRR using Kntk as the kernel. For finite-width neural networks,
by taking first-order Taylor expansion of funnction f around the ω, kernel regression under
Kntk can be seen as linearized neural network model at parameter ω, suggesting that pre-
trained neural network models can also be studied and approximated from the perspective
of kernel methods.

Fisher Kernel . The Fisher Kernel (FK) is first introduced in the seminal work [Jaakkola
and Haussler, 1998]. Given a probabilistic generative model pω(x), the Fisher kernel is defined
as: KÞsher(x, z) = ↑ω log pω(x)!

I
" 1

↑ω log pω(z) = U !
x I

" 1Uz where Ux = ↑ω log pω(x) is the
so-called Fisher score and I is the Fisher Information Matrix (FIM) defined as the covariance
of the Fisher score: I = Ex # p! (x )↑ω log pω(x)↑ω log pω(x)! . Then the Fisher vector is defined
as Vx = I

" 1
2 ↑ω log pω(x) = I

" 1
2 Ux . One can utilize the Fisher Score as a mapping from the

data space X to parameter space !, and obtain representations that are linearized. As
proposed in [Jaakkola and Haussler, 1998, Perronnin and Dance, 2007], the Fisher vector
Vx can be used as the feature representation derived from probabilistic generative models,
which was shown to be superior to hand-crafted visual descriptors in a variety of computer
vision tasks.

Generative Models In this work, we consider a variety of representative deep gener-
ative models, including generative adversarial networks (GANs) [Goodfellow et al., 2014],
variational auto-encoders (VAEs) [Kingma and Welling, 2014b], as well we normalizing flow
models [Dinh et al., 2015] and auto-regressive models [van den Oord et al., 2016c]. Please
refer to [Salakhutdinov, 2014a] for more technical details on generative models.

6.3. Learning Representation from Neural Fisher Ker-
nel

We aim to propose a general and e"cient method for extracting high-quality repre-
sentation from pre-trained neural network models. As formalized in previous section, we
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Fig. 1. Overview of our proposed approach. Given a pre-trained neural net-
work model, which can be either an unsupervised generative model pω(x) (e.g.
GANs, VAEs), or a supervised learning model pω(y|x), we aim to extract
a compact yet informative representation from it. By reinterpreting various
families of models as energy-based models (EBM), we introduce Neural Fisher
Kernel (NFK) Knfk as a principled and unified kernel formulation for neural
network models (Section. 6.3.1). We introduce a highly e"cient and scalable
kernel approximation algorithm (Section. 6.3.2) to obtain the low-dimensional
feature embedding ex , which serves as the extracted data representation from
NFK.

can describe the outline of our proposed approach as: given a pre-trained neural network
model f(x; ω) (either unsupervised generative model p(x; ω) or supervised learning model
p(y | x; ω)), with pre-trained weights ω, we adopt the kernel formulation Kf induced by
model f(x; ω) and make use of the associated linear feature embedding ω(x) of the kernel
Kf as the feature representation of data x. We present an overview introduction to illustrate
our approach in Figure. 1.

At this point, however, there exist both theoretical di"culties and practical challenges
which impede a straightforward application of our proposed approach. On the theoretical
side, the NTK theory is only developed in supervised learning setting, and its extension to
unsupervised learning is not established yet. Though Fisher kernel is immediately applicable
in unsupervised learning setting, deriving Fisher vector from supervised learning model p(y |

x; ω) can be tricky, which needs the log-density estimation of marginal distribution pω(x)
from p(y | x; ω). Note that it is a drastically di!erent problem from previous works [Achille
et al., 2019] where Fisher kernel is applied to the joint distribution over p(x, y). On the
practical e"ciency side, the dimensionality of the feature space associated with NTK or FK
is same as the number of model parameters |ω|, which poses unmanageably high time and
space complexity when it comes to modern large-scale neural network models. Additionally,
the size of the NTK scales quadratically with the number of classes in multi-class supervised
learning setting, which gives rise to more e"ciency concerns.

To address the kernel formulation issue, we propose Neural Fisher Kernel (NFK) in
Sec. 6.3.1 as a unified kernel for both supervised and unsupervised learning models. To tackle
the e"ciency challenge, we investigate the structural properties of the proposed NFK and
propose a highly scalable low-rank kernel approximation algorithm in Sec. 6.3.2 to extract
compact low-dimensional feature representation from NFK.
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6.3.1. Neural Fisher Kernel

In this section, we propose Neural Fisher Kernel (NFK) as a principled and general kernel
formulation for neural network models. The key intuition is that we can extend classical
Fisher kernel theory to unify the procedure of deriving Fisher vector from supervised learning
models and unsupervised learning models by using Energy-based Model (EBM) formulation.

6.3.1.1. Unsupervised NFK. We consider unsupervised probabilistic generative models
pω(x) = p(x; ω) here. Our proposed NFK formulation can be applied to all generative
models with tractable evaluation (or approximation) of ↑ω log pω(x).

GANs . We consider the EBM formulation of GANs [Dai et al., 2017a, Zhai et al., 2019,
Che et al., 2020b]. Given pre-trained GAN model, we use D(x; ω) to denote the output of
the discriminator D, and use G(h) to denote the output of generator G given latent code
h ↔ p(h). As a brief recap, GANs can be interpreted as an implementation of EBM training
with a variational distribution, where we have the energy-function E(x; ω) = ↗D(x; ω).
Please refer to [Zhai et al., 2019, Che et al., 2020b] for more details. Thus we have the
unnormalized density function pω(x) ↘ e" E (x ;ω) given by the GAN model. Following [Zhai
et al., 2019], we can then derive the Fisher kernel Knfk and Fisher vector from standard
GANs as shown below:

Knfk (x, z) = →Vx , Vz↓ Vx = (diag (I)" 1
2 )Ux

Ux = ↑ωD(x; ω) ↗ Eh# p(h)↑ωD(G(h); ω)
(6.3.1)

where x,z ≃ X , I = Eh# p(h)

!
UG(h)U !

G(h )

"
. Note that we use diagonal approximation of FIM

throughout this work for the consideration of scalability.
VAEs . Given a VAE model pre-trained via maximizing the variational lower-bound

ELBO LELBO (x) ⇐ Eq(h |x )

!
log p(x ,h )

q(h |x )

"
, we can approximate the marginal log-likelihood

log pω(ω) by evaluating LELBO (x) via Monte-Carlo estimations or importance sampling tech-
niques [Burda et al., 2016]. Thus we have our NFK formulation as

Knfk (x, z) = →Vx , Vz↓ Vx = (diag (I)" 1
2 )Ux

Ux ⇒ ↑ωLELBO (x)
(6.3.2)

where x,z ≃ X , I = Ex # p! (x )

!
Ux U !

x

"
.

Flow-based Models, Auto-Regressive Models . For generative models with explicit
exact data density modeling pω(x), we can simply apply the classical Fisher kernel formula-
tion in Sec. 6.2.

6.3.1.2. Supervised NFK. In the supervised learning setting, we consider conditional
probabilistic models pω(y | x) = p(y | x; ω). In particular, we focus on classification prob-
lems where the conditional probability is parameterized by a softmax function over the logits
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Fig. 2. Left : The spectrum structure of NFKs from a CNN (green) and a
MLP (red), trained on MNIST binary classification task. The NFK of CNN
concentrates on fewer eigen-modes compared to the MLP. Right : The low-
rankness of the NFK on a DCGAN trained on MNIST. For a trained model,
the first 100 principle components of the Fisher Vector matrix explain 99.5%
of all variances. An untrained model with the same architecture on the other
hand, demonstrates a much lower degree of low-rankness.

output f(x; ω): pω(y | x) = exp(f y (x; ω))/ #
y exp(f y (x; ω)), where y is a discrete label and

f y (x; ω) denotes y-th logit output. We then borrow the idea from JEM [Grathwohl et al.,
2020b] and write out a joint energy function term over (x, y) as E(x, y; ω) = ↗f y (x; ω). It is
easy to see that joint energy yields exactly the same conditional probability, at the same time
leading to a free energy function: E(x; ω) = ↗ log #

y exp(f y (x; ω)). It essentially reframes
a conditional distribution over y given x to an induced unconditional distribution over x,
while maintaining the same conditional probability pω(y | x). This allows us to write out
the NFK formulation as:

Knfk (x, z) = →Vx , Vz↓ Vx = (diag (I)" 1
2 )Ux

Ux =
$

y
pω(y | x)↑ωf y (x; ω) ↗ Ex ! # p! (x ! )

$

y
pω(y | x)↑ωf y (x$; ω) (6.3.3)

where I = Ex # p! (x )

!
Ux U !

x

"
, and pω(x) is the normalized density corresponding to the free

energy E! , which could be sampled from via Markov chain Monte Carlo (MCMC) algorithm.
In this work, we use empirical data distribution as practical approximation.

6.3.2. NFK with Low-Rank Approximation

Fisher vector Vx is the linear feature embedding ω(x) given by NFK Knfk (x, z) = →Vx , Vz↓

for neural network model f(x; ω). However, straightforward application of NFK by using Vx

as feature representation su!ers from scalability issue, since Vx ≃ R|ω| shares same dimension-
ality as the number of parameters |ω|. It is with that in mind that |ω| can be tremendously
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Algorithm 4 Baseline method: compute low-rank NFK feature embedding
Input dataset D; pre-train NN model f(x; ω); NFK feature dimensionality k; test data

input x"

Output low-rank NFK feature embedding enfk (x%)
1: compute Fisher vector for all data examples V = [Vx i ] ≃ RN &| ω|

2: compute kernel Gram matrix K = VV!
≃ RN & N

compute truncated eigen-decomposition K = !diag (”)!! , ! ≃ RN & k

kernel function evaluations between x% and all data examples K(x" , X) ⇐ [K(x" , xj )]Nj =1

obtain enfk (x%) ≃ Rk via Eq. 6.3.5 and Eq. 6.3.4

large considering the scale of modern neural networks, it is unfortunately infeasible to directly
leverage Vx as feature representation.

Low-Rank Structure of NFK . Motivated by the Manifold Hypothesis of Datathat it
is widely believed that real world high dimensional data lives in a low dimensional manifold
[Roweis and Saul, 2000, Rifai et al., 2011b,a], we investigate the structure of NFKs and
present empirical evidence that NFKs of good models have low-rank spectral structure. Firstly,
we start by examining supervised learning models. We study the spectrum structure of the
empirical NFK of trained neural networks with di!erent architectures. We trained a LeNet-
5 [LeCun et al., 1998] CNN and a 3-layer MLP network by minimizing binary cross entropy
loss, and then compute the eigen-decomposition of the NFK Gram matrix. We show the
explained ratio plot in Figure 2. We see that the spectrum of CNN NTK concentrates on
fewer large eigenvalues, thus exhibiting a lower e!ective-rank structure compared to the
MLP, which can be explained by the fact that CNN has better model inductive bias for
image data domain. For unsupervised learning models, we trained a small unconditional
DCGAN [Radford et al., 2016] model on MNIST dataset. We compare the results of a fully
trained model against a randomly initialized model in Fig. 2 (note the logarithm scale of
the x-axis). Remarkably, the trained model demonstrates an extreme degree of low-rankness
that top 100 principle components explain over 99.5% of the overall variance, where 100 is
two orders of magnitude smaller than both number of examples and number of parameters
in the discriminator. We include more experimental results and discussions in appendix due
to the space constraints.

E!cient Low-Rank Approximation of NFK . The theoretical insights and em-
pirical evidence presented above hint at a natural solution to address the challenge of
high-dimensionality of Vx ≃ R|ω|: we can turn to seek a low-rank approximation to
the NFK. According to the Mercer’s theorem [Mercer, 1909], for positive definite ker-
nel K(x, z) = →ω(x), ω(z)↓ we have K(x, z) = # '

i =1 εi ϑi (x)ϑi (z), x, z ≃ X , where
{(εi , ϑi )} are the eigenvalues and eigenfunctions of the kernel K, with respect to the
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integral operator
%

p(z)K(x, z)ϑi (z)dz = εi ϑi (x). The linear feature embedding repre-
sentation ω(x) can thus be constructed from the orthonormal eigen-basis {(εi , ϑi )} as
ω(x) ⇐

! ⇑
ε1ϑ1(x),

⇑
ε2ϑ2(x), . . .

"
⇐

! ⇑
εi ϑi (x)

"
, i = 1, . . . ,⇓. To obtain a low-rank ap-

proximation, we only keep top-k largest eigen-basis {(εi , ϑi )} ordered by corresponding eigen-
values εi to form the low-rank k-dimensional feature embedding e(x) ≃ Rk , k ⇔ N, k ⇔ |ω|

e(x) ⇐

&'
ε1ϑ1(x),

'
ε2ϑ2(x), . . .

'
εkϑk(x)

(

⇐

&'
εi ϑi (x)

(

, i = 1, . . . , k (6.3.4)

By applying our proposed NFK formulation Knfk to pre-trained neural network model f(x; ω),
we can obtain a compact low-dimensional feature representation enfk (x) ≃ Rk in this way.
We call it the low-rank NFK feature embedding .

We then illustrate how to estimate the eigenvalues and eigenfunctions of NFK Knfk from
data. Given dataset D, the Gram matrix K ≃ RN & N of kernel K is defined as K(xi , xj ) =
K(xi , xj ). We use X ⇐ [xi ]Ni =1 to denote the matrix of all data examples, and use ϑi (X) ≃ RN

to denote the concatenated vector of evaluating i-th eigenfunction ϑi at all data examples.
Then by performing eigen-decomposition of the Gram matrix K = !diag (”)!! , the i-
th eigenvector !i ≃ RN and eigenvalue ”i can be seen as unbiased estimation of the i-th
eigenfunction ϑi and eigenvalue εi of the kernel K, evaluated at training data examples
X, ϑi (X) ⇒

⇑
N!i , εi ⇒

1
N ”i . Based on these estimations, we can thus approximate the

eigenfunction ϑi via the integral operator by Monte-Carlo estimation with empirical data
distribution,

εi ϑi (x) =
)

p(z)K(x, z)ϑi (z)dz ⇒ Ex j ( pdata K(x, xj )ϑj (xj ) ⇒
1
N

N$

j =1

K(x, xj )!ji (6.3.5)

Given new test data example x" , we can now approximate the eigenfunction evaluation ϑi (x" )
by the projection of kernel function evaluation results centered on training data examples
K(x" , X) ⇐ [K(x" , xj )]Nj =1 onto the i-th eigenvector !i of kernel Gram matrix K. We adopt
this method as the baseline approach for low-rank approximation, and present the baseline
algorithm description in Alg. 4.

However, due to the fact that it demands explicit computation and manipulation of the
Fisher vector matrix V ≃ RN &| ω| and the Gram matrix K ≃ RN & N in Alg. 4, straightforward
application of the baseline approach, as well as other o!-the-shelf classical kernel approxima-
tion [Williams and Seeger, 2000, Rahimi and Recht, 2007] and SVD methods [Halko et al.,
2011], are practically infeasible to scale to larger-scale machine learning settings, where both
the number of data examples N and the number of model parameters |ω| can be extremely
large.

To tackle the posed scalability issue, we propose a novel highly e"cient and scalable al-
gorithm for computing low-rank approximation of NFK. Given dataset D and model f(x; ω),
We aim to compute the truncated SVD of the Fisher vector matrix V = !diag (#)P! , P ≃

105



Algorithm 5 Our proposed method: compute low-rank NFK feature embedding
1: V = !diag (#)P! , P ≃ R|ω|& k using power iteration methods via JVP/VJP evaluations
2: compute K (x, X)! !i ⇒ Vx diag (#i )Pi via JVP evaluation
3: obtain enfk (x%) ≃ Rk via Eq. 6.3.5 and Eq. 6.3.4

R|ω|& k . Based on the idea of power methods [Golub and Van der Vorst, 2000, Bathe, 1971]
for finding leading top eigenvectors, we start from a random vector v0 and iteratively con-
struct the sequence vt+1 = VV " v t

) VV " v t ) . By leveraging the special structure of V that it can be
obtained from the Jacobian matrix Jω(X) ≃ RN &| ω| up to element-wise linear transformation
under the NFK formulation in Sec. 6.3, we can decompose each iterative step into a Jaco-
bian Vector Product (JVP) and a Vector Jacobian Product (VJP). With modern automatic-
di!erentiation techniques, we can evaluate both JVP and VJP e"ciently, which only requires
the same order of computational costs of one vanilla backward-pass and forward-pass of neu-
ral networks respectively. With computed truncated SVD results, we can approximate the
projection term in Eq. 6.3.5 by K (x, X)! !i = Vx V! !i ⇒ Vx diag (#i )Pi , which is again in
the JVP form so that we can pre-compute and store the truncated SVD results and evaluate
the eigenfunction of any test data example via one e"cient JVP forward-pass. We describe
our proposed algorithm briefly in Alg. 5.

6.4. Experiments
In this section, we evaluate NFK in the following settings. We first evaluate the proposed

low-rank kernel approximation algorithm (Sec. 6.3.2), in terms of both approximation accu-
racy and running time e"ciency. Next, we evaluate NFK on various representation learning
tasks in both supervised, semi-supervised and unsupervised learning settings.

6.4.1. Quality and E!ciency of Low-rank NFK Approximations

We implement our proposed low-rank kernel approximation algorithm in
Jax [Bradbury et al., 2018] with distributed multi-GPU parallel computation sup-
port. For the baseline methods for comparison, we first compute the full kernel
Gram matrix using the neural-tangets [Novak et al., 2020] library, and then use
sklearn.decomposition.TruncatedSVD to obtain the truncated SVD results. All model
and algorithm hyper-parameters are included in the Appendix.

Computational Costs . We start by comparing running time costs of computing top
NFK eigen-vectors via truncated SVD. We use two models for the comparison, a DCGAN-
like GAN model in [Zhai et al., 2019] and a Wide ResNet (WRN) with 40 layers and 2 times
wider than original network (denoted as WRN-40-2). Please see appendix for the detailed
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Fig. 3. Top row : Running time e"ciency evaluation for truncated SVD al-
gorithm on single GPU. We vary the number of data examples used, shown in
x-axis. y-axis denotes the wall-clock running time (in seconds). Red crosses
mark the cases when it is no longer possible for the baseline method to obtain
the results in an a!ordable waiting time and memory consumption. Bot-
tom left : Running time costs with di!erent number of GPUs used in our
distributed SVD implementation. Bottom right : Approximation errors (in
blue) of our proposed implementation for each eigenmode (in descending order
of eigenvalues), v.s. the explained variance (in red). Best viewed in color.

description of hyper-parameters. We observed that our proposed algorithm could achieve
nearly linear time scaling, while the baseline method would not be able to handle more than
214 data examples as the memory usage and time complexity are too high to a!ord. We also
see in Fig. 3 that by utilizing multi-GPU parallelism, we achieved further speed-up which
scales almost linearly with the number of GPUs. We emphasize that given the number of
desired eigenvectors, the time complexity of our method scales linearly with the number of
data examples and the demanded memory usage remains constant with adequate data batch
size, since explicit computation and storage of the full kernel matrix is never needed.
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Table 1. CIFAR-10 accuracies of linear evaluation on top of representations
learned with unsupervised and self-supervised methods. NFK-128d denotes
the 128 dimensional embeddings from the low-rank approximation of the NFK
(ie AFV). Remarkably, we can use 128 dimensions to exactly recover the per-
formance of the 5.9M dimensional Fisher Vectors.

Model Acc Category #Features
Examplar CNN [Dosovitskiy et al., 2015] 84.3 Unsupervised -
BiGAN [Mu et al., 2020] 70.5 Unsupervised -
RotNet Linear [Gidaris et al., 2018] 81.8 Self-Supervised ↔ 25K
AET Linear [Zhang et al., 2019a] 83.3 Self-Supervised ↔ 25K
VAE[Mu et al., 2020] 61.5 Unsupervised -
VAE-NFK-128d (ours) 63.2 Unsupervised 128
VAE-NFK-256d (ours) 68.7 Unsupervised 256
GAN-Supervised 92.7 Supervised -
GAN-Activations 65.3 Unsupervised -
GAN-AFV [Zhai et al., 2019] 89.1 Unsupervised 5.9M
GAN-AFV (re-implementation) [Zhai et al., 2019] 89.8 Unsupervised 5.9M
GAN-NFK-128d (ours) 89.8 Unsupervised 128
GAN-NFK-256d (ours) 89.8 Unsupervised 256

Approximation accuracy . We investigate the approximation error of our proposed
low-rank approximation method. Since we did not introduce any additional approximations,
our method shares the same approximation error bound with the existing randomized SVD
algorithm [Martinsson and Tropp, 2020, Halko et al., 2011] and would only expect di!erences
compared to the baseline randomized SVD algorithm up to numerical errors. To evaluate
the quality of the low-rank kernel approximation, we use LeNet-5 and compute its full NFK
Gram matrix on MNIST dataset. Please see appendix for detailed hyper-parameter setups.
We show in Fig. 3 the approximation errors of top-128 eigenvalues along with corresponding
explained variances. We obtain less than 1e ↗ 8 absolute error and less than 1e ↗ 7 relative
error in top eigen-modes which explains most of the data.

6.4.2. Low-rank NFK Embedding as Data Representations

In this section we evaluate NFK to answer the following: Q1. In line with the question
raised in Sec. 6.1, how does our proposed low-rank NFK embedding di!er from the interme-
diate layer activations for data representation? Q2. How does the low-rank NFK embedding
compare to simply using gradients (Jacobians) as data representation? Q3. To what extent
can the low-rank NFK embedding preserve the information in full Fisher vector? Q4. Does
the NFK embedding representation lead to better generalization performance in terms of
better sample e"ciency and faster adaptation? We conduct comparative studies on di!erent
tasks to understand the NFK embedding and present empirical observations to answer these
questions in following sections.
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NFK Representations from Unsupervised Generative Models . In order to exam-
ine the e!ectiveness of the low-rank NFK embeddings as data representations in unsupervised
learning setting, we consider GANs and VAEs as representative generative models and com-
pute the low-rank NFK embeddings. Then we adopt the linear probing protocol by training a
linear classifier on top of the obtained embeddings and report the classification performance
to quantify the quality of NFK data representation. For GANs, we use the same pretrained
GAN model from [Zhai et al., 2019] and reimplemented the AFV baseline. For VAEs, we
follow the same model architecture proposed in [Child, 2021]. We then apply the proposed
truncated SVD algorithm with 10 power iterations to obtain the 256 dimensional embedding
via projection. We present our results on CIFAR-10 [Krizhevsky et al., 2009a] in Table. 1.
We use GAN-NFK-128d(GAN-NFK-256d) to denote the NFK embedding obtained from using
top-128 (top-256) eigenvectors in our GAN model. Our VAE models (VAE-NFK-128dand
VAE-NFK-256d) follow the same notations. For VAE baselines, the method proposed in [Mu
et al., 2020] combines both gradients features and activations-based features into one linear
model, denoted as VAEin the table. For GAN baselines, we first consider using intermediate
layer activations only as data representation, referred to as the GAN-Activations model.
We then consider using full Fisher vector as representation, namely using the normalized
gradients w.r.t all model parameters as features, denoted as the GAN-AFVmodel as proposed
in [Zhai et al., 2019]. Moreover, we also compare our results against training whole neural
network using data labels in a supervised learning way, denoted as GAN-Supervisedmodel.

As shown in Table. 1, by contrasting against the baseline GAN-AFV from
GAN-Activations , as well as validation in recent works [Zhai et al., 2019, Mu et al.,
2020], gradients provide additional useful information beyond layer activations based
features. However, it would be impractical to use all gradients or full Fisher vector as repre-
sentation when scaling up to large-scale neural network models. For example, VAE [Child,
2021] has ↔ 40M parameters, it would not be possible to apply the baseline methods
directly. Our proposed low-rank NFK embedding approach addressed this challenge by
building low-dim vector representation from e"cient kernel approximation algorithm,
making it possible to utilize all model parameters’ gradients information by embedding
it into a low-dim vector, e.g. 256-dimensional embedding in VAE-NFK-256dfrom ↔ 40M

parameters. As our low-rank NFK embedding is obtained by linear projections of full Fisher
vectors, it naturally provides answers for Q2 that the NFK embedding can be viewed as a
compact yet informative representation containing information from all gradients. We see
from Table. 1 that by using top-128 eigenvectors, the low-rank NFK embedding is able to
recover the performance of full ↔ 5.9M -dimension Fisher vector, which provides positive
evidence for Q3 that we can preserve most of the useful information in Fisher vector by
taking advantage of the low-rank structure of NFK spectrum.
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Table 2. Error rates of semi-supervised classification on CIFAR10 and
SVHN, varying labels from 500 to 4000. NFK-128d yields extremely
competitive performance, compared to other more sophisticated base-
lines, Mixup [Zhang et al., 2018], VAT [Miyato et al., 2019], Mean-
Teacher[Tarvainen and Valpola, 2017], MixMatch [Berthelot et al., 2019],
Improved GAN[Salimans et al., 2016b], all are jointly learns with labels, .
Also note that the architecture used by MixMatch yields a 4.13% supervised
learning error rate, which is a much stronger than our supervised baseline
(7.3%).

Model Category CIFAR-10 SVHN
500 1000 2000 4000 500 1000 2000 4000

Mixup Joint 36.17 25.72 18.14 13.15 29.62 16.79 10.47 7.96
VAT Joint 26.11 18.68 14.40 11.05 7.44 5.98 4.85 4.20
MeanTeacher Joint 47.32 42.01 17.32 12.17 6.45 3.82 3.75 3.51
MixMatch Joint 9.65 7.75 7.03 6.24 3.64 3.27 3.04 2.89
Improved GAN Joint - 19.22 17.25 15.59 18.44 8.11 6.16 -
NFK-128d (ours) Pretrained 20.68 14.77 13.82 12.95 8.74 4.47 3.82 3.19

NFK Representations for Semi-Supervised Learning . We then test the low-rank
NFK embeddings in the semi-supervised learning setting. Following the standard semi-
supervised learning benchmark settings [Berthelot et al., 2019, Miyato et al., 2019, Laine
and Aila, 2017, Sajjadi et al., 2016, Tarvainen and Valpola, 2017], we evaluate our method
on CIFAR-10 [Krizhevsky et al., 2009a] and SVHN datasets [Krizhevsky et al., 2009b]. We
treat most of the dataset as unlabeled data and use few examples as labeled data. We use the
same GAN model as the unsupervised learning setting above, and compute top-128 eigen-
vectors using training dataset (labeled and unlabeled) to derive the 128-dimensional NFK
embedding. Then we only use the labeled data to train a linear classifier on top of the NFK
embedding features, denoted as the NFK-128dmodel. We vary the number of labeled training
examples and report the results in Table. 2, in comparison with other baseline methods. We
see that NFK-128dachieves very competitive performance. On CIFAR-10, NFK-128dis only
outperformed by the state-of-the-art semi-supervised learning algorithm MixMatch [Berth-
elot et al., 2019], which also uses a stronger architecture than ours. The results on SVHN
are mixed though NFK-128dis competitive with the top performing approaches. The results
demonstrated the e!ectiveness of NFK embeddings from unsupervised generative models in
semi-supervised learning, showing promising sample e"ciency for Q4.

NFK Representations for Knowledge Distillation . We next test the e!ectiveness
of using low-rank NFK embedding for knowledge distillation in the supervised learning set-
ting. We include more details of the distillation method in the Appendix. Our experiments
are conducted on CIFAR10, with a teacher set as the WRN-40-2model and student being
WRN-16-1. After training the teacher, we compute the low-rank approximation of NFK of
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Table 3. Supervised knowledge distillation results (classification accuracy
on test dataset) on CIFAR10 against baseline methods KD [Hinton et al.,
2015], FitNet [Romero et al., 2015], AT [Zagoruyko and Komodakis, 2017],
NST [Huang and Wang, 2017], VID-I [Ahn et al., 2019], numbers are from
[Ahn et al., 2019].

Teacher Student KD FitNet AT NST VID-I NFKD (ours)
ACC 94.26 90.72 91.27 90.64 91.60 91.16 91.85 92.42

the teacher model, using top-20 eigenvectors. We include more details about the distilla-
tion method setup in the Appendix. Our results are reported in Table. 3. We see that our
method achieves superior results compared to other competitive baseline knowledge distilla-
tion methods, which mainly use the logits and activations from teacher network as distillation
target.

6.5. Conclusions
In this work, we propose a novel principled approach to representation extraction from

pre-trained neural network models. We introduce NFK by extending the Fisher kernel to
neural networks in both unsupervised learning and superevised learning settings, and propose
a novel low-rank kernel approximation algorithm, which allows us to obtain a compact feature
representation in a highly e"cient and scalable way.
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Chapter 7

Conclusion

7.1. Discussion
This dissertation has presented a comprehensive investigation into advancing generative

modeling and unsupervised representation learning. Through the four research articles, novel
techniques have been introduced across multiple fronts to push the boundaries of generative
models.

The first thrust of this thesis focused on enhancing the sample quality and controllability
of generative models. In the first article, we demonstrated how any pre-trained GAN could
be reformulated into an equivalent energy-based model defined on the latent space. This
enabled running e"cient Markov chain Monte Carlo sampling in the latent space to gener-
ate new samples that minimize the energy, leading to significantly improved sample quality
without any retraining. The energy-based perspective also opened up new possibilities for
controlling GAN samples by leveraging the compositional structure of the energy function.
In the second article, we proposed an information-theoretic framework for learning gener-
ative models with structured and controllable latent variables from multivariate data. By
representing desired inductive biases as Bayesian networks, structural regularizations could
be imposed on the joint distribution of observations and latents. An information-bottleneck
objective was derived to enforce these structures while learning compact representations.
This principled approach enabled incorporating prior knowledge and deriving objectives for
tasks like multi-modal modeling, algorithmic fairness, and invariant representations.

The second focal point of this thesis was unsupervised learning of meaningful represen-
tations with generative models. In the third article, we presented a flexible energy-based
approach for learning object-centric scene representations. Key properties like permutation
invariance were enforced through attention mechanisms. E"cient MCMC inference produced
robust probabilistic object representations. The simplicity and generality of this formulation
made it amenable to complex real-world data. In the last article, we proposed Neural Fisher
Kernels to extract compact and meaningful representations from pretrained models in fully



unsupervised settings. We showed this could be computed for various architectures and
empirically verified that Neural Fisher Kernels exhibit low-rank structure. This motivated
an e"cient algorithm to obtain low-rank approximations as compact feature embeddings
competitive for unsupervised, semi-supervised, and supervised tasks.

In summary, this dissertation has advanced generative modeling on multiple fronts
through:

• Novel sampling techniques to improve quality and enable control of GANs.
• A unified information-theoretic framework for learning structured and controllable

latent variable generative models.
• Flexible energy-based formulation for unsupervised learning of object-centric scene

representations.
• E"cient low-rank kernel approximation algorithm to extract meaningful representa-

tions from pretrained generative models.
While these articles are robust in their findings and methodologies, it is essential to

remain conscious of their limitations. The complexities inherent in generative models and
the evolving nature of the field imply that no single approach will remain unchallenged or be
devoid of refinements. Some methods might still demand computational prowess or specific
configurations to exhibit their full potential. Additionally, the dance between controllability,
steerability, and quality might sometimes introduce trade-o!s, nudging the community to
continually iterate and refine.

Beyond these limitations, the overarching goal of developing generative models that
not only synthesize data but also discover meaningful abstractions, remains elusive. Key
open challenges include improving sample diversity, enforcing greater disentanglement, in-
corporating rich inductive biases, developing better evaluation metrics, enhancing control-
lability, and scaling to complex multimodal distributions. Tackling these could catalyze
progress across generative modeling, representation learning, controllable generation, and
data-e"cient learning.

7.2. Future Research Directions
Building on the foundational insights and advancements of this dissertation, several

promising avenues beckon further exploration.
Scalable Multi-Modal Generative Models As generative models continue to set

benchmarks in various domains, a forward-thinking and ambitious direction in research lies
in the creation and optimization of scalable multi-modal generative models. Inspired by
the significant strides made by large language models like OpenAI GPT, one can envision a
generative model capable of handling a diverse range of data types seamlessly—be it text,
images, videos, or audio. Such a unified framework promises not only to bridge the gaps
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between individual data modalities but also to leverage the intricate relationships among
them.

The prowess of models like GPT showcases that scalability and fine-tuning on vast
datasets can lead to models with unprecedented generalization abilities. When this success
is transposed to multi-modal domains, we are essentially looking at a model that doesn’t
just understand text but can also visualize, hear, and potentially even ’feel’ data. Such
multi-modal understanding would be transformative, as it would enable the model to draw
rich connections across modalities.

The development of a scalable multi-modal generative model would require robust archi-
tectures that can handle the di"culties of each modality, coupled with training strategies
that can e!ectively stitch together the disparate data sources. The computational demands
would also be enormous, given the heterogeneity of data and the complexity of their rela-
tionships. Yet, the potential payo!s are enormous. In fields ranging from content creation
to medical imaging, a model that understands and generates across multiple modalities can
be revolutionary.

Moreover, such a model would redefine the boundaries of AI-human interactions. Imagine
a scenario where a user converses with an AI, not just through text, but through sketches,
sounds, or even abstract concepts represented visually. The AI could respond in kind, choos-
ing the most appropriate modality for its response, or even mixing and matching them
for richer communication. The next frontier in generative modeling might very well be one
where modalities blur, and a holistic understanding of data is achieved. This endeavor, while
ambitious, holds the promise of catapulting generative models into an era of multi-sensory
understanding and generation.

Incorporating Symbolic Knowledge While neural generative models have made
strides in unsupervised learning, their inductive biases remain limited compared to human
intuition. Advances in neuro-symbolic learning present opportunities to incorporate sym-
bolic knowledge and human priors into generative models. Explicitly encoding constraints,
structural dependencies, and abstract concepts through logical rules and knowledge graphs,
and grounding them in generative model training, can enable more human-like learning.

Advanced Energy-Based Models The energy-based perspective adopted in this thesis
for reformulating GANs and learning object-centric scene representations has showcased the
promise of energy-based models. However, we have only scratched the surface of what
advanced energy-based techniques can potentially o!er for generative modeling. An exciting
research direction is to devise techniques that can combine energy-based formulations with
other cutting-edge architectures and techniques. For instance, energy functions could be
used to refine and sharpen samples from another generative model, or be incorporated into
hybrid model objectives. Exploring probabilistic energy-based models that connect energies
with well-defined distributions is another avenue. The compositionality and interpretabity
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of energy-based models makes them well-suited for controllable generation - an aspect that
warrants deeper investigation. On the representation learning front, contrastive energy-based
objectives hold promise for discovering latent spaces that disentangle factors of variation.
Overall, energy-based perspectives o!er a rich and still relatively untapped toolbox that
could catalyze progress in generative modeling research.

Novel Sample Quality Metrics While sample visual fidelity has improved, metrics
beyond pixel-level similarity are needed to e!ectively evaluate sample diversity and coverage
over the data distribution. Metrics based on precision and recall over distribution modes,
sample uniqueness and coherence, and robustness to perturbations, should be explored.
Generating large-scale labeled datasets for evaluating sample quality also remains an open
challenge.

Interactivity and Human-in-the-Loop Generative Modeling While automated
generative models have made remarkable progress, e!ectively bridging the gap between these
models and human intuition remains an open challenge. Most models today operate in a
closed loop - data goes in, samples come out. To enable more intuitive and controllable
generation, an exciting frontier is developing interactive frameworks where the human is
in the loop. The key idea is to allow users to continuously provide real-time feedback
to steer the model as it generates samples. This allows incorporating subjective human
aesthetics, preferences, and goals that are hard to encode automatically. Interactivity also
facilitates more intuitive exploration of the latent space. Architecting interfaces and training
schemes that can encode fuzzy human feedback into gradients for interactive optimization of
generative models remains an open research problem. If solved, it would open up applications
ranging from creative tools for artists and designers to assistive co-creation agents.

Ethical Considerations and Fairness in Generative Models As generative model-
ing finds increasing applicability across domains like healthcare, finance, robotics, and more,
scrutinizing these models through an ethical lens grows vital. Since generative models de-
rive patterns from data distributions, any biases and stereotypes endemic to the training
data risk getting perpetuated or exaggerated through generation. Promoting algorithmic
fairness by proactively counteracting learned biases is hence crucial. Techniques that can
inject ethical priors and constraints into generative models to steer generation away from
ethically problematic outcomes warrant investigation. Beyond data biases, the authenticity
of synthetically generated content and potential for misuse also raise valid societal concerns.
Research focused on quantifying and mitigating the dangers from malicious applications of
generative models will grow relevant. Broader initiatives around codes of ethics, auditing
processes, and public policy guidelines will play complementary roles in shaping the future
trajectory of generative modeling research in an ethical and socially responsible manner.

By making progress along these research fronts, we can unlock the fullest potential of gen-
erative models and culminate the vision of models that not only mimic but also understand.
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With their remarkable ability to capture complex data distributions, generative models show
immense promise as a stepping stone towards artificial general intelligence. But realizing this
potential will require surmounting key challenges that still confront the field. It is hoped
that this dissertation has provided some valuable steps to advance us closer towards that
goal.
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Appendix A

Article 1: Supplemental Material

A.1. Proofs

A.1.1. Proof of the Main Theorem

Lemma 2. On spaceX there is a probability distribution p(x). r(x) : X ↖ [0,1] is a

measurable function onX. We consider sampling fromp, accepting with probabilityr(x),
and repeating this procedure until a sample is accepted. We denote the resulting probability

measure of the accepted samplesq(x). Then we have:

q(x) = p(x)r(x) / Z, Z = Ep[r(x)]. (A.1.1)

Proof. From the definition of rejection sampling, we can see that in order to get the
distribution q(x), we can sample x from p(x) and do rejection sampling with probability
r$(x) = q(x) / (Mp(x)), where M ↙ q(x)/ p(x) for all x. So we have r$(x) = r(x) / (ZM).
If we choose M = 1/ Z, then from r(x) ∝ 1 for all x, we can see that M satisfies
M ↙ q(x)/ p(x) = r(x) / Z, for all x. So we can choose M = 1 / Z, resulting in
r(x) = r$(x). !

Theorem 2. Assumepd is the data generating distribution, andpg is the generator distribu-

tion induced by the generatorG : Z ↖ X , whereZ is the latent space with prior distribution

p0(z). DeÞnep%
d = elog pg (x)+ d(x)/ Z0, whereZ0 is the normalization constant.

Assumepg and pd have the same support. This assumption is typically satisÞed when

dim(z) ↙ dim(x). We address the case thatdim(z) < dim(x) in Corollary 2. Further,

let D(x) be the discriminator, andd(x) be the logit ofD, namely D(x) = ς (d(x)). We

deÞne the energy functionE(z) = ↗ log p0(z) ↗ d(G(z)), and its Boltzmann distribution

pt(z) = e" E (z)/ Z. Then we have:

(1) p%
d = pd whenD is the optimal discriminator.



(2) If we sample z ↔ pt , and x = G(z), then we havex ↔ p%
d. Namely, the induced

probability measureG ′ pt = p%
d.

Proof. (1) follows from the fact that when D is optimal, D(x) = pg

pd + pg
, so D(x) = ς(log pd↗

log pg), which implies that d(x) = log pd ↗ log pg (which is finite on the support of pg due to
the fact that they have the same support). Thus, p%

d(x) = pd(x)/ Z0, we must have Z0 = 1
for normalization, so p%

d = pd.
For (2), for samples x ↔ pg, if we do rejection sampling with probability

p%
d(x)/ (Mpg(x)) = ed(x)/ (MZ0) (where M is a constant with M ↙ p%

d(x)/ pg(x)), we
get samples from the distribution p%

d. We can view this rejection sampling as a rejection
sampling in the latent space Z, where we perform rejection sampling on p0(z) with accep-
tance probability r(z) = p%

d(G(z))/ (Mpg(G(z))) = ed(G(z)) / M . Applying lemma 1, we see
that this rejection sampling procedure induces a probability distribution pt(z) = p0(z)r(z)/C

on the latent space Z. C is the normalization constant. Thus sampling from p%
d(x) is

equivalent to sampling from pt(z) and generating with G(z). !

Corollary 2. Assumepd is the data generating distribution with small Gaussian noise added.

The generatorG : Z ↖ X is a deterministic function, whereZ is the latent space endowed

with prior distribution p0(z). Assume z$
↔ p1(z$) = N(0,1; z) is an additional Gaussian

noise variable withdim z$ = dim X . Let φ > 0, denote the distribution of the extended

generator G%(z,z$) = G(z) + φz$ as pg. D(x) is the discriminator trained betweenpg and

pd. Let d(x) be the logit ofD, namely D(x) = ς (d(x)). DeÞne p%
d = elog pg (x)+ d(x)/ Z0,

where Z0 is the normalization constant. We deÞne the energy function in the extended

latent spaceE(z,z$) = ↗ log p0(z) ↗ log p1(z$) ↗ d(G%(z,z$)), and its Boltzmann distribution

pt(z,z$) = e" E (z,z! )/ Z. Then we have:

(1) p%
d = pd whenD is the optimal discriminator.

(2) If we sample(z,z$) ↔ pt , and x = G%(z,z$), then we havex ↔ p%
d. Namely, the induced

probability measureG%
′ pt = p%

d.

Proof. Let G%(z,z$) be the generator G defined in Theorem 1, we can see that pd and pg

have the same support. Apply Theorem 1 and we deduce the corollary. !

A.2. An Analysis of WGAN

A.2.1. An Analysis of the DOT algorithm

In this section, we first give an example that in WGAN, given the optimal discriminator
D and pg, it is not possible to recover pd.
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Consider the following case: the underlying space is one dimensional space of real numbers
R. pg is the Dirac ↼-distribution ↼" 1 and data distribution pd is the Dirac ↼-distribution ↼a,
where a > 0 is a constant.

We can easily identity function f(x) = x is the optimal 1-Lipschitz function which sepa-
rates pg and pd. Namely, we let D(x) = x is the optimal discriminator.

However, D is not a function of a. Namely, we cannot recover pd = ↼a with information
provided by D and pg. This is the main reason that collaborative sampling algorithms based
on W-GAN formulation such as DOT could not provide exact theoretical guarantee, even if
the discriminator is optimal.

A.2.2. Mathematical Details of Approximating WGAN with EBMs

In the paper, we show that the optimization of WGAN can be viewed as an approximation
of an energy-based model. We present more details here.

For Eq. (3):

↑#KL(pd||pt) =↑#Epd [↗ log pt(x)]

=↑#Epd [↗ log pg(x) ↗ D(x) + log Z]

= ↗ Epd [↑#D(x)] + Epd [↑# log Z]

= ↗ Epd [↑#D(x)] + ↑#Z/Z

= ↗ Epd [↑#D(x)] +
$

x
[pg(x)eD (x)

↑#D(x)]/Z

= ↗ Epd [↑#D(x)] +
$

x
[pt(x)↑#D(x)]

=Ept [↑#D(x)] ↗ Epd [↑#D(x)]

(A.2.1)

For Eq. (4):

↑! KL(pg||p$
t) =↑! Epg [log pg(x) ↗ log p$

t(x)]

=Epg [↑! log pg(x)] +
$

x
[log pg(x) ↗ log p$

t(x)]↑! pg(x)

=0 +
$

x
[↗D(x)]↑! pg(x)

= ↗
$

x
D(x)↑! pg(x)

= ↗ ↑! Epg [D(x)] = ↗Ez# p0(z) [↑! D(G(z))]

(A.2.2)

A.3. Experimental details
Source code of all experiments of this work is included in the supplemental material ,

where all detailed hyper-parameters can be found.
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A.3.1. Synthetic

The 25-Gaussians dataset is generated by a mixture of twenty-five two-dimensional
isotropic Gaussian distributions with variance 0.01, and means separated by 1, arranged
in a grid. The Swiss Roll dataset is a standard dataset for testing dimensionality reduc-
tion algorithms. We use the implementation from scikit-learn, and rescale the coordinates
as suggested by [Tanaka, 2019]. We train a Wasserstein GAN model with the standard
WGAN-GP objective. Both the generator and discriminator are fully connected neural net-
works with ReLU nonlinearities, and we follow the same architecture design as in DOT
[Tanaka, 2019], while parameterizing the prior with a standard normal distribution in-
stead of a uniform distribution. We optimize the model using the Adam optimizer, with
ϖ = 0.0001, ϱ1 = 0.5, ϱ2 = 0.9.

A.3.2. CIFAR-10 and CelebA

For CIFAR-10 dataset, we adopt the Spectral Normalization GAN (SN-GAN) [Miyato
et al., 2018] as our baseline GAN model. We take the publicly available pre-trained models of
unconditional SN-GAN and apply DDLS. For CelebA dataset, we adopt DCGAN and WGAN
as the baseline model following the same setting in [Radford et al., 2016]. We first sample
latent codes from the prior distribution, then run the Langevin dynamics procedure with
an initial step size 0.01 up to 1000 iterations to generate enhanced samples. Following the
practice in [Welling and Teh, 2011] we separately set the standard deviation of the Gaussian
noise as 0.1. We optionally fine-tune the pre-trained discriminator with an additional fully-
connected layer and a logistic output layer using the binary cross-entropy loss to calibrate
the discriminator as suggested by [Azadi et al., 2019, Turner et al., 2019].

We show more generated samples of DDLS during langevin dynamics in Fig. 4. We run
1000 steps of Langevin dynamics and plot generated sample for every 10 iterations. We

include 10000 more randomly generated samples in the supplemental material.

A.3.3. Imagenet

We introduce more details of the preliminary experimental results on Imagenet dataset
here. We run the Langevin dynamics sampling algorithm with an initial step size 0.01 up
to 1000 iterations. We decay the step size with a factor 0.1 for every 200 iterations. The
standard deviation of Gaussian noise is annealed simultaneously with the step size. The
discriminator is not yet calibrated in this preliminary experiment.

A.4. DDLS Algorithm
We show the detailed algorithm using Langevin dynamics in Alg. 6.
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Fig. 1. CIFAR-10 Langevin dynamics
visualization, initialized at a sample
from the generator (left column). The
latent space Markov chain appears to
mix quickly, as evidenced by the diverse
samples generated by a short chain.
Additionally, the visual quality of the
samples improves over the course of
sampling, providing evidence that DDLS
improves sample quality.

Fig. 2. Top-5
nearest neighbor
images (right
columns) of gen-
erated CIFAR-10
samples (left col-
umn).

Algorithm 6 Discriminator Langevin Sampling
Input: N ≃ N+ ,φ > 0
Output: Latent code zN ↔ pt(z)
Sample z0 ↔ p0(z).
for i < N do

ni ↔ N(0,1)
zi +1 = zi ↗ φ/2↑zE(z) +

⇑
φni

i = i + 1
end for

A.5. Hybrid WGAN-EBM Training Algorithm
In Sec. 3.4, we described an EBM algorithm which WGAN is approximately optimizing.

Here we detail this algorithm in Alg. 7.
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Fig. 3. Progression of Inception Score with more Langevin dynamics sampling
steps.

Algorithm 7 WGAN-EBM Hybrid Algorithm
Input: N ≃ N+ ,φ > 0,↼ > 0, Initialized D#(x), G! (z)
Output: Trained D#(x), G! (z)
for Model Not Converged do

Sample a batch zk
0 ↔ p0(z),k = 1,2, · · · M .

Sample a batch of real data xk , k = 1,2, · · · M .
for i < N do

nk
i ↔ N(0,1)

zk
i +1 = zk

i ↗ φ/2↑zE(zk
i ) +

⇑
φnk

i , {E(z) = ↗ log p0(x) ↗ D(G(z))}
i = i + 1

end for
ϑ = ϑ ↗ ↼(# M

k=1 ↑#D(G(zk
N )) ↗ ↑#D(xk))

↽ = ↽ + ↼
# M

k=1 ↑! D(G(zk
0))

end for
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Fig. 4. CIFAR-10 Langevin dynamics visualization
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Appendix B

Article 3: Supplemental Material

B.1. Proofs

B.1.1. Proofs of results in section 4.3 framework

B.1.1.1. Generalized MIB objective. We generalized the original MIB structural varia-
tional learning objective inEq. 4.3.6. We show that by choosing C1 = DKL (qε ∞ pω), T = 1
and G

1 = G
* , K = 1, we can recover the original MIB objectiveEq. 4.3.3.

Proposition B.1.1. Let X ↔ P (X), and let G
* be an empty Bayesian network overX. Then

D(p ∞ G
* ) = min

q|= G
DKL (p ∞ q) = Ip(X) ↗ I

G#

p (X) = Ip(X) (B.1.1)

Proof. By definition, we have I
G#

p (X) = 0. !

Then we can see that our objective is equivalent to the original MIB objectiveEq. 4.3.3 when
ϖ1 = 1, ϱ1 = ⇀.

L = Ldist + Lstr_ reg = ϖ1DKL (qε ∞ pω) + ϱ1D(qε ∞ G
* ) = ϖ1DKL (qε ∞ pω) + ϱ1I

Gq

q (B.1.2)

B.1.1.2. Derivation of Eq. 4.3.10.

qε(z | xS) ↘ pω(z)
*

i ( S

qε(z | xi )
pω(z)

= pω(z)
*

i ( S

M*

j =1

(q̃ε(zj | xi ))m q
ij

=
M*

j =1

+

, pω(zj )
*

i ( S

(q̃ε(zj | xi ))m q
ij

-

.

(B.1.3)

B.1.1.3. Full table 2. We show the full Table 2 in Table 1.



Table 1. A unified view of {single/multi}-{modal/domain/view} models

Models N 1∈ 2∈ G
q

G
p

Ldist Lstr_ reg

VAE 1 ∋ ∋

!
G

q
single

" !
G

p
single

"
[1, C1] []

ICA 1 ∋ ∋

!
G

q
single

"
[] [] [!, G

p
single]

GAN 1 ∋ ∋ [] G
p
single [1, C2] []

InfoGAN 1 ∋ ∋ [] G
p
single [1, C2] [1, G

InfoGAN ]

! -VAE 1 ∋ ∋

!
G

q
single

" !
G

p
single

"
[1, C1], [! ↗ 1, C3] [! ↗ 1, G

* ]

! -TCVAE 1 ∋ ∋

!
G

q
single

" !
G

p
single

"
[1, C1], [" 2, C3] [!, G

p]

BiVCCA 2 ∋ ∋

!
G

q
marginal

" !
G

p
joint

"
[" i , C4(x i , z)]] []

JMVAE 2 ∋ ∋

!
G

q
joint

" !
G

p
joint

"
[1, C1] [! i , G

str
cross(x i )]

TELBO 2 ∋ ∋

!
G

q
joint ,Gq

marginal

" !
G

p
joint

"
[1, C1] [! i , G

str
marginal (x i )]

MVAE N ∋ ∋

!
G

q
joint ,Gq

marginal

" !
G

p
joint

"
[1, C1] [! i , G

str
marginal (x i )]

Wyner 2 " ∋

!
G

q
joint ,Gq

marginal

" !
G

p
joint

"
[1, C1] [! i , G

str
cross(x i )],[! i , G

str
private (x i )]

DIVA 3 " ∋

!
G

q
marginal

" !
G

p
joint

"
[1, C1] [! i , G

str
private (x i )]

OURS-MM N " " [Gq
full ] [Gp

full ] [1, C0] [! i , G
str
cross({x i })]

B.1.2. Proof of results in section 4.4.1 single-modal generative

mode

B.1.2.1. Unifying disentangled generative models. ϱ-VAE For ϱ-vae we have

L =Ldist + Lstr_ reg

=C1 + (ϱ ↗ 1)C3 + (ϱ ↗ 1)Lstr_ reg(G* )

=C1 + (ϱ ↗ 1)C3 + (ϱ ↗ 1)D(qε ∞ G
* )

=Eq" log pω(x | u) + Eq" DKL (qε(u | x) ∞ pω(u)) + (ϱ ↗ 1)DKL (qε(u) ∞ pω(u)) + (ϱ ↗ 1)Iq(x ; u)

=Eq" log pω(x | u) + (1 + ϱ ↗ 1)DKL (qε(u) ∞ pω(u)) + (1 + ϱ ↗ 1)Iq(x ; u)

=Eq" log pω(x | u) + ϱEq" DKL (qε(u | x) ∞ pω(u))

⇐L$" vae

(B.1.4)
where we include the structural regularization Lstr_ reg using an empty Bayesian network
G

$" vae
⇐ G

* . Thus we show that the ϱ-vae objective is equivalent to imposing another
empty Bayesian network structure in the latent space which implies the independent latent
factors.
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TCVAE Chen et al. [2018] We further show that how we can unify other total-
correlation based disentangled representation learning models Chen et al. [2018], Esmaeili
et al. [2019], Kim and Mnih [2018] by explicitly imposing Bayesian structure G

p as structural
regularization, where a factorized prior distribution is assumed.

L = C1 + ϖ2C3 + ϱLstr_ reg

Lstr_ reg = D(qε ∞ G
p) = I

Gq

q ↗ I
Gp

q =
M$

j

Iq(x ; uj ) ↗ Iq(x ; u) = Iq(u) ↗ Iq(u | x) = Iq(u) ⇐ TC(u)

(B.1.5)
Since we assume a factorized posterior distribution qε(u | x), we have Iq(u | x) = 0 in
the last line of above objective. Thus the total-correlation minimization term emerges as a
structural regularization term naturally in our framework.

B.1.3. Proof of results in section 4.4.2 multi-modal/domain/view

generative model

B.1.3.1. Unifying multi-modal/domain/view generative models. We show that we can
obtain several representative multi-modal generative models as special cases of our proposed
framework here.

JMVAE Suzuki et al. [2017] We can see that the objective of JMVAE is a speacial
case of our proposed objective when N = 2.

Wyner-VAE Ryu et al. [2020] By using structural regularization D(qε ∞ G
str
cross(xi )),

we show that we can obtain the mutual information regularization term appeared in the
learning objective of Wyner-VAE Ryu et al. [2020]

Lstr_ reg = D(qε ∞ G
str
cross(xi )) = I

Gq

q ↗ I
Gstr

cross (x )
q

= Iq(x1 ; u1) + Iq(x2 ; u2) + Iq(x1, x2 ; z) ↗ Iq(x1 ; u1) ↗ Iq(x2 ; u2) = Iq(x1, x2 ; z)

L = Ldist + Lstr_ reg = ϱIq(x1, x2 ; z) + Ldist ⇐ Lwyner " vae

(B.1.6)
CorEx Steeg and Galstyan [2014] One of the most interesting model with similar

goal to decorrelate observed variables is CorEx Steeg and Galstyan [2014, 2015, 2016], Gao
et al. [2019], whose objective is

max
Gj ,q" (zj |x G j )

LCorEx =
M$

j =1

TC
/
xGj

0
↗ TC

/
xGj | zj

0

s.t. Gj △ Gj ! += j = ▽

(B.1.7)

For each 1 ∝ j ∝ M , CorEx objective aims to search for a latent variable Zj to achieve max-
imum total-correlation reduction TC

/
xGj

0
↗ TC

/
xGj | zj

0
of a group of observed variables

XGj . We use Mq
:,j and Mp

i, : to represent Gj equivalently, then our objective is
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Ldist = D(qε ∞ G
p) = I

Gq

q ↗ I
Gp

q =
M$

j =1

Iq(zj ; xm q
j ) ↗

N$

i =1

Iq(zm p
i ; xi )

=
M$

j =1

N$

i =1

mq
ij Iq(zj ; xi ) +

M$

j =1

!
Iq(xm q

j | zj ) ↗ Iq(xm q
j )

"
↗

N$

i =1

M$

j =1

mp
ij Iq(zj ; xi ) ↗

N$

i =1

!
Iq(zm p

i | xi ) ↗ Iq(zm p
i )

"

∝

M$

j =1

!
Iq(xm q

j | zj ) ↗ Iq(xm q
j )

"
+

N$

i =1

Iq(zm p
i )

⇐ ↗LCorEx +
N$

i =1

Iq(zm p
i )

(B.1.8)
Thus with structural regularization G

p we obtained an objective coincides with CorEx-based
variational autoencoder Gao et al. [2019], which is also upper-bound of original CorEx ob-
jectiveSteeg and Galstyan [2014] with additional disentanglement regularization over latent
variables.

B.1.3.2. Derivation of objectiveEq. 4.4.1. We show the detailed derivation of the learning
objective of our multi-domain generative model here. As introduced in 4.4.2, we impose N

structural regularization for each individual XS = {Xi } as D(qε ∞ G
str
cross ({xi })). First we

hvae
Proposition B.1.2. We have following upper-bound

1
N

N$

i =1

D(qε ∞ G
str
cross ({xi })) ∝ Lu +

N$

i =1

Eq" DKL (qε(z | x) ∞ qε(z | xi )) (B.1.9)
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Proof.

1
N

N$

i =1

D(qε ∞ G
str
cross ({xi })) = Iq(u ; x) + 1

N

N$

i =1

1

2Iq(z ; x) ↗ Iq(z ; xi ) ↗

N$

k+= i

Iq(z ; xk)
3

4

= Iq(u ; x) + 1
N

N$

i =1

Iq(z ; x) + 1
N

N$

i =1

1

2↗Iq(z ; xi ) +
N$

k+= i

Iq(z ; xk)
3

4

= Iq(u ; x) + Iq(z ; x) ↗

N$

i =1

Iq(z ; xi )

= Eq" DKL

/
qε(u | x)

5
5
5 qmg

ε (u)
0

+
N$

i =1

Eq" DKL

/
qε(z | x)

5
5
5 qmg

ε (z | xi )
0

= Eq" DKL (qε(u | x) ∞ pω(u)) +
N$

i =1

Eq" DKL (qε(z | x) ∞ qε(z | xi ))

↗ Eq" DKL

/
qmg

ε (u)
5
5
5 pω(u)

0
↗

N$

i =1

Eq" DKL

/
qmg

ε (z | x)
5
5
5 qε(z | xi )

0

∝ Eq" DKL (qε(u | x) ∞ pω(u)) +
N$

i =1

Eq" DKL (qε(z | x) ∞ qε(z | xi ))

= Lu +
N$

i =1

Eq" DKL (qε(z | x) ∞ qε(z | xi ))

!

where qmg
ε (u) ⇐ Eq" qε(u | x) and qmg

ε (z | xi ) = Eq" (x |x i )qε(z | x) denote the induced
marginalization of qε(x, u, z). Note that by using the above upper-bound, the inference net-
work distribution qε(z | xi ) introduced in 4.3.4 is trained to approximate the true marginal-
ization qmg

ε (z | x). Thus we have following full objective

L = Ldist + Lstr_ reg = DKL (qε(x, z, u) ∞ pω(x, z, u)) + 1
N

N$

i =1

D(qε ∞ G
str
cross ({xi }))

= ↗Eq" (z,u |x ) log pω(x | z, u) (Lx )

+ Eq" (x )DKL (qε(u | x) ∞ pω(u)) (Lu )

+
N$

i =0

Eq" (x )DKL (qε(z | x) ∞ qε(z | xi )) (Lz)

⇐ Lx + Lu + Lz (B.1.10)

We use qε(z | x0) ⇐ pω(z) for the simplicity of notations. We further show that Lz can
be viewed as a generalized JS-divergence for the reverse KL-divergence Nielsen [2019]. We
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decompose Lz regarding each latent variable Zj ,

Lz =
M$

j =1

Lzj , qε(zj | x) ↘

N*

i =0

qε(zj | xi )%ij

Lzj = DKL $

JS (qε(zj | x0), qε(zj | x1), . . . , qε(zj | xN ))
N$

i =0

⇀i = 1, ⇀0j = 1 ↗

N$

i =1

mq
ij , ⇀ij = mq

ij i > 0

(B.1.11)

where we use KL% to denote the reverse KLD and following the same notation in Nielsen
[2019] for the generalized JSD.

B.1.4. Proof of results in section 4.5 case study: fair representa-

tion learning

We show the detailed derivation of the learning objective 4.5.1 here.

L = Ldist + Lstr_ reg = DKL (qε(x, z, u) ∞ pω(x, z, u)) + ϱ1D(qε ∞ G
str
informative ) + ϱ2D(qε ∞ G

str
invariant )

= DKL (qε ∞ pω) + ϱ1Iq(x; a | z) + ϱ2Iq(z ; u) + const

∝ ↗Eq" log pω(x, a | z, u) + ϱ2Iq(z ; u) + (1 + ϱ1)Eq" DKL (qε(z | x, a) ∞ pω(z)) + const
(B.1.12)

We can interpret this derived learning objective as first seeking for a succinct latent
representation Z that captures the su"cient correlation between X and A, then Z is served
as a proxy variable to learn an informative representation U with all information relevant to
A eliminated by minimizing Iq(z ; u).

B.1.5. Details of section 4.6 case study: invariant risk minimiza-

tion

We show that the idea in Arjovsky et al. [2019] can be directly integrated into our
proposed framework by imposing stable Mp structure as constraints across environments,
measured by gradient-penalty term shown below

Lgp = Ldist + Eq" (e) ∞↑M p Lscore∞ (B.1.13)

B.2. Experiments

B.2.1. Generative modeling

Datasets Following the same evaluation protocol proposed by previous works Ryu et al.
[2020], Wu and Goodman [2018], we construct the bi-modal datasets MNIST-Label by using
the digit label as a second modality, MNIST-SVHN by pairing each image sample in MNIST
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with another random SVHN image sharing the same digit label and a bi-view dataset MNIST-
MNIST-Plus-1 by pairing each MNIST sample X1 with another random sample X2 correlated
as label(X1) + 1 = label(X2). We illustrate the data generating process using Bayesian
networks in Figure 1.

X1

U1 D

X2

U2

X1

U1 D

X2

U2D+1

MNIST-SVHN MNIST-Plus-1

Fig. 1. Bayesian networks for illustrating the data generating process of
MNIST-SVHN dataset and MNIST-PLUS-1 dataset.

Training details and hyper-parameters For MNIST-Label dataset, we use MLPs
with 2 hidden layers for both encoders and decoders, following the same neural network
architecture in Wu and Goodman [2018]. The dimension of Z modeling the shared infor-
mation is 2. The dimension of U1 modeling MNIST image is 20. We don’t include U2 in
this setting and set the dimension of U2 to 0. For MNIST-SVHN dataset, the dimension
of Z is 2, the dimension of U1 for MNIST is 20 and the dimension of U2 for SVHN is 20.
For MNIST-MNIST-Plus-1 dataset, the dimension of Z is 2, and the dimension of U1 for
MNIST is 20. We train the model using the Adam optimizer with a learning rate starting
from 0.001, and decay the learning rate by a factor 0.1 whenever a validation loss plateau
is found during training. We train the model up to 1000 epochs for all datasets. We learn
the structural variable M with steps_dist = 1 and steps_str = 3 in all experiments. We
use the same neural network architectures for encoder and decoder as Ryu et al. [2020] in
MNIST-SVHN and MNIST-MNIST-Plus-1 datasets.

Qualitative results of MNIST-Label Due to the space limit constraint, we include the
qualitative results of MNIST-Label experiment here. We show the conditionally generated
samples in figure 2.

B.2.2. Fairness

Training details and hyperparameter sensitivity We follow the same neural net-
work architecture design and evaluation process in Song et al. [2019]. The dimension of U is
10 for German and Adult datasets, the dimension of Z is 5. We find that the experimental
result is not sensitive to the dimension of Z when it’s in range 2 to 10. We train the model
up to 10000 epochs using Adam optimizer with leraning rate 0.001, and decay the learning
rate by a factor 0.1 when loss plateau is detected. We don’t train the structural variables
in this experiment. We re-scale the likelihood in objective to make the loss terms balance
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a b

Fig. 2. Conditionally generated samples when (a) label = 6 and (b) label = 7.
for the consideration of training stability. Numbers in table 3 are evaluated with 10 random
runs with di!erent random seeds.

B.2.3. Out-of-Distribution Generalization

Fig. 3. Training environment accuracy (Left) and testing environment accu-
racy (Right) on Colored-MNIST dataset

Colored MNIST Colored MNIST is an experiment that was used in [Arjovsky et al.,
2019], in which the goal is to predict the label of a given digit in the presence of varying
exterior factor e. The dataset for this experiment is derived from MNIST. Each member
of the Colored MNIST dataset is constructed from an image-label pair (x, y) in MNIST, as
follows.(1) Generate a binary label ŷobs from y with the following rule: ŷobs = 0 if y ≃ {0 ↔ 4} and

ŷobs = 1 otherwise.
(2) Produce yobs by flipping ŷobs with a fixed probability p.
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(3) Let xf ig be the binary image corresponding to y.
(4) Put yobs = x̂ch1, and construct xch1 from x̂ch by flipping x̂ch1 with probability pe.
(5) Construct xobs = xf ig ∋ [xch0, (1 ↗ xch0), 0].(that is, make the image red if xch1 = 1 and

green if xch1 = 0.) Indeed, xobs has exactly same information as the pair (xf ig , xch1).The goal of this experiment is to use the dataset with pe values in small compact range
(training dataset) to train a model that can perform well on all ranges of pe. In particular,
we use the dataset with pe ≃ {0.1, 0.2} and evaluate the model on the dataset with pe = 0.9.
For more details of Colored MNIST experiment, please consult the original article.

Training details We follow the same neural network architecture design of encoder
and evaluation process in Arjovsky et al. [2019]. The decoder is 1-layer MLP. We re-scale
the likelihood terms to make the gradient norm of each one stays in the same magnitude.
We train the model in a full-batch training manner, that the batch size is 50000. For
semi-supervised training, we randomly partitioned the dataset into two halfs and alternate
between training (X, E, Y) and (X, E). The dimension of Z is 4. Following the same practice
in Arjovsky et al. [2019], we use early-stopping on validation set as regularization. Numbers
in table 4 are evaluated with 10 random runs with di!erent random seeds. We illustrate
the training dynamics of our model by plotting the accuracy progression in both training
environments and testing environment in Figure 3.
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Appendix C

Article 2: Supplemental Material

C.1. Implementation Details

C.1.1. Datasets and Preprocessing

We describe more details about the datasets used in our experiments, and the prepro-
cessing steps we applied during training and evaluation.
CLEVR. We use the CLEVR [Johnson et al., 2017] dataset from the Multi-Object Datasets
library [Kabra et al., 2019]1. Each data example in the CLEVR dataset contains a rendered
image of a scene with a set of up to 10 objects. The multiple objects in the scene can possibly
occlude each other, and each object can be rendered with di!erent shapes (e.g., cube, sphere,
cylinder), colors (Red, Cyan, Green, Blue, Brown, Gray, Purple, Yello), sizes (small, large),
materials (rubber, metal), and positions (x and y coordinates). Following [Gre! et al., 2019,
Locatello et al., 2020], a center crop of the image followed by resizing to 128 ∋ 128 is applied
first, then we transform the RGB values to the range [↗1, 1].
Multi-dSprites. We use the Multi-dSprites dataset from the dSprites [Matthey et al., 2017]
dataset. More specifically, we use the variant with grayscale background and colored sprites
as done in [Gre! et al., 2019, Locatello et al., 2020]. Each data example in the Multi-dSprites
dataset contains a scene with up to 5 objects, and each object can be rendered with di!erent
shapes (ellipse, square, hear), colors (HSV space), scales (in [0.5, 1]), positions (x and y

coordinates, in [0, 1]) and orientations. Following [Gre! et al., 2019, Locatello et al., 2020],
we keep the resolution at 64 ∋ 64 and transform the RGB values to the range [↗1, 1].
Tetrominoes. We use the Tetrominoes dataset from the Multi-Object Datasets library [Kabra
et al., 2019]. Each data example in the Tetrominoes dataset contains a scene with exactly
3 tetris pieces with a black background. The tetris pieces can be rendered with di!erent

1https://github.com/deepmind/multi_object_datasets



shapes (19 di!erent shapes), colors (Yellow, Purple, Red, Blue, Green, Cyan), and posi-
tions (x and y coordinates). Following [Gre! et al., 2019, Locatello et al., 2020], we keep the
resolution at 35 ∋ 35 and transform the RGB values to the range [↗1, 1].
OOD dataset variants. For the evaluation of our model on constructed OOD datasets
with unseen object styles and colors, we use the library2 from the benchmark [Dittadi
et al., 2022]. To apply the random color transformation to the data examples, a color
jittering torchvision.transforms.ColorJitter(brightness=0.5, contrast=0.5,

saturation=0.5, hue=0.5) is applied to a randomly selected object in the scene. To apply
the random style transformation, neural style transfer is used to transfer the first 100K
samples from all datasets. Please refer to Figure.11 in [Dittadi et al., 2022] for qualitative
evaluation of the introduced visual e!ects of object style and color. For more detailed
descriptions of the transformations used for constructing the OOD dataset variants, please
refer to [Dittadi et al., 2022].

C.1.2. EGOModel Architecture

We introduced the detailed neural network architecture of our model used in our exper-
iments here.
Image Encoder. We use the same CNN backbone in the Slot-Attention work [Locatello et al.,
2020] to encode the visual scene input into a spatial feature map. For CLEVR dataset, the
CNN network consists of 4 convolutional layers with 5∋5 kernel size, [64, 64, 64, 64] channels,
[1, 1, 1, 1] zero-padding size respectively, and each convolutional layer is followed by a ReLU
activation function. Positional encoding is applied to the encoded feature map to provide
the representation with positional information for better modeling the consistency between
images and latent variables. More details about the CNN backbone architecture on Multi-
dSprites and Tetrominoes datasets can be found in [Locatello et al., 2020].
EGOModule. As illustrated in Figure 1, our model consists of several vanilla attention blocks.
For CLEVR and Multi-dSprites datasets, we use L = 3 cross-attention blocks, T = 3 sam-
pling steps, φ = 0.1 step size and K = 7 latent variables. We use 1 attention head, and
do not use any dropout in the attention layer or the MLP layer. For Tetrominoes dataset,
we found using L = 1 cross-attention block would also lead to near-perfect results. We
optionally learn the parameters of the initial Gaussian distribution of z0, and found it helps
in Tetrominoes dataset. We use Dz = 64 for all models across datasets, and all MLP layers
have the same number of hidden units with ReLU activation function.
Image Decoder. We use the spatial broadcast decoder to decode the inferred latent variables
into scene reconstruction. The decoder consists of several deconvolutional layers, augmented

2https://github.com/addtt/object-centric-library
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with positional encoding. For detailed description of the deconvolutional layers, please refer
to [Locatello et al., 2020].

C.1.3. Model training and evaluation

We implemented our model in Jax [Bradbury et al., 2018] and Flax [Heek et al., 2020]. We
train all models with batch size 128 using the Adam optimizer [Kingma and Ba, 2015] with a
learning rate 0.0002 for 500K steps. We use the cosine learning rate schedule [Loshchilov and
Hutter, 2017] with warmup steps 2500. We clip the gradients to maximum global norm 1,
though we generally found that the training process is quite stable without gradient clipping.
We train our models on 8 Nvidia A100 GPUs, and the training time on CLEVR dataset is
about 1 day, and within a few hours on Multi-dSprites and Tetrominoes datasets.

C.2. Additional Experiments
We provide additional experimental results on scene decomposition, scene manipulation,

and model ablation.

C.2.1. Scene Decomposition

We illustrate more examples of visualizing the scene decomposition and reconstruction
results at each sampling step across datasets in Figure 1, 2, accompanying the results shown
in Figure 3.

We additionally consider visualizing the per-step decomposition results in a more extreme
case when we have much more sampling steps T . In doing so, we train a model with T = 10
on Tetrominoes dataset and visualize the per-iteration reconstruction results in Figure 8. We
can see from the figure that after 6 iterations, the model already reconstructed the almost
complete scene, which can be seen as qualitative evidence for the su"ciency of using a small
number of sampling steps in the latent space.

Besides the ARI scores for evaluating the segmentation performance in unsupervised
object discovery task, we additionally evaluate our model in terms of other metrics, mean
squared error in reconstruction (MSE) and mean segmentation covering (mSC). Detailed
description of the metrics are introduced in [Dittadi et al., 2022]. We report the results in
Figure. 5. We see that EGOachieves comparable performance in terms of the reconstruction
quality compared to other methods, and the segmentation accuracy in terms of mSC remains
across di!erent datasets are consistent with the observation on ARI scores, where EGOshows
competative or superior performance.
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Fig. 1. Scene decomposition and reconstruction results at each sampling step
on CLEVR.

C.2.2. Scene Manipulation

We also show the per-iteration reconstruction results for the examples shown in Fig-
ure 4(a,b). In the first few iterations, the model recovers the global scene and then seeks
for the updates to satisfy the constraints of latent representation given by the joint energy
function.

C.2.3. Multi-Modality and Multi-Stability

We present qualitative visualization of the multi-modal posterior in EGO. Similar to [Gr-
e! et al., 2019], we construct a visual scene input with multiple possible explanations, and
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display the per-latent variable reconstructions in Figure. 6. We can see that without dis-
tinguishable clues like color and position, we can sample a set of di!erent segmentation
configurations to explain the ambiguous visual scene input, showing the multi-modality in
the learned posterior.

C.2.4. Model Ablation

We include more model ablation results, studying the e!ects of magnitude of noise in
sampling, number of attention blocks L, dropout rate in EGOMLP, dropout rate in EGO

attention layer, and gradient clipping norm on Tetrominoes. We plot the distribution of the
ARI scores for each configuration of the considered hyperparameters, grouped by the number
of sampling steps T in x-axis. We show the results in Figure 7. As can seen from the results,
our proposed model is robust to almost any configurations of the hyperparameters, where
near-optimal performance can be attained in each setup.
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Fig. 2. Scene decomposition and reconstruction results at each sampling step
on Multi-dSprites.
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!

Fig. 3. Scene manipulation: Combining objects from di!erent images into a
novel scene using learned energy function.

Fig. 4. Scene manipulation: Removing specific object from a scene using
learned energy function.

Fig. 5. Evaluation of reconstruction quality in MSE and segmentation accu-
racy in mSC.
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Fig. 6. Visualization of samples from multi-modal posterior from EGOon
Tetrominoes.
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(a) Number of sampling stepsT. (b) Magnitude of noise.

(c) Number of attention blocks L . (d) Dropout rate in MLP.

(e) Dropout rate in attention layer. (f) Gradient clipping norm.

Fig. 7. Model ablation results: ARI scores by varying individual hyperpa-
rameter choices, grouped by the number of sampling steps.
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Fig. 8. Scene decomposition and reconstruction results at each sampling step
on Tetrominoes.
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Appendix D

Article 4: Supplemental Material

D.1. Extended Preliminaries
We extend Sec. 6.2 to introduce additional technical background and related work.
Kernel methods in Deep Learning. Popularized by the NTK work Jacot et al.

[2018], there has been great interests in the deep learning community around the kernel view
of neural networks. In particular, several works have studied the low-rank structure of the
NTK, including [Baratin et al., 2021, Papyan, 2020, Canatar et al., 2020], which demonstrate
that empirical NTK demonstrates low-rankness and that encourages better generalization
theoretically. Our low-rank analysis of NFK shares a similar flavor, but generalizes across su-
pervised and unsupervised learning settings. Besides, we make an explicit e!ort in proposing
an e"cient implementation of the low-rank approximation, and demonstrate strong empirical
performances.

Unsupervised/self supervised representation learning. Unsupervised representa-
tion learning is an old idea in deep learning. A large body of work is dedicated to designing
better learning objectives (self supervised learning), including denoising [Vincent et al., 2010],
contrastive learning [Oord et al., 2018, Chen et al., 2020b, He et al., 2020], mutual informa-
tion based methods [Hjelm et al., 2019, Poole et al., 2019a, Zhang et al., 2020] and other
“pretext tasks" Jing and Tian [2020]. Our attempt falls into the same category of unsuper-
vised representation learning, but di!ers in that we instead focus on e!ectively extracting
information from a standard probabilistic model. This makes our e!ort orthogonal to many
of the related works, and can be easily plugged into di!erent family of models.

Knowledge Distillation. Knowledge distillation (KD) is generally concerned about the
problem of supervising a student model with a teacher model [Hinton et al., 2015, Ba and
Caruana, 2014]. The general form of KD is to directly match the statistics of one or a few
layers (default is the logits). Various works have studied the layer selection [Romero et al.,
2015] or loss function design aspects [Ahn et al., 2019]. More closely related to our work
is e!orts that consider the second order statistics between examples, including [Tung and



Mori, 2019, Tian et al., 2020]. NFKD di!ers in that we represent the teacher’s knowledge in
the kernel space, which is directly tied to the kernel interpretation of neural networks which
introduces di!erent inductive biases than layerwise representations.

Neural Tangent Kernel . Recent advancements in the understanding of neural net-
works have shed light on the connection between neural network training and kernel meth-
ods. In [Jacot et al., 2018], it is shown that one can use the Neural Tangent Kernel (NTK)
to characterize the full training of a neural network using a kernel. Let f(ω; x) denote a
neural network function with parameters ω. The NTK is defined as follows:

Kntk (x, z) = E! #P ! →↑ωf(ω; x), ↑ωf(ω; z)↓ . (D.1.1)

where Pω is the probability distribution of the initialization of ω. [Jacot et al., 2018] further
demonstrates that in the large width regime, a neural network undergoing training under
gradient descent essentially evolves as a linear model. Let ω0 denote the parameter values
at initialization. To determine how the function ft(ωt ; x) evolves, we may naively taylor
expand the output around ω0: ft+1 (ωt+1 ; x) ⇒ ft(ωt ; x) ↗ ⇁↑ωt ft(ωt ; x)! (ωt+1 ↗ ωt). As the
weight updates are given by ωt " 1 ↗ ωt = ↗

1
N ⇁

# m
i =1 ↑ωt Lt(xi ), hence we have ft+1 (ωt+1 ; x) ⇒

ft(ωt ; x) ↗ ⇁ 1
N

# N
i =1 Kntk (x, xi )↑f Lt(xi ).

The significance of the NTK stems from two observations. 1) When suitably
initialized, the NTK converges to a limit kernel when the width tends to infinity
limwidth ,' Kntk (x, z; ω0) = K̊ntk (x,z). 2) In that limit, the NTK remains frozen in its limit
state throughout training.

D.2. On the Connections between NFK and NTK
In Sec 6.3.1, we showed that our definition of NFK in the supervised learning setting bares

great similarity to the NTK. We provide more discussion here on the connections between
NFK and NTK.

For the L2 regression loss function, the empirical fisher information reduces to I =
1
N

# N
i =1 ↑ωfω(x)↑ωfω(x)! . Note that the fisher information matrix I is give by a covariance

matrix of J , while the NTK matrix is defined as the Gram matrix of J , where J is the
Jacobian matrix, implying they share the same spectrum, and that the NTK and the NFK
share the same eigenvectors. The addition of I

" 1 in the definition of Knfk can be seen as a
form of conditioning, facilitating fast convergence in all directions spanned by J .

Equation 6.3.3 also has immediate connections to NTK. In NTK, the kernel Kntk (x, x̄) ≃

RN & N is a matrix which measures the dot product of Jacobian for every pair of logits. The
NFK, on the other hand, reduces the Jacobian ↑ωfω(x) for each example x to a single vector
of dimension n (i.e., size of ω), weighted by the predicted probability of each class pω(y|x).
The other notable di!erence between NFK and NTK is the subtractive and normalize factors,
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Algorithm 8 Our proposed method: compute low-rank NFK feature embedding
1: V = !diag (#)P! , P ≃ R|ω|& k via truncated_svd (X, fω, topk =K, kernel_type ="NFK")
2: compute K (x, X)! !i ⇒ Vx diag (#i )Pi via JVP evaluation
3: obtain enfk (x%) ≃ Rk via Eq. 6.3.5 and Eq. 6.3.4

represented by Ex ! # p! (x ! )
#

y pω(y|x)↑ωf y
ω (x$) and I, respectively. This distinction is related

to the di!erence between Natural Gradient Descent [Amari, 1998, Karakida and Osawa,
2020] and gradient descent. In a nutshell, our definition of NFK in the supervised learning
setting can be considered as a reduced version of NTK, with proper normalization. These
properties make NFK much more scalable w.r.t. the number of classes, and also less sensitive
to the scale of model’s parameters.

To better see this, we can define an “unnormalized" version of NFK as Ku(x, x̄) =
[# y pω(y | x)↑ωf y

ω (x)]! #
y pω(y | x̄)↑ωf y

ω (x̄). It is easy to see that Ku has the same rank
as the original NFK K, as I

" 1 is full rank by definition. We can then further rewrite it as

Ku(x, x̄) =
$

y

$

øy

pω(y | x)pω(ȳ|x̄)↑ωf y
ω (x)!

↑ωf øy
ω (x̄) =

$

y

$

øy

pω(y | x)pω(ȳ | x̄)Ky ,øy
ntk (x,x̄)

(D.2.1)
In words, the unnormalized version of NFK can be considered as a reduction of NTK, where
the weights of each element is weighte by the predicted probability for the respective class. If
we further assume that the model of interest is well trained, as is often the case in knowledge
distillation, we can approximate the Ku as K

y $ , øy $

ntk (x,x̄), where y% = arg maxy pω(y | x)
and likewise for ȳ%. This suggests that the unnormalized NFK can roughly viewd as a
downsampled version of NTK. As a result, we expect the unnormalized NFK (and hence the
NFK) to exhibit similar low rank properties as demonstrated in the NTK literature.

On the low-rank structure of NTK . Consider the NTK Gram matrix Kntk ≃ RN & N

of some network Given the dataset {xi }
N
i =1 (for simplicity we assume a scalar output) and

its eigen decomposition Kntk = # m
j =1 εj uj u!

j . Let f ≃ RN denote the concatenated outputs.
Under GD in the linear regime, the outputs ft evolves according to:

̸j , u!
j (ft+1 ↗ ft) ⇒ ↗⇁εj u!

j ↑f L. (D.2.2)

The updates ft+1 ↗ ft projected onto the bases of the kernel therefore converge at di!erent
speeds, determined by the eigenvalues {εj }. Intuitively, a good kernel-data alignment means
that the ↑f L is spanned by a few eigenvectors with large corresponding eigenvalues, speeding
up convergence and promoting generalization.
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Algorithm 9 truncated_svd , Truncated SVD Algorithm for Low-rank Kernel Approxima-
tion. Comments are based on NTK for simplicity.

Input Dataset X ⇐ {xi }
N
i =1

Input Neural network model fω

Input Kernel type kernel , NFK or NTK
Input Low-rank embedding size K

Input Number of power iterations L = 10
Input Number of over samples U = 10

Output Truncated SVD of Jacobian J! (X) ⇒ Pk#kQ!
k

1: U = K + U {Size of augmented set of vectors in power iterations}
2: Draw random matrix ” ≃ RN & U

3: ” =matrix_jacobian_product (fω, X, ”, kernel ) {” = Jω(X)” ≃ RM & U}
4: for step = 1 to L do
5: ” =jacobian_matrix_product (fω, X, ”, kernel ) {” = J !

ω (X)” ≃ RN & U}
6: ” =matrix_jacobian_product (fω, X, ”, kernel ) {” = Jω(X)” ≃ RM & U}
7: ” =qr_decomposition (”)
8: end for
9: B =jacobian_matrix_product (fω, X, ”, kernel ) {B = J !

ω (X)” ≃ RN & U}
10: P, #, Q! = svd(B! )
11: P = ”P
12: Keep top rank-K vectors to obtain the truncated results Pk , #k , Q!

k
13: Return Pk , #k , Q!

k

Algorithm 10 jacobian_matrix_product
Input Neural network model fω

Input Input data X ≃ RB & D , where B is batch size
Input Input matrix M

Input Kernel type kernel , NFK or NTK
Output J !

ω (X)M for NTK, Fisher-vector-matrix-product V !
ω (X)M for NFK

1: jmp_fn = jax.vmap (jax.jvp )
2: P =jmp_fn(fω, X, M)
3: if kernel = "NFK" then
4: P = diag(I)" 1

2 (P ↗ Z!
ω M)

5: end if
6: Return P

D.3. Neural Fisher Kernel with Low-Rank Approxima-
tion

D.3.1. Neural Fisher Kernel Formulation

We provide detailed derivations of the various NFK formulations presented in Section. 6.3.
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Algorithm 11 matrix_jacobian_product
Input Neural network model fω

Input Input data X ≃ RB & D , where B is batch size
Input Input matrix M

Input Kernel type kernel , NFK or NTK
Output Jω(X)M for NTK, Fisher-vector-matrix-product Vω(X)M for NFK

1: mjp_fn = jax.vmap (jax.vjp )
2: P =mjp_fn(fω, X, M)
3: if kernel = "NFK" then
4: P = diag(I)" 1

2 (P ↗ ZωM)
5: end if
6: Return P

NFK for Energy-based Models . Consider an Energy-based Model (EBM)
pω(x) = exp(" E (x ;ω))

Z (ω) , where E(x) is the energy function parametrized by ω and
Z(ω) =

%
exp(↗E(x; ω))dx is the partition function, we could apply the Fisher ker-

nel formulation to derive the Fisher score Ux as

Ux = ↑ω log pω(x) = ↑ω log [exp(↗E(x; ω))] ↗ ↑ω log Z(ω)

= ↗↑ωE(x; ω) ↗ ↑ω log Z(ω)

= ↗↑ωE(x; ω) ↗ Ex # p! (x )↑ω log [exp(↗E(x; ω))]

= Ex # p! (x )↑ωE(x; ω) ↗ ↑ωE(x; ω)

(D.3.1)

Then we can obtain the FIM I and the Fisher vector Vx from above results, shown as
below

I = Ex # p! (x )

!
Ux U !

x

"

Vx = I
" 1

2 Ux

(D.3.2)

NFK for GANs . As introduced in Section 6.3, we consider the EBM formulation of
GANs. Given pre-trained GAN model, we use D(x; ω) to denote the output of the discrimi-
nator D, and use G(h) to denote the output of generator G given latent code h ↔ p(h). Then
we have the energy-function defined as E(x; ω) = ↗D(x; ω). Based on the NFK formulation
for EBMs, we can simply substitute E(x; ω) = ↗D(x; ω) into Eq. D.3.1 and Eq. D.3.2 and
derive the NFK formulation for GANs as below

Ux = ↑ωD(x; ω) ↗ Eh# p(h)↑ωD(G(h); ω)

I = Eh# p(h)

!
UG(h)U

!
G(h )

"

Vx = (diag (I)" 1
2 )Ux

Knfk (x, z) = →Vx , Vz↓

(D.3.3)
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Note that we use diagonal approximation of FIM throughout this work for the consideration
of scalability. Also, since the generator of GANs is trained to match the distribution induced
by the discriminator’s EBM from the perspective of variational training for GANs, we could
use the samples generated by the generator to approximate x ≃ pω(x), which is reflected in
above formulation.

NFK for VAEs, Flow-based Models, Auto-Regressive Models . For models in-
cluding VAEs, Flow-based Models, Auto-Regressive Models, where explicit or approximate
density estimation is available, we can simply apply the classical Fisher kernel formulation
as introduced in the main text.

NFK for Supervised Learning Models . In the supervised learning setting, we con-
sider conditional probabilistic models pω(y | x) = p(y | x; ω). In particular, we focus
on classification problems where the conditional probability is parameterized by a softmax
function over the logits output f(x; ω): pω(y | x) = exp(f y (x; ω))/ #

y exp(f y (x; ω)), where
y is a discrete label and f y (x; ω) denotes y-th logit output. We then borrow the idea from
JEM [Grathwohl et al., 2020b] and write out a joint energy function term over (x, y) as
E(x, y; ω) = ↗f y (x; ω). It is easy to see that joint energy yields exactly the same condi-
tional probability, at the same time leading to a free energy function:

E(x; ω) = ↗ log
$

y
exp(f y (x; ω))

↑ωE(x; ω) = ↗
$

y
pω(y | x)↑ωf y (x; ω)

(D.3.4)

Based on the NFK formulation for EBMs, we can simply substitute above results into
Eq. D.3.1 and Eq. D.3.2 and derive the NFK formulation for GANs as below

Ux =
$

y
pω(y | x)↑ωf y (x; ω) ↗ Ex ! # p! (x ! )

$

y
pω(y | x)↑ωf y (x$; ω) (D.3.5)

I = Ex # p! (x )

!
Ux U !

x

"

Vx = (diag (I)" 1
2 )Ux

Knfk (x, z) = →Vx , Vz↓

(D.3.6)

D.3.2. E!cient low-rank NFK/NTK approximation via truncated

SVD

We provide mode details on experimental observations on the low-rank structure of NFK
and the low-rank kernel approximation algorithm here.

Low-Rank Structure of NFK .
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(a) Left: test images. Right: inverted im-
ages with 100d NFK SVD embeddings de-
rived from a DCGAN.

(b) Left: test images. Right: inverted im-
ages with 100d NFK SVD embeddings de-
rived from a DCGAN.

For supervised learning models, we trained a LeNet-5 [LeCun et al., 1998] CNN and a
3-layer MLP network by minimizing binary cross entropy loss, and then compute the eigen-
decomposition of the NFK Gram matrix. For unsupervised learning models, we trained a
small unconditional DCGAN [Radford et al., 2016] model on MNIST dataset. We delib-
erately selected a small discriminator, which consists of 17K parameters. Because of the
relatively low-dimensionality of ω in the discriminator, we were able to directly compute the
Fisher Vectors for a random subset of the training dataset. We then performed standard
SVD on the gathered Fisher Vector matrix, and examined the spectrum statistics. In par-
ticular, we plot the explained variance ration quantity, defined as rk =

# k
i =1

&2
i#

i =1
&2

i
where εi is

the i-th singular value. In addition, we have also visualized the top 5 principle components,
by showing example images which have the largest projections on each component in Fig. 3.

Furthermore, we conducted a GAN inversion experiment. We start by sampling a set
of latent variables from the generator’s prior h ≃ p(h), and get a set of generated example
{xi }, xi = G(hi ), i = 1,...,n. We then apply Algorithm 5 on the generated example {xi } to
obtain their NFK embeddings {e(xi )}, and we set the dimension of both h and e to 100. We
now have a compositional mapping that reads as h ↖ x ↖ e. We then learn a linear mapping
W ≃ R100& 100 from {e(G(hi ))} to {hi } by minimizing # n

i =1 ∞hi ↗We(G(hi ))∞2. In doing so,
we have constructed an auto encoder from a regular GAN, with the compositional mapping of
x ↖ e ↖ h ↖ x̃, where x̃ is the reconstruction of an input x. The reconstructions are shown
in Figure 1b (a). Interestingly, the 100d SVD embedding gives rise to a qualitatively faithful
reconstruction on real images. n contrast, a PCA embedding with the same dimension gives
much more blurry reconstructions (eg., noise in the background), as shown in Figure 1b (b).
This is a good indication that the 100d embedding captures most of the information about
an input example.

Power iteration of NFK as JVP/VJP evaluations . Our proposed algorithm is
based on the Power method Golub and Van der Vorst [2000], Bathe [1971] for finding the lead-
ing top eigenvectors of the real symmetric matrix. Starting from a random vector v0 drawn
from a rotationally invariant distribution and normalize it to unit norm ∞v0∞ = 1, the power
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Fig. 2. The low-rankness of the NFK on a DCGAN trained on MNIST. For a
trained model, the first 100 principle components of the Fisher Vector matrix
explains 99.5% of all variances. An untrained model with the same architecture
on the other hand, demonstrates a much lower degree of low-rankness.

Fig. 3. Images with the largest projections on the first five principle compo-
nents. Each row corresponds to a principle component.

Fig. 4. Linear probing accuracy on CIFAR10 with di!erent number of princi-
ple components in embedding. We use our proposed low-rank approximation
method to compute the embedding from the teacher model on CIFAR10 for
knowledge distillation.

method iteratively constructs the sequence vt+1 = Kv t
) Kv t ) up to q power iterations. Given the

special structure of K that it’s a Gram matrix of the Jacobian matrix Jω(X) ≃ RD & N , to
evaluate Kvt in each power iteration step we need to evaluate Jω(X)! Jω(X)vt , which can

188



be decomposed as: (i) evaluating zt = Jω(X)vt , and then (ii) Kvt = Jω(X)! zt . Note that
when K is in the form of NTK of neural networks, step (i) of evaluating zt is a Vector-
Jacobian-Product (VJP) and step (ii) is a Jacobian-Vector-Product (JVP). With the help of
automatic-di!erentiation techniques, we can evaluate both JVP and VJP e"ciently, which
only requires the same order of computational costs of one backward-pass and forward-pass
of neural networks respectively. In this way, we can reduce the Kernel matrix vector prod-
uct operation in each power iteration step to one VJP evaluation and one JVP evaluation,
without the need to computing and storing the Jacobian matrix and kernel matrix explicitly.

As introduced in Section. 6.3.2, we include detailed algorithm description here, from
Algorithm. 8 to Algorithm. 11. In Algorithm. 8, we show the algorithm to compute the
low-rank NFK embedding, which can be used as data representations. In Algorithm. 9, we
present our proposed automatic-di!erentiation based truncated SVD algorithm for kernel
approximation. Note that in Algorithm. 10 and 11, we only need to follow Equation. 6.3.3
to pre-compute the model distribution statistics, Zω = Ex ! # p! (x ! )

#
y pω(y|x)↑ωf y

ω (x$), and
FIM I = Ex ! # p! (x ! ) [Ux ! U !

x ! ]. We adopt the EBM formulation of classifier f! (x) then replace
the Jacobian matrix J! (X) with the Fisher vector matrix V! (X) = diag(I)" 1

2 (Jω(X) ↗ Zω).
Note that our proposed algorithm is also readily applicable to empirical NTK via replacing
the FIM by the identity matrix.

D.4. Experiments setup

D.4.1. QUALITY ANDEFFICIENCY OFLOW-RANKNFK AP-

PROXIMATIONS

Experiments on Computational Cost . We randomly sample N ≃

6
2k : 7 ∝ k ∝ 16

7

data examples from CIFAR-10 dataset, and compute top-32 eigenvectors of the NFK Gram
matrix (RN & N ) by truncated SVD. We use same number of power iterations (10) in baseline
method and our algorithm. We show in Fig. 3 the running time of SVD for both methods
in terms of number of data examples N .

Experiments on Approximation Accuracy . We randomly sample 10000 examples
and compute top-128 eigenvalues using both baseline methods and our proposed algorithm.
Specifically, we compute the full Gram matrix and perform eigen-decomposition to obtain
baseline results. For our implementation, we run 10 power iterations in randomized SVD.

D.4.2. Neural Fisher Kernel Distillation

With the e"cient low-rank approximation of NFK, one can immediately obtain a compact
representation of the kernel. Namely, each example can be represented as a k dimension
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vector. Essentially, we have achieved a form of kernel distillation, which is a useful technique
on its own.

Furthermore, we can use Q as an generalized form for teacher student styled knowledge
distillation (KD), as in [Hinton et al., 2015]. In standard KD, one obtain a teacher network
(e.g., deep model) and use it to train a student network (e.g., a shallow model) with a
distillation loss in the following format:

Lkd(x, y) = ϖ ∗ Lcls(fs(x), y) + (1 ↗ ϖ) ∗ Lt(fs(x), ft(x)), (D.4.1)

where Lcls is a standard classification loss (e.g., cross entropy) and Lt is a teacher loss
which forces the student network’s output fs to match that of the teacher ft . We propose a
straightforward extension of KD with NFK, where we modify the loss function to be:

Lnfkd (x, y) = ϖ ∗ Lcls(fs(x), y) + (1 ↗ ϖ) ∗ Lt(hs(x), Qt(x)), (D.4.2)

where Qt(x) denotes the k dimensional embedding from the SVD of teacher NFK, for example
x. hs is a prediction head from the student, and Lt is overloaded to denote a suitable loss
(e.g., ,2 distance or cosine distance). Equation D.4.2 essentially uses the low dimension
embedding of the teacher’s NFK as supervision, inplace of the teacher’s logits. There are
arguable benefits of using Lnfkd over Lkd. For example, when the number of classes is small,
the logit layer contains very little extra information (measured in number of bits) than the
label alone, whereas Qt can still provide dense supervision to the student.

For the Neural Fisher Kernel Distillation (NFKD) experiments, we adopt the
WideResNet-40x2 [Zagoruyko and Komodakis, 2016] neural network as the teacher model.
We train another WideResnet with 16 layers as the student model, and keep the width
unchanged. We run 10 power iterations to compute the SVD approximation of the NFK
of the teacher model, to obtain the top-20 eigenvectors and eigenvalues. Then we train
the student model with the additional NFKD distillation loss using mini-batch stochastic
gradient descent, with 0.9 momentum, for 250 epochs. The initial learning rate begins at
0.1 and we decay the learning rate by 0.1 at 150-th epoch and decay again by 0.1 at 200-th
epoch. We also show the linear probing accuracies on CIFAR10 by using di!erent number
of embedding dimensions in Figure. 4.
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Appendix E

Les di"Žrentes parties et leur ordre
dÕapparition

J’ajoute ici les di!érentes parties d’un mémoire ou d’une thèse ainsi que leur ordre
d’apparition tel que décrit dans le guide de présentation des mémoires et des thèses de la
Faculté des études supérieures. Pour plus d’information, consultez le guide sur le site web
de la facutlé (www.fes.umontreal.ca).



Ordre des ŽlŽments constitutifs du mŽmoire ou de la th•se
1. La page de titre obligatoire
2. La page d’identification des membres du jury obligatoire
3. Le résumé en français et les mots clés français obligatoires
4. Le résumé en anglais et les mots clés anglais obligatoires
5. Le résumé dans une autre langue que l’anglais obligatoire

ou le français (si le document est écrit dans
une autre langue que l’anglais ou le français)

6. Le résumé de vulgarisation facultatif
7. La table des matières, la liste des tableaux, obligatoires

la liste des figures ou autre
8. La liste des sigles et des abréviations obligatoire
9. La dédicace facultative
10. Les remerciements facultatifs
11. L’avant-propos facultatif
12. Le corps de l’ouvrage obligatoire
13. Les index facultatif
14. Les références bibliographiques obligatoires
15. Les annexes facultatifs
16. Les documents spéciaux facultatifs
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